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Abstract	

As humans, our fascination with recreating images of ourselves began with parietal art 

many thousands of years ago, and has continued throughout the ages. However, we also 

now strive to create moving, thinking, believable, virtual humans, rather than focus 

entirely on static images. Moreover, computer generated humans are now integral to the 

digital world that encompasses us, yet 3D animation remains rife with challenges. The 

overarching objective of the thesis, therefore, is to systematically investigate and design 

a comprehensive computational model that leverages the effect of natural motion from 

the real-world to mediate enhanced 3D animation production. Thus natural motion is 

simulated to support user engagement, leveraged through real-time mapping, and for 

control of digital characters through enabling devices for markerless capture. Captured 

data is analysed offline to identify potential creative enhancements. As a result of the 

comprehensive investigation, contributions include an innovative animation framework 

to support real and virtual engagement within immersive environments. The novel 

approach simulates motion, through combining elements of real-time game technology 

with facets of behaviour simulation from Embodied Conversational Agents. 

Contributions are also proposed towards bridging the gap between realistic motion 

capture and authoring more stylised 3D cartoon animations. Shortcomings of 

transferring natural motion to exaggerated cartoon styled animation are systematically 

studied and a solution based on parametric motion curve optimization is proposed. 

Intelligent reasoning for validation of temporal sequencing of animation assets using a 

structured knowledge model, further contributes towards animation production through 

facilitating sharing animation planning across different domains.  The computational 

model, thus embodies the concept that through systematic investigation of synergies and 

differences between natural motion and keyframe animation, the benefits of both can be 

fused together to target more efficient, yet believable, and even creative animation 

authoring.  
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1 INTRODUCTION		

3D animation is big business, with high stakes. Critically, the market for 3D animation 

has grown exponentially over recent years, through advances in hardware and software 

culminating in sophisticated 3D content being available through mainstream film, TV, 

virtual reality simulations, home entertainment and even ubiquitous handheld devices. 

Yet the conventional process for producing animation remains time consuming and 

heavily labour intensive, requiring substantial technical and artistic skills.  

This thesis thus proposes a new frontier in more efficient, accurate and affordable 

animation creation, leveraging a new window of opportunity and exploiting a new 

wave of technological developments to support animation creation with a 

particular focus on virtual human motion.  

As humans, our fascination with recreating images of ourselves began with parietal art 

many thousands of years ago, and has continued throughout the ages. Current times are 

no different, portrayed by the ever increasing culture of ‘selfie’. Nevertheless, taking 

pictures of ourselves is arguably nothing new, albeit the media for doing so may have 

changed. However, with technological innovation we also now strive to create moving, 

thinking, believable, simulated virtual humans which offer human-like interactions, 

rather than focus entirely on static representations. Indeed, humans engage with other 

humans as Figure 1.1 shows.  

 

Figure 1.1: Humans respond to other humans 

Moreover, humans even engage with other humans even when those humans are 

synthetic, and even when they are in cartoon form. Disney pioneers, for example, 
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showed that audiences can engage with characters that are obviously not real [1]. 

Furthermore, studies have also shown engagement with simulated humans within virtual 

environments, despite users being explicitly aware of the synthetic nature of the 

characters [2-5].  

Virtual human-like characters, the overarching focus of this thesis, have the capacity to 

trigger innate responses to the human form. Studies have shown enhanced human 

computer interaction for social and empathetic applications through their use [6, 7]. 

Furthermore, virtual humanoid characters now form an integral role in the media that 

encompasses our daily lives: from ubiquitous hand-held smart devices to immersive and 

theatrical experiences. They populate a wide variety of 3D applications including 

serious games, medical simulations, social science experimentation, training, 

conversational agent applications, military simulations, human-computer interfaces, 

entertainment and more [3, 7-9]. At one end of the spectrum, photorealistic digital 

character doubles can now seamlessly stand in for real-world actors for short times in 

high-end feature films. At the other end of the spectrum, non-human characters are 

anthropomorphised to make them more entertaining and relatable, as in the case of 

many of Disney’s well known characters throughout its history. Examples include 

Mickey Mouse, and Donald Duck, through to more recent examples such as the 

Zootopia1 characters.  

Character animators are instilled with the commitment to imbue their characters with an 

illusion of life through timely, believable expressivity [1, 10]. However, humans are 

innately aware of the complex mix of appearance, movement, and behaviour of other 

humans, and are thus very perceptive to imperfections. Studies have shown that this 

transcends to the virtual realms such that virtual characters resembling humans, elicit 

similar expectations of human-like factors. Deviations from expectations can thus be 

disconcerting [7, 11-13]. Badler et al., (1993) also point out that reproducing everyday 

actions in virtual humans is complex due to motion being driven by beliefs and 

intentions rather than mechanical processes alone [14]. Thus, despite the familiarity 

with what is considered normal for humans, humans are complex to simulate.  

It is not surprising then that challenges remain in realizing believable virtual characters, 

providing motivation for this thesis. Human-like appearance can raise audience and user 

                                                

1 https://www.disneyanimation.com  
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expectations such that imperfections in the simulation are noticeable. The character can 

thus fall into the uncanny valley trap where users react negatively due to mismatched 

expectations [9, 12, 15]. Simplification of aspects of the virtual human is not necessarily 

the solution however, since studies have shown that a lack of expressiveness can lead to 

poor perceived communication within collaborate virtual environments [4, 16, 17].  

Furthermore, an imbalance between visual appearance and perceived realism of motion 

can also elicit negative reactions [9, 18]. Magnenant-Thalmann and Thalmann (2005) 

also suggest that aspects of virtual humans to consider are visual realism, realistic 

behaviour, and realistic motion [19]. Chadwick et al (1989) also  reported that, 

anatomically correct characters elicit expectations of equally realistic movement, 

otherwise the illusion is not accepted [13]. In the case of this thesis, it is motion which 

is of the primary interest, as one of the key factors that plays a significant role in a 

character’s success. However, not only is human motion challenging to replicate, it 

cannot be completely decoupled from appearance, and behaviours, as proposed in more 

detail in Chapter 2. Methodologies for enhanced animation, introduced in this 

thesis, thus take into account facilitating the enactment of believable behaviours. 

This includes leveraging animation principles throughout the pipeline, regardless 

of motion capture, keyframe, or real-time origin. 

It is relevant to note, that Disney pioneering animators considered the term ‘realistic’ 

not to refer to realistic physics and appearance. ‘Realistic’ instead referred to making 

the idea or essence of the action more real, and thus believable through adding 

expression and exaggeration when necessary [1]. This includes adhering to twelve basic 

animation principles introduced by the Disney pioneers, and adapted to 3D animation 

by John Lasseter [1, 10]. Moreover, successful realisation of sophisticated computer 

generated (CG) humanoid characters is not a trivial task. Artistic and technical skills are 

fundamentally essential, along with a grounding in computer graphics, animation, and 

some knowledge of cognitive science [11, 20, 21]. Thus, simulating the complexities of 

3D computer generated animated characters, still remains rife with challenges for the 

computer graphics world. Despite the high demand for 3D characters that encompass 

our daily lives, the 3D animation production pipeline is complex, time consuming, and 

demanding.  Keyframe animation techniques used to create motion, and emotive 

performances, enable fine artistic control for stylised motion including extreme cartoon-

like exaggerated action. Yet keyframe animation requires high levels of artistic and 

technical skills and is very time consuming. Alternatively, motion capture enables 

motion that is grounded with realism to be produced arguably more quickly. However, 
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in its raw state, motion capture data lacks in exaggerated detail, and is challenging to 

artistically fine tune. Attempts have been made to facilitate keyframing on top of 

motion capture to speed up production. However, motion capture data can be difficult 

for keyframe animators to work with, and also commonly requires expensive setups to 

deal with the capturing of the data initially. Thus the added complexities of dealing with 

both, can potentially negate the benefits of each. Studies have also investigated the 

possibility of enhancing motion data for cartoon stylisation purposes [22, 23]. However, 

these techniques seem limited in their practicality for production and the area remains 

still wide open for further exploration. The gap between the speed of production and 

realism of motion capture, and the artistic control and believability of keyframe 

animation, therefore provides a further motivation behind this thesis to 

systematically investigate. 

Challenges in animation generation are compounded by a number of factors when 

creating animations for interactive real-time systems. The computational burdens of 

rendering in real-time adds complexity when coupled with the need for the characters to 

elicit spontaneous and adaptive movements to be responsive at runtime to unpredictable 

users. Procedural, and parametric animation are thus also options for real-time systems, 

along with a pre-animated library of animation clips to draw upon [19]. Embodied 

Conversational Agents (ECA) such as GRETA for instance, draw on Face Animation 

Parameters (FAPs) and Body Animation Parameters (BAPs) to generate speech and 

emotional responses [24]. However, the results can be rather robotic and as such are 

also limited for enlivened cartoon like performances. Targeting believability for real-

time virtual characters, whilst maintaining flexibility for spontaneous responses, 

thus provides further motivation for this thesis. 

The complexities involved in simulating believable motion for human-like characters 

extend beyond the physiological aspects of replicating human motion. With the 

increasing demand for computer generated imagery (CGI) experiences, animation 

systems have also expanded into the realm of interdisciplinary research [24, 25].  The 

functional characteristics of interactive virtual avatars and autonomous agents and their 

worlds are achieved through a fusion of disparate and varied technologies ranging from 

computer vision, networking, sound engineering, computer graphics, and artificial 

intelligence, and education fields [6, 7, 11, 26]. The integration of a comprehensive 

animation framework to support such a fusion of technologies, can be facilitated 

through the annotation of these technologies with precise and disambiguated 
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vocabularies. The task of providing innovate animation solutions thus encompasses 

technical goals, but also incorporates the need to have clear lines of communication 

across interdisciplinary teams which may not necessarily have expert knowledge in 

animation. There is therefore a need to have a common, shared knowledge of the 

animation domain in order to meet the requirements of such research. This is 

particularly vital for seamless creation of autonomous agents capable of expressing 

humanistic animation effects.  Intelligent animation planning through knowledge 

modelling is thus an objective in this thesis. 

1.1 Research	Objectives	

The preceding discussion illustrates that animated humanoid characters have become 

pervasive among our everyday lives and their applications. In order to meet the ever 

growing needs of content creation, the methods, technologies, and pipelines for doing so 

need to be addressed. The motivation for the research therefore lies in growth in 

demand for 3D animated characters, including the need for real-time virtual humans 

with believable behaviour, coupled with the desire to overcome complexities in the 3D 

pipeline. The term ‘believable’ is used for both realistic natural motion in virtual 

environments, and believable in the more cartoon-styling sense for offline productions. 

An underlying approach taken throughout is target the source of what we are trying to 

simulate i.e. to systematically investigate how natural human motion can be leveraged, 

to achieve this. Thus human motion is tracked, captured, analysed and enhanced 

throughout this research. The following objectives are therefore studied: 

The overarching goal is to systematically investigate and design a comprehensive 

computational model that leverages the effect of natural motion from the real-

world to optimise the performance of 3D animation. 

This is achieved via the following sub goals: 

• Initial exploration of the state-of-the-art via leveraging natural motion mapped to 

virtual cameras to provide engagement with virtual environments.  

• To extend beyond the state-of-the-art through designing an innovative animation 

framework to support real and virtual engagement within immersive environments. 

Using lessons from natural motion and engagement in the real-world, the novel 

approach aims for plausible responsive motion for avatars and agents through 

combining game technology with facets of behaviour simulation from Embodied 

Conversational Agents.  
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• To further add to the computational model, through contributions towards 

bridging the gap between realistic motion capture and authoring more stylised 3D 

cartoon animations. The goal is to study the shortcomings of transferring natural 

motion to exaggerated cartoon styled animation, using a low-cost motion capture 

system. Proposed solutions are sought using innovative application of signal 

processing techniques. 

• A final important function of this thesis aims to enable intelligent reasoning for 

validation of temporal sequencing of animation assets using structured knowledge 

model. The aim is to facilitate the animation process within the context of the 

previously mentioned computational model. The goal is to incorporate animation 

sequence prototyping through semantic modelling to produce biomechanically valid 

sequences of motions from short reusable animation clips. 

1.2 Contributions	

An improved computational model for effective 3D animation, forms the overarching 

proposed contribution for this work, as presented in the overview illustrated in Figure 

1.2. The theme that underpins the computational model, is leveraging natural motion 

stimuli in the animation process for achieving the objective of believable and 

efficient animation.  

 
Figure 1.2: A Computational Model for 3D Animation Overview 
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Thus in Figure 1.2, and throughout the thesis, motion modules play a central role, 

interacting with other research components. Proposed contributions therefore centre 

around motion that is mapped directly from users, and utilised for direct real-time 

control of digital characters, analysed, sequenced, and enhanced throughout the 

computational model. Further detail is introduced throughout this thesis, with the main 

proposed contributions summarized below. 

The computational model encompasses the following significant technological and 

empirical contributions: 

• The initial contributions include the application of innovative techniques to state-

of-the-art ubiquitous hand-held devices to leverage natural motion for engaging 

with virtual environments. Motion is mapped directly and unobtrusively from the 

user to control the view of the virtual environments in two innovative apps. This is 

achieved in real-time initially through body motion and then through eye gaze. The 

proposed apps, and associated user validation studies contribute towards a paradigm 

shift for new methods of interaction with virtual content. (See Chapter 3). 

• Additional components of the computational model, comprise an innovate 

animation framework to simulate responsive motion for virtual human-like 

characters as reactive feedback to natural engagement of users in the real world. 

The novel approach combines elements of real-time game animation techniques, 

with facets of behaviour simulation from Embodied Conversational Agents (ECA). 

It provides a means to support reasoning and navigation in social collaborative 

worlds populated with multiple users embodied as avatars, plus autonomous agents 

capable of engaging in believable behaviour. Sophisticated real-time environments 

are proposed to support navigation and co-presence within use cases designed to 

engage users in a variety of scenarios. Supporting assets include avatar and agent 

technical structure able to accommodate control via a number of modalities. The 

solution also employs an intuitive interface to facilitate reasoning input from non-

animation specialists. 

The proposed contribution manifests itself in the form of the Avatar and 

Autonomous Agent Framework (AAAF)2.  

                                                

2 Observe that the work leading to this contribution was conducted in the context of the REVERIE FP7 

EU project (under grant agreement no. ICT-2011-7-287723), which the author was a technical consultant. 
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• The computational model includes technological and empirical contributions 

proposed towards bridging the gap between motion capture and animation 

through motion capture, analysis and enhancements. Shortcomings of 

transferring natural motion to exaggerated cartoon styled animation, are 

systematically and comprehensively studied. A low-cost motion capture system is 

introduced via studies that analyse shortcomings of natural motion in relation to 

exaggerated cartoon styled animation. Motion enhancements are then proposed 

through parametric motion curve optimization based on expert knowledge 

generated from the studies. The proposed approach aims to extend the state-of-

the-art for animation via utilising low-cost depth sensors for cost-effective and rapid 

semi-automatic production of 3D animations, enabling options for enhancing artistic 

integrity. More specifically, the following are proposed: 

o Digital Avateering Capture (DAC) framework to utilise low-cost depth 

sensor based skeletal tracking for motion capture.  

o Empirical studies with expert feedback to identify the shortcomings between 

low-cost motion captured data and cartoon stylised data. The studies also 

contribute towards cementing literature assumptions: i.e. that motion capture 

cannot explicitly capture the nuances of cartoon motion, and therefore warrants 

enhancing if a more stylised approach is required. 

o The proposed solution is based on parametric motion curve optimization that 

achieves rapid-semi-automatic production of 3D animation, enabling the 

creativity of human artistic expression. (See Chapter 5). 

• The computational model additionally introduces intelligent reasoning for 

validation of temporal sequencing of animation assets using a structured 

knowledge model. The proposed expert domain ontology namely, Temporal 

Orchestration of Animation Sequences (TOAnimate) provides logical 

correspondence between the related entities. The knowledge model utilises 

deductive reasoning for the validation of constructed automated sequences. This 

contribution aims to facilitate common understanding, sharing, and re-usability of 

animation data, plus enhance the planning stages.  

1.3 Thesis	Structure	

This thesis introduces the computational model for effective 3D animation as follows: 

Chapter 2 presents an overview of the relevant state-of-the-art literature and associated 

background material to provide further context for the motivations behind this research. 
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It begins by reviewing the fundamental principles of animation considered to be 

essential to elicit believable performances. It continues by discussing challenges of 

creating realistic virtual humans, and reviews design guidelines extrapolated from 

current literature. The 3D animation production pipeline is also overviewed to provide 

technical context. Critical ramifications for this thesis are also extrapolated throughout. 

Chapter 3 natural motion based engagement introduces research that leverages state-

of-the-art technologies for natural motion to offer intuitive engagement with virtual 

worlds.  Motion is mapped from the user to control the view of the virtual environments 

through unobtrusive means. The motion responsive worlds utilise body motion, or eye 

gaze, mapped to the virtual camera views for unobtrusive navigation of virtual 

environments. The objective is to develop prototype applications which utilises cutting-

edge technologies, and state-of-the-art 3D real-time production pipeline techniques to 

enable natural unobtrusive interaction. In addition to two novel virtual environment 

applications, two associated user studies are also presented. The studies show that 

natural human motion can be leveraged to provide natural engagement with virtual 

environments. Outcomes provide a spring board for work conducted in Chapter 4. 

Chapter 4 proposes work on motion simulation. The chapter details an innovative 

animation framework to support reasoning and natural engagement for avatars, and 

autonomous agents in collaborative real-time virtual environments. The aim of the 

animation framework is not only to simulate natural actions such as walking, and 

gesturing, but also to provide for realistic virtual engagement through virtual character 

responses to natural human engagement in the real world. The framework does this 

through blending gaming development technology with facets of conversational agents’ 

simulation, along with a Behaviour Markup Language interface to tackle 

communication within large scale interdisciplinary experts. It also introduces the avatar 

and autonomous agent animation taxonomy used as a basis for the work in Chapter 6. 

Proposed contributions include an animation framework to simulate motion that 

underpins an innovative social collaborative virtual environment platform. This 

contributes in turn towards real and virtual engagement with immersive environments3.  

                                                

3 The innovations behind the work conducted in this chapter were systematically researched in response 

to the innovative requirements of the evolving REVERIE platform, in which the author was the technical 

consultant for the animation platform. 
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Chapter 5 draws inspiration from elements of the previous chapters to progress from 

motion simulation to semi-automatic animation enhancements based on exaggerating 

motion capture data through parametric motion optimisation. In a similar vein to the 

previous chapters, the common theme of Chapter 5 is the incorporation of nature user 

motion stimuli. The chapter thus includes the presentation of a proposed framework for 

low-cost motion capture that enables users to mimic cartoon motion whilst controlling 

an avatar in real-time through markerless tracking. Related studies are presented in 

which participants rate themselves for perceived accuracy when explicitly mimicking 

cartoon motion. Expert animators then rate the results when the motion is retargeted to a 

simple bipedal character. Results between experts and naïve participants are then 

propsed. Furthermore, the motion curves from the studies are then analysed and 

compared to associated curves, enhanced by an experienced professional animator. 

Proposed semi-automatic solutions for enhancement are then provided in the subsection 

on parametric motion optimization. The semi-automatic enhancements are targeted to 

reach similar quality as the animator enhancements at a fraction of the time. The results 

thus aim to contribute towards bridging the gap between motion capture and 3D 

animation. 

Chapter 6 proposes intelligent reasoning to facilitate the animation process through 

incorporating animation sequence prototyping via semantic modelling. The outcome is 

to validate humanistic sequences of motions from short reusable animation clips. This is 

achieved via the TOAnimate ontology (TOA): an expert domain ontology for Temporal 

Orchestration of Animation sequences The chapter thus begins with an overview of 

ontologies, plus the methodology used to develop TOA. The TOA taxonomy is detailed, 

and the classes, object and data properties of the ontology. The sequencing rules are 

then presented, followed by the validation. 

Chapter 7 presents conclusions about this work, including the full diagrammatic 

overview of the computational model. A summary of contributions achieved in this 

thesis is also provided.  

The remaining sections list relevant publications and references. Supplementary 

material is also provided in the Appendices.  
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2 BACKGROUND	

This chapter reviews the literature and technical background relating to the main 

interconnecting themes and motivations of this research. The term ‘3D animation’ 

throughout this thesis, refers to the temporal manipulation of 3D geometric meshes to 

create an illusion of movement, rather than stop-motion animation which manipulates 

real-world objects for the same purpose. This chapter presents the following: 

• Background is provided of the fundamental principles of animation introduced by 

pioneering Disney animators that continue to guide and inform good quality 

animation practices of today [1].  

• Specific issues connected with creating virtual humans are then included, 

including the theory of the ‘Uncanny Valley’ which is considered in some circles to 

explain why realistic virtual humans can sometimes be unsuccessful [15].  

• Challenges and considerations are then discussed for creating believable virtual 

avatars within interactive social collaborative virtual environments. The 

discussion initially incorporates human factors of motion, behaviour and appearance 

before moving onto a more technical grounding. In the technical subsection on 3D 

animation production, keyframe animation and motion capture techniques are 

overviewed.  

Critical	ramifications	for	this	thesis	are	also	extrapolated	throughout.	

2.1 Principles	of	Animation	

Animation is the process of eliciting the illusion of life from inert images (or frames), 

blended into temporal sequences that provide a sense of continuous motion [27]. 2D 

animators work by drawing character images frame by frame, whereas 3D keyframe 

animators (the focus of this thesis) choreograph 3D geometric meshes. Keyframe 

animators position and shape the character into the most essential (key) poses that 

define the action, commonly adding further poses to establish key stages of the motion  

in-between. However, animation encompasses more than merely replicating motion. 

Character performance and believability is also essential. 

Character animators commonly exploit principles of animation introduced by 

pioneering Disney animators, to imbue a sense of life and believability into characters 
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[1]. The emphasis is on creating believable characters that audiences will engage with, 

not necessarily realistic characters. Rather than simply replicating physical movement 

of humans, animation principles including expressive exaggeration, are used to ensure 

believability of the character. The aim is to bring characters to life by infusing them 

with personality, emotion, and intelligence which appears to be driven by the 

character’s cognitive processes	 [28].	 Pure physical realism is not deemed sufficient to 

ensure believability.  

Badler et al., (1993) also point out that reproducing everyday actions is complex due to 

motion being driven by beliefs and intentions rather than mechanical processes alone 

[14]. Pioneering Disney animators of the 1930’s thus aimed to suspend audience belief 

by creating believable characters that “appear to think, and make decisions and act on 

their own volition” to portray the “illusion of life” rather than accurately replicate the 

real world [1]. John Lasseter transitioned the traditional principles of 2D animation into 

the 3D animation realm, through his seminal paper, ‘Principles of Traditional 

Animation Applied To 3D Computer Animation [10].’ The twelve basic principles are 

introduced in more detail in the subsequent paragraphs below.  

Solid	Drawing	

The principle of solid drawing in 2D, corresponds to careful crafting of poses in 3D 

animation so that they are readable in silhouette, as viewed by a predefined camera view 

(illustrated in Figure 2.1 where the background character is stroking the face of the 

foreground character, yet both have been deliberately posed to show the reactions of 

both characters).  

 

Figure 2.1 3D Characters carefully posed to ensure readability of emotion 
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Exaggeration	and	Staging	

Exaggeration refers to accentuating the essence of an idea to ensure readability by an 

audience. Exaggeration of design and actions including timing, movement, poses and 

expression, facilitates ensuring that the audience focuses on the targeted idea or 

action/emotion. This notion is also supplemented through making an idea unmistakably 

clear through cinematic composition: i.e. careful staging, in addition to deliberate 

toning down of any other possible movements within the scene that could draw the 

audiences’ eyes away [1, 10].  

Squash	and	Stretch	

Squash and stretch accentuates movement and provides a sense of physical properties 

including rigidity, mass and flexibility through distortion, (flattening and elongating) of 

shape during an action [1, 10]. A common simplistic example is the squashing of a ball 

on impact and stretching on take-off, with the degree of squash and stretch indicating 

how bouncing the ball is: i.e. a very bouncy ball will have more squash and stretch than 

a ball that is not very bouncy. It is worth noting that squash and stretch is also used 

throughout character animation. A smile might be emphasised by squashing face in a 

frown before stretching it to burst into a smile for example. Similarly, physical actions 

naturally incorporate elements of squashing and stretching: for example, crouching 

down before jumping and stretching up during take-off. Such properties can also be 

exaggerated for comic effect.  

Timing	and	Anticipation	

Careful attention to timing and spacing of actions also provides insight into the weight 

and size of objects and personality of characters. From a technical point of view, timing 

refers to speed of action determined by the number of frames dedicated to that action. 

From a practical point of view timing gives a sense of physical and emotional meaning. 

Correct timing facilitates conveying weight through the laws of physics. For example, a 

slight push to a light balloon will make the balloon fly away quickly, whereas a heavy 

bowling ball would take its time to build up momentum. Exaggerated timing can also be 

used for comic effect, however, such as drawing out the anticipation of a punch, 

followed by speeding up the punch itself. Anticipation is used to broadcast the 

intention of the character’s next action refers to prepare an audience for what is about to 

happen [1, 10]. A commonly cited example is a baseball pitcher winding up before 
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throwing the ball. However, more subtle use, such as a glance towards another character 

before walking away for example, can provide the illusion of thought.  

Follow	Through	and	Overlapping	Action	

Follow through and overlapping action are two closely related techniques that 

provide means of establishing believable physical properties such as weight through 

dragging body parts and appendages behind the body and continuing to move as the 

action stops [1, 10]. Follow through refers to the tendency for different parts of the body 

to continue to move when the primary action stops. For example, at the end of a jump, 

the feet are likely to steady more quickly than the arms which might still be waving to 

gain balance. Overlapping action specifically refers to the tendency for different parts of 

the body to move at different rates. For example, in the case of the jump, arms, legs, 

head, hair and back are all likely to be moving at different rates within the jumping 

action, with some body parts leading the action, and some following. 

Slow	In	and	Slow	Out,	and	Appeal	

Furthermore, movements do not normally occur at a constant rate, due to gravity, 

friction, and other physical factors. Nor do objects start and stop suddenly within the 

real world. Slow in and out, also known as ease in and ease out, therefore refers to 

establishing momentum through accelerating into and out of an action. Furthermore, 

most natural movements occur in the form of a visual arc, e.g. consider the hands when 

swinging arms back and forth. Animators therefore also focus attention on creating 

appealing arcs for believability of natural motion. Appeal refers to designing characters 

and motion in a way that is engaging or charismatic to audiences, and includes the style, 

appearance, motion, and performance [1, 10]. 

Secondary	Animation,	Straight	Ahead,	and	Pose-to-Pose	

Secondary animation is also a fundamental animation principle as detailed by the 

Disney pioneers [1, 10]. It refers to supplementary supporting animation to provide 

interesting and believable context. For example, a primary action may be talking to a 

friend, with a secondary action being tapping feet in time to background music. 

Straight ahead and pose-to-pose animation refers to two main approaches to create 

keyframe (or 2D) animation [1, 10]. In straight ahead animation, an animator will begin 

one the first frame and build up the action in a sequential frame by frame process. This 

can provide a fluid, spontaneous action, but at the cost of less control than pose-to-pose. 

In pose-to-pose, the critical poses (also known as extremes) that define the most 
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important aspects of the action are keyframed first. In-between frames are then 

keyframed to fill in detail.  

2.2 Keyframe	Animation	versus	Motion	Capture	

The twelve principles of animation form an important basis for creating believable 

animation, and continue to guide and inform good quality character animation today. 

However, the principles are predominantly applied during the process of keyframe 

animation. Animation has been poetically been described as choreography, where 

animators imagine the motion before embarking on the animation process [14]. 

Keyframe animation is created by translating or transforming an object, creature or 

character, and taking a snapshot at that point in time i.e. setting a keyframe. This 

process is repeated at different points in time (i.e. on different frames) and until the 

animation is complete. Animation software assists the animation process via 

interpolating the movement from one keyframed position to the next. Nevertheless, 

substantial talent and training is necessary, and moreover good character animators will 

not leave too much up to the computer, but rather tweak the performances themselves 

[10]. The following quote, sums up the dichotomy: 

“In the computer, nothing is free. A virtual world begins as the most 

purely blank slate one can imagine. There are no sets, no props, no actors, 

no weather, no boundaries, not even the laws of physics. The computer is 

not unlike a recalcitrant genie, prepared to carry out any order you give it 

– but exactly and no more than that. So not only must every item be 

painstakingly designed and built and detailed from scratch, every physical 

law and property must be spelled out and applied [29].”  

As the above quote suggests, nothing in virtual realms is provided for free: substantial 

design processes and systematic realisation must take place. Gleicher points out that this 

can be a double edged sword, providing artistic freedom with the ability to control 

everything, at the cost that everything must be controlled [30]. Thus the task of an 

animator to create authentic performances can be daunting.  

Motion capture (Mocap), on the other hand, automates the process of capturing and 

recording of animation parameters and animation curves to generate 3D character 

performances, and interactive realistic animation plots. Gleich proposes that motion 

capture has an advantage over keyframe animation, as it can capture realistic subtleties 

of a particular character performance more readily [30]. Indeed, the rapid evolution of 
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motion capture techniques and technologies in recent years, combined with the 

increasing appetite for sophisticated 3D content, would suggest that laborious keyframe 

animation could soon become outmoded. However, this is an old argument, which has 

been put forward for many years and has yet failed to come to fruition [30]. Keyframe 

animation still dominates stylised animation despite being a laborious process requiring 

significant technical and artistic skill. Animation principles established by pioneering 

Disney animators, discussed previously, include exaggerating facets of motion to make 

the essential concepts of the scene clearly readable and entertaining to the audience [1, 

10]. Thus, keyframe animators commonly exploit knowledge of motion in conjunction 

with theatrical staging, timing, and storytelling, to create believable performances that 

elicit the illusion of life rather than attempt to mimic reality. Motion capture on the 

other hand, is grounded in reality. Furthermore, the degree of exaggeration of any of the 

animation principles, distinguishes cartoon animation from more realistic motion, and 

motion capture is lacking in this [1, 10]. 

Motion	Capture	Challenges	

Furthermore, motion capture is not without its own challenges. A variety of methods 

for capturing motion exists ranging from high-end optical motion capture systems, 

through to wearable sensors, and low-cost commodity depth sensors. An overview of 

technology involved is presented by Welch and Foxlin (2002) [31], and a survey of 

computer vision based techniques is comprehensively covered by Moeslund et al., 

(2006) [32]. At the high end range optical systems, comprising light sources and optical 

sensors, are considered the most accurate and reliable method for animation and film 

industry use [31]. Aside from the expense, a primary limitation of such systems is the 

need for a clear line of sight from senor to source [31]. Marker occlusion, changes in 

light, and high-velocity motion can also cause motion noise, which needs to be cleaned 

up manually by a skilled technician after capture. Potential interference with outdoor 

lighting and control of the capturing space, can also reduce tracking accuracy. This 

tends to restrict optical systems for indoor use, unlike the proposed inertial systems 

described above [33, 34]. Furthermore, the capture area can be restrictively small unless 

multiple cameras are available to extend the range. Even then, the set up, including 

strategic placement of markers, and calibrating multiple cameras can prove to be 

challenging, requiring skilled technicians. Capturing conditions can still thus prove to 

be restrictive.  
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Microsoft	Kinect	

The Microsoft Kinect 3D depth cameras have introduced a new era of opportunities for 

computer vision, multimedia, and 3D research and applications. Despite being 

introduced for the gaming market, the take-up in computer vision, electronic 

engineering, and robotics research domains has been significant [35]. The Kinect v1 and 

Kinect v2 (also known as the Kinect One), now enable low-cost markerless full-boy 

skeletal tracking. The cameras are infrared based cameras, which combine image 

processing techniques and depth sensing for object and gesture recognition [36]. The 

key enabling technology is the inherent understanding of human body language through 

depth sensing [37]. The Kinect has the capabilities to interpret user gestures, and track 

facial and body movements and translate them into a usable format for researchers and 

developers, opening up avenues to transform human-computer interaction. The 

capturing range is up to 8 meters. Similar to most other capture systems, capture quality 

deteriorates in accuracy beyond the optimum capturing range. Also similar to optical 

systems, it is necessary to be within line of sight of the camera for capture to accurately 

track the motion.  

Aside from the low cost, one of the key benefits of Kinect capturing is the dispensing 

with the need for specialist technicians to setup the system. Furthermore, the Kinect 

capturing is less prone to inaccuracies due to light sensitivities in comparison to optical 

systems. However, as a low cost solution the captures may not be robust as high end 

systems such as the optical Vicon system [38]. Alternative systems exist as covered 

comprehensively in the surveys mentioned above [32]. However Welch points out that 

common factors of concern with motion capture systems are to reduce the infrastructure 

required, improve robustness of the tracking solutions, and reduce latency [31]. 

Common problems for editing the motion once it is captured include improving jitter, 

fixing foot skate, retargeting, and handling the multitude of keys that motion raw 

motion captures produces [32]. Attempts have been made in the literature to deal with 

such issues, but even with todays advanced technologies and methodologies, editing 

motion capture data still remains challenging [39]. 

2.2.1 Motion	curves	

Motion curves (also known as animation splines, animation curves, or f-curves) are 

graphical representations of the animated attributes in a scene. The curves are generated 

for each animated degree of freedom (DOF) within the scene. Degrees of freedom refer 



2	BACKGROUND	 18	

to the freedom of movement in 3D space of each parameter. In regards to character 

motion, the DOF commonly refers to the rotation and/or the translation of each joint in 

x, y, and z, 3-dimensional planes (depending on the joint). Motion curves thus represent 

graphical depictions of the interpolation over time: with the time (usually as frames) 

along the horizontal axis, and the value of the animated parameter is measured along the 

vertical. 

Figure 2.2 shows example animation curves in Maya from a human character jump 

animation. The animation curves within animation authoring software such as Autodesk 

Maya, include curve segments, keys and tools to display and edit key tangents. Frames, 

are listed on the horizontal axis, and values along the vertical. Black dots represent 

keyframes set by the animator. Red curves represent ‘x’ rotational or translational 

channels, blue ‘z’ and ‘green ‘y’. An animator can manipulate the curves directly, 

and/or use animation controls provided. 

 

Figure 2.2: Keyframe animation motion curves. Red curves represent ‘x’ rotational or translational 

channels, blue ‘z’ and ‘green ‘y’. Black dots represent keyframes set by the animator. The 

horizontal axis lists time in frames, and the vertical the value of the animated parameters. 

To further illustrate the effect of resulting motion the shape of curves, see Figure 2.3. 

 

Figure 2.3: Example motion curves and their interpretation 
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In Figure 2.3a) the values of the animated parameters remain constant over time, so no 

acceleration is taking place. In b) the motion values on the vertical axis are changing 

linearly over time along the horizontal axis. Thus steady (linear) acceleration is 

depicted. In c) the values initially change gradually over time showing an ease in to the 

motion, followed by a more rapid increase in slope thus accelerating more rapidly, 

finalised by a gentle slope indication an easing out of the acceleration (i.e. slow in and 

slow out). Figure 2.3 d) illustrates accelerating rapidly as values change rapidly in the 

vertical access with the steep slope over time on the horizontal axis. The motion then 

accelerates at less of a pace, and finally gently eases out.  

Natural	Motion	

Much of the natural motion starts off slow, gains speed, possibly varies speed, and 

slows again when finishing. Consider a runner, gaining speed whilst running a race, and 

slowing down to a stop at the end, for example. This is a fundamental principle of 

animation known as slow ins and slow outs as introduced earlier [1, 10]. Character 

animators apply similar methodology to animating most human movement, including 

facial expressions. We may say someone ‘burst into a smile’, but in reality, the muscles 

generally slow out of a neutral state, and then accelerate, and slow in to the final state 

smile). When natural body motion is animated in a linear way (as illustrated by steady 

change of motion over time in Figure 2.3 a) and b), the results tend to be less natural, 

and even robotic. A character animation is therefore likely to examine, manipulate and 

fine tune each curve and tangent that comprise the motion set for the character.  

2.2.2 Automated	Techniques	for	Enhancements	

Of fundamental interest to this thesis, is how motion capture can be used to facilitate 

animation production, and in turn, how character animation can inform enhancing 

motion capture data. Motion capture and keyframe animation both generate motion 

curves (discussed in the previous subsection). The curves record the animation data in 

relation values for the parameter being animated, over time (usually in frames). Signal 

processing techniques have been applied in the literature to generate more expressive 

animations through exaggeration of animation principles [1, 10] via automated filtering 

of motion curves [23, 40]. The techniques can be applied to the motion curves (also 

referred to as motion signals), generated by the animation or motion capture process. 

Research includes semi-automated means for manipulating timing to show weight and 

personality [41]; reflecting velocity in transitions between actions through slowing out 
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of one motion and slowing into another [42, 43]; preparing for an action through 

anticipation [22]; the termination of an action and preparation for the next via follow-

through and overlapping motion [44]; plus squash and stretch to flatten and elongate 

forms in motion to help define rigidity and mass [22, 40].  For example, Wang et al., 

[22] proposed a modulated filter to generate traditional cartoon animation principle 

effects on motion signals based on the convolution a Laplacian of Gaussian (LoG) 

kernel. This ‘Cartoon Filter’ method alters motion curves to generate squash and stretch 

effects, along with anticipation, and follow-through. Chenney et al., [45] also focused 

on simulating squash-and stretch, but used velocity and collision parameters to generate 

deformations.  

Bruderlin and Williams [23] utilised time-warping signal processing techniques to adapt 

and reuse motion data to elicit creative and enlivened performances. A time-warping 

technique for motion editing was also proposed by Witkin and Popovic [46] who 

conducted motion warping through overlapping and blending of the parameter curves. 

Hsu et al., [41] focused on creating stylistic effects through time warping, whilst leaving 

poses unaltered. Kass and Anderson [44] proposed “Wiggly Spines”, on the other hand, 

to generate oscillatory animation for overlapping motion via and damping altering 

resonance along with varying the time phase.   Kwon and Lee [47] proposed methods 

for slow ins and slow outs, using a bi-lateral time-shift filter applied to animation 

signals. White et al., [43] also focused on a motion filter for a slow ins and slow outs 

but based their method on Kinematic Centroid Segmentation combined with a time-

warping function. Kim et al., [48] on the other hand, introduced a method that generates 

anticipation and follow-through effects by extrapolating changes in joint angles. Tateno 

et al., [49] used extracted keyframes along with altering interpolation methods to 

generate stylised robotic, or cartoon motions.  

Exaggerating	Motion	

A common factor throughout, and further established in the following sections, is 

the need for exaggeration in the underlying motion signals. Exaggeration is arguably 

one of the most important principles of animation that can tie levels of realism to 

believability. In more cartoon styled animation for example, principles of animation, 

such as squash and stretch, timing, anticipation etc., may be exaggerated more than in 

more realistic styled animation. In that sense, exaggeration then refers to the degree to 

which other animation principles are applied. It is also arguably the fundamental aspect 

missing from motion-captured animation that is grounded in realistic motion. This is 
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addressed more in Chapter 5 where state-of-the-art techniques for applying animation 

principles to motion capture data are presented. The importance of exaggeration is also 

discussed further, and used as the basis of the parametric optimisation of motion curves 

presented in the same chapter. 

2.3 Uncanny	Valley	

The discussion above centres around cartoon-like characters rather than human-like 

characters in virtual environments. However, Bates argued that character animator 

approaches to capturing the essence of life, can in turn provide insights into building 

computational models of believable responsive characters [50]. In his seminal work on 

the Oz project, Bates applied principles of traditional character animation to equip self-

animating creatures with emotions to enhance believability. Bates thus supported the 

concepts introduced by the Disney animators, by proposing that clearly expressed and 

appropriately timed emotional responses form a key ingredient in creating believable 

lifelike avatars [51]. Aylett (2004) also argued that models of emotional expressivity 

must be incorporated into embodied agents to promote believability for users to engage 

with the characters [52].  

Returning to the subject of realism where virtual environments are concerned, implicit 

assumptions behind photorealistic avatars assume that they will be more believable. 

However, this is not always the case, as illustrated by Figure 2.4, and described below.  

 

Figure 2.4: Uncanny Valley (Mori 1970) 
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Mori proposed a theory for robot design, known as the Uncanny Valley that has now 

also become associated with virtual character design (see Figure 2.4). Mori theorised 

that as robots become more human-like, they become more familiar to humans in the 

sense that humans are comfortable, or empathise with them more. Thus there is an 

increasing sense of engagement as users notice similarities between the robot and 

human appearance and behaviour [15]. This is illustrated in the initial increasing slope 

depicted in Figure 2.4. When the appearance (or movement) becomes too close to 

reality, however, expectations are heightened such that people focus critically on 

differences between reality and the simulation. Thus Mori proposed that attempting to 

simulate reality but falling short triggers a drop in believability as shown in the dip in 

Figure 2.4. This dip in user experience is referred to as the uncanny valley: people feel 

that there is something ‘uncanny’ about the artificial human. It is also important to note 

that despite originally proposed in relation to robot design; the uncanny valley 

phenomenon has since become synonymous with digital character design also. The 

uncanny valley, once a term known only in research circles, has now become widely 

used concept to explain negative reactions to human-like synthetic characters that do 

not quite engage users as expected. 

As synthetic characters (or robots), overcome the imperfections, it is possible to climb 

out of the uncanny valley and re-engage users. However, this is still remains 

challenging to achieve. Even big budget feature films with a linear narrative, (i.e. with 

more controllable input), have not always been successful in depicting believable 

naturalistic CG humans. In Mori’s graph: 

• A healthy human would be the ultimate degree of both and appear at the peak of the 

curve (Figure 2.4 A).  

• Less successful characters, such as those criticised in the popular press from Polar 

Express, are more likely to be placed in the valley, somewhere near the zombie zone 

(Figure 2.4 B).  

• Successful stylised synthetic characters from the Incredibles and Avatar on the other 

hand, are likely be found at the peak, immediately before the drop into the uncanny 

valley (Figure 2.4 C, D).  

It should be noted, however, that although widely accepted, the uncanny valley is not 

universally agreed upon, nor fully understood [53]. Nevertheless, it there is enough 

evidence to warrant approaching building of realistic virtual humans with caution as the 

next section discusses in more detail. 
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2.4 Believable	Virtual	Avatars	and	Agents	

Virtual humans come in a variety of forms. This section considers virtual humans 

intended for interaction in virtual environments, which can be categorised into avatars, 

and agents. The term ‘avatar’ represents a virtual human with some degree of user 

control and embodiment. The term ‘agent’ is interpreted as automated software driven 

virtual humans encapsulating some form of artificial intelligence.  

Believability	and	Presence	

Believability when considering the worlds that virtual humans inhabit, is commonly 

considered to refer to a sense of presence within the mediated environments rather than 

in the real-world, and is commonly shortened to the phrase ‘being there’ [54-56]. Indeed 

definitions of virtual reality (VR) and virtual environments (VEs) tend to encapsulate 

this concept. Sherman and Judkins (1992) describe virtual reality as enabling 

exploration of a computer generated world by actually being in it [55]. Manetta and 

Blade [1995) propose that virtual reality refers to: "a computer system used to create an 

artificial world in which the user has the impression of being in that world" [57]. The 

related concept of virtual environments is described by Blascovich et al., (2002) as 

“synthetic sensory information that leads to perceptions of environments and their 

contents as if they were not synthetic” [58]. 

The sense of presence is considered an influential gauge of the effectiveness and 

believability of a virtual environment. Co-presence is a connected term that relates to 

the sense of presence of being with others within the virtual space [4]. Presence (and co-

presence) can be measured in a variety of ways including self-report, behaviour, and 

physiological means [4, 59, 60] Some authors have also shown that the sense of 

presence is not only related to feeling present, but also that the individual behaves as if 

they were present: despite knowing that the virtual content is not real, individuals 

consciously and unconsciously react to the stimuli as if it were real [61]. For example, 

participants showed signs of physiological fear in reaction to a fear of heights 

immersive environments study, despite the visual fidelity of the environment not 

striving for photorealism [62].  

Theoretically, one might assume photorealistic virtual humans used within realistic 

virtual worlds, would enhance feelings of presence, or co-presence through evoking 

equivocal responses to the real world. However, this is not the case in practice [13]. 

Replicating reality is replete with challenges due to the complexity of humans 
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combined with artistic and technical challenges of creating them and their worlds 

[14]. Studies have been therefore been conducted to help inform building of virtual 

humans according to the factors that enhance the sense of presence when virtual 

characters populate the virtual worlds [63].  

Vinayagamoorthy et al., (2004) found, for example, that consistency is required 

between levels of realism of virtual characters, and the worlds they inhabit [63]. A 

lower sense of presence was reported with high visual fidelity characters, factored with 

low visual fidelity repetitive environmental textures. The result was interpreted as due 

to high expectations elicited by high fidelity characters, leading to increased 

expectations of the world they inhabit. It was thus proposed that this concept is as an 

extension of  Mori’s ‘uncanny valley’ hypothesis such that inconsistencies between 

visuals, behaviour and movement can negatively impact believability [15]. 

Chadwick et al (1989) reported that photorealistic, anatomically correct characters 

elicit expectations of equally realistic movement, otherwise the illusion is not 

accepted [13]. Magnenant-Thalmann and Thalmann (2005) also proposed that the 

balance between visual realism, realistic behaviour, and realistic motion also need 

to be considered when creating virtual humans [19].  Tromp et al (1998) reported 

high expectations of behavioural fidelity associated with high levels of character visual 

fidelity in a study investigating small group behaviour within collaborative virtual 

environments [16]. More realistic avatars were perceived as standoffish, cold, and 

lacking in expression, despite having the identical behavioural functionality as more 

simplistic avatars. This again confirms the need to match visual and behavioural 

aspects of the virtual human. 

Ochs et al (2008) showed that empathetic responses can improve human-machine 

interaction [64]. Empathy can be broadly defined as an emotional response triggered by 

the perception of another’s emotional welfare. It thus not only encompasses expressing 

emotions: it also relates the emotions to the emotional state of another. The researchers 

found that an empathetic agent was perceived more positively, when expressing 

emotions (both positive, and even negative), compared to displaying no emotion at all. 

This is also consistent with the findings of Tromp et al (1998) that avatars lacking 

in expressivity are perceived to be cold [16]. 

Users perceive avatars capable of emotional responses and empathetic behaviour to be 

more trustworthy, and enhance user experience according to studies in the literature [65-

67]. Lee et al., (2007), for example, created an interactive agent, to exhibit signs of 
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empathetic caring and active listening using facial expressions, hand gestures, and body 

movements in response to students within a learning system [66]. Student interaction 

with the system and engagement in learning was reported to have elicited a more 

positive influence through use of the caring agent. Predinger et al (2005), proposed 

affective character-based interfaces aimed at recognizing the affective state of users by 

interpreting physiological user data as emotions in real-time, to provide appropriate 

empathic feedback in response. The study focused on a virtual job interview scenario in 

which users were accompanied by an empathetic animated interface. It was shown that 

the empathic feedback had a positive effect on the interviewee’s stress level during 

interviewer’s questioning [65]. 

Minimum	Responsive	Factors	

Attempts have also been made to identify the minimum responsive factors interactive 

human characters require for enhanced user experiences. The role of gaze commonly 

features in such studies due to the significant role eye contact plays in communicating 

in the real-world. Perhaps not surprisingly, such studies have shown that inferred-gaze 

responses have indeed been shown to enhance perceived quality of communication and 

social responses within virtual environments [7, 68, 69]. Garau et al., (2003) 

demonstrated for example, that even a limited level of expressivity in avatars through 

gaze could enhance user experience within an immersive virtual environment [18]. The 

researchers also explored the impact of varying aspects of avatar behavioural realism 

and visual appearance on perceived communication. A random  gaze (low behavioural 

fidelity) versus a sophisticated gaze model inferred by speech (high fidelity) was 

studied on high and low visual fidelity avatars. Results showed that the inferred gaze 

enhanced perceived communication in immersive environments in the more visually 

(gender specific) realistic avatars, whilst it negatively impacted communication in the 

more visually simplistic (gender neutral) avatars. Thus high behaviour fidelity can 

elicit expectations of higher visual fidelity, and the two need to be matched 

accordingly. 

Social responses to virtual humans portraying varied degrees of responsiveness within 

an immersive virtual environment have also been investigated. For example, Freeman et 

al., (2006), found that socially anxious people were more likely to avoid contact with 

agents than people with no anxiety, despite in all involved being aware of the synthetic 

nature of the characters [3]. Static agents, and agents with minimum animation, evoked 

less of a sense of personal contact than visually responsive agents. This indicates that 
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social responses to digital humans can be impacted through introducing even 

limited responsiveness [4].  

Bailenson et al., (2001) studied mutual gaze to provide a sense of responsiveness in a 

virtual environment proxemics experiment [69]. Participants walked towards and 

around an agent, under the guise of completing a memory task. They were naïve that 

interpersonal distance between themselves and the agent was being tracked. 

Behavioural fidelity of the agent was moderated by varying the degree of realism of 

mutual gaze between participant and agent. At the lowest level of realism (unrealistic), 

eyes were closed, and at the highest level a mutual gaze model was utilised. 

Photographic realism of the agent’s face was also varied in the same experiment, in 

order to investigate the influence of visual fidelity. Results showed that participants 

maintain greater distance from the agents compared to mere objects, plus a greater 

distance with the greater level of behavioural fidelity (mutual gaze). This suggests that 

by maintaining personal space they were treating the virtual agent similar to a real 

human. However, level of photographic realism was found to be immaterial, suggesting 

that behavioural fidelity is potentially more significant than visual fidelity in some 

scenarios.  

Motion	for	Virtual	Humans	

The central focus of this work, is concerned with extending the state-of-the-art for 

human character animations. However, this section shows that many factors contribute 

towards building successful virtual humans.  The key ramification for this work include 

that motion cannot easily be decoupled from behaviour and visual appearance. 

Gaze models can also be an influencing factor for creating expressive interactive avatars 

and agents for user engagement. It is also worth noting that technology, hardware, 

devices and capturing techniques have significantly improved since many of the studies 

mentioned throughout this section have taken place. For example, the MS Kinect depth 

sensors now provide low-cost tracking capabilities [36], and mobile devices are 

powerful enough to host interactive 3D experiences. Furthermore, such the studies 

discussed in this section, took place in an era when stereoscopic 3D stimuli was 

primarily limited to research circles and specialist groups. We therefore propose that 

users are now more sophisticated, having been exposed to high-quality 3D content at 

cinemas, TV at home, gaming devices and ubiquitous hand-held devices. It is therefore 

reasonable to assume that users will have increased expectations of social 



2	BACKGROUND	 27	

collaborative virtual environments populated by agents and avatars, which this 

research aims to address throughout. 

2.5 3D	Animation	Production		

This section overviews the production pipeline to produce animations. Three main 

methods of generating animation of concern to this thesis are: keyframe animation, 

motion capture, and procedural animation.  

Authoring animations through the process of keyframe animation is conducted offline, 

with animators choreographing the movements to be rendered for the targeted media at 

a later stage. Motion capture, on the other hand, is recorded in real-time. However, it is 

then commonly further processed offline to clean up any anomalies, and to edit it for the 

purpose required, and retarget it from the captured data to the final character.  

Regardless of the method of animation generation, the character is initially modelled as 

a 3D geometric mesh, which then needs to be prepared for animation through a process 

known as rigging. Figure 2.5 illustrates the main stages in the 3D animation production 

pipeline. Although not strictly a linear process, animation sits between modelling, 

surfacing, and rigging, and visual effects, lighting and rendering for finalising the look 

of the scene. Furthermore, in real-time animation systems, effects, lighting and 

rendering are generated in real-time. 

 

Figure 2.5: Stages in the animation production content creation pipeline 

As Figure 2.5 indicates, the character is modelled into its 3D geometric mesh form 

before animation takes place. Surfacing techniques add materials and texture properties 

that add detail to the surfaces and enable the surfaces of the character to react 

appropriately to the virtual lights, before having effects and lighting added and 

ultimately rendered [70-72]. However, surfacing does not necessarily need to be applied 

before animation. 3D meshes intended for animation need to be prepared for animation 
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through a process known as rigging. Character rigging is the system engineering process 

that enables surface deformation [73]. This sets up the technical infrastructure that 

accommodates motion and mesh deformation. Commonly at the core of any rig is a 

virtual skeleton: interconnected rigid sections hinged with joints in a hierarchical, tree-

like structure [27, 74]. The joints encode a geometric relationship between adjacent 

segments, expressed by joint angles. More specifically, joints have rotational and 

translational degrees of freedom (DOF) subject to joint limit [75]. For example, a spine 

joint might rotate around full 3D space in the 𝑥, 𝑦, and 𝑧 planes, whereas a knee joint 

might be restricted to rotating in one axis for more biomechanically valid movement.  

An early example of  hierarchical methods of animating in a tree structure, was 

proposed by Catmull (1972), where articulating a parent section of a thumb (or finger),  

influenced its children to articulate a hand [76]. A skeleton-driven method of joint-

dependent deformations for hand animation was introduced in 1998 [74]. Sophisticated 

articulated structure control techniques for animating were introduced along with 

Pixar’s Luxo Jr in 1986. Luxo Jr’s ground-breaking animation of a desk lamp and his 

son, was created through keyframing the articulated structure of each lamp, and 

interpolating movement between the keyframes through spline curves [10, 77].  

It is now commonplace to embed a virtual skeletal structure inside the character’s mesh 

to drive the animations and deformations. The process of binding the mesh to the joints 

is known as skinning (the mesh being the skin). Figure 2.6 provides an example of a 

fully articulated character (d), along with its geometric mesh (model) in wireframe 

mode (a), the skeleton that drives the mesh (b), and the skeletal (skinned) mesh (c). 

 

Figure 2.6: a) 3D mesh, b) skeleton, c) skeletal mesh, d) rigged & surfaced character 

Rigid skinning binds a vertex to an individual joint and thus the vertex follows the joint 

that it is attached to. With smooth skinning, commonly used for human characters, the 
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position of a vertex is determined by a weighted sum of several influencing joints [78]. 

In addition to early methods, various approaches to skinning algorithms now exist. A 

comprehensive overview can be found in Lewis et al. (2000) [79, 80]. The fundamental 

concept behind skinning of relevance to this thesis, is that the animator can manipulate 

the internal skeletal stick figure to drive the vertices of mesh that are bound by weights 

to the joints [81]. The process is of animation therefore essentially involves setting joint 

transforms (possibly dozens, and even hundreds of degrees of freedom) to pose the 

character over time: articulating and deforming the mesh in the process. Naturalistic 

body animation can be achieved with such joint structures, although much more 

sophisticated systems are required to simulate close up muscle movement. It is also 

worth noting that the face is considered more complex to animate than the body, and 

may require different methods of animation, as discussed shortly [77].  

Although an internal skeleton often forms the fundamental structure, additional rig 

elements are commonly required for character animation. These include dedicated 

character controls to facilitate the animation process, as Figure 2.7 illustrates. It should 

also be noted that anatomic accuracy is not necessarily required when rigging a 

character, although it can assist to inform the rig design. The character technical 

director’s (or rigger’s) role is to ensure that the 3D model has a complete functional 

range of necessary motion, to setup and maintain animation controls for the character, 

and to balance technical and visual needs of the animated character [77]. 

 

Figure 2.7: Character with animation rig controls 
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The example in Figure 2.7 includes an internal skeleton structure which drives the 

mesh, along with more easily accessible user interface iconic controls. Such controls are 

setup to enable animators to drive the rig in a more user friendly way than direct 

interaction with each rig element (such as each joint) would allow 

Muscle simulation systems, additional forms of deformers, and blend shapes (discussed 

in the next subsection), are additional rigging elements that may also be required to 

enable the animator articulate the character for high-end applications [77, 82]. 

Additional deformers can also be used to manipulate meshes, to enable production of 

fine grained detail such as wrinkles, and muscle simulations. These include FFD (Free 

Form Deformers), RFFD (Rational Free-Form Deformers), wire frame deformers, and 

physically based systems. According to Orvalho, an FFD is a parametric solid or 3D 

lattice that encompasses the geometry. RFFDs enable weights to be assigned to each 

point of the parametric envelope [77]. 

2.5.1 	Facial	Animation	

The complex anatomy of the face, combined with our innate sensitivity to notice even 

the finest details in the infinite variety and subtleties of facial expressions of others, 

combine to present challenges for facial rigging. Creating a facial expression requires 

significantly more muscles than are required to pose a body part. Furthermore, many 

parts of the body can be posed using just a single joint, whereas facial expressions 

generally cannot be [77]. For example, a bend in the leg involves a simple rotation of a 

single knee joint, whereas facial expressions are controlled by a complex series of 

muscles, which in turn require a sophisticated joint rig (or alternative method) to deform 

the facial mesh. It is rare that only one joint would be involved in manipulating the 

facial mesh into a believable expression. Thus, the vertices of the mesh are commonly 

weighted to different joints through smooth skinning.  

Blend shapes provide an alternative method for facial articulation [83]. Blend shapes 

enable vertices of a master mesh to be animated by referencing vertices of pre-sculpted 

duplicate meshes. The master mesh can thus be blended (or morphed) into any of the 

expressions, or combinations of the expressions that have been pre-sculpted on the 

duplicate meshes. The benefit, is the fine detail that can be achieved: anything 

expressions that can be sculpted in the duplicate meshes, is achievable through animated 

blends. However, creating the blend shapes poses significant artistic and technical 

challenges for artists, since knowledge of facial anatomy, and behaviours is required 
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plus the skills to sculpt them in 3D. A further disadvantage of blend shapes is the 

number required to create authentic performances. For example, Gollum in the Lord of 

the Rings: The Two Towers (Weta, 2002) required 675 blend shapes [83]. An 

alternative approach is to therefore use a combination of joints and blend shapes to 

provide more natural arcs that joints offer, with the fine detail that blend shapes offer. 

This also enables realistic facial expressions using a smaller set of blend shapes [84]. 

Bone driven rigs are most commonly used for real-time use, although blend shapes are 

increasingly being incorporated with further improvements to technology [77]. 

Although the fundamental level of control is commonly via an internal skeleton 

structure, additional rig elements are often required for more sophisticated muscle 

simulation. For example, parameterization of facial meshes into groups of vertices is 

another approach, which aims at simulating the different muscle actions of the face 

through surface deformation is [85, 86]. 

2.5.2 Parameterized	Animation:	FAPs	and	BAPs	

Ekman and Friesen introduced the influential the Facial Action Coding System 

(FACS) on which many facial rigs rely [77, 87, 88]. FACS is a system for describing 

and categorising the muscular movements of the human face through use of Action 

Units (AUs), Action Descriptors (ADs), and Gross Behavior Codes (GBCs). Thus, 

using the FACs system to define blend shapes can facilitate creating a character rig that 

is capable of plausible emotional and conversational expressions. A commercial created 

by Framestore and its in-house Capture Lab (Feb 2013), illustrates cutting edge 

photorealistic 3D facial reconstruction, including highly realistic facial emotion using 

FACS (facial action coding system) [87]. Pioneering visual effects techniques were 

developed to recreate Audrey Hepburn [89]. FACS scanning sessions enabled the 

recording and capture of over 70 possible muscle movements and capture high-

resolution textures. A facial rig was created using the FACS head scans as reference for 

the wide variety of shapes the human face can express [89]. The expressions were then 

realised through crafting the expressions in every shot via four animators [89]. 

Currently such levels of realism are only possible in off-line rendered systems. Such 

highly complex facial rigs, combined with the complex lighting and rendering systems 

needed to recreate photorealistic translucency of skin, add too many computational 

burdens which make them unusable in real-time [77]. 
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An example of current day state-of-the-art for real-time is the photorealism of UDK 

Samaritan Demo [90]. Current GPU architecture allows for bend-shapes and 

tessellations that enable wrinkles to be generated, and morphing into photorealistic 

expressions [90]. A more recent example of cutting-edge photorealism for real-time is 

provided by Jimenez Garcia’s work on photorealistic skin, including subsurface 

scattering, wrinkles, and colour blends linked to emotional states [91, 92]. However, 

such features are severely restricted when trying to compute multiple avatars and agents 

in real-time for interactive virtual environments. 

MPEG-4	Face	and	Body	Animation	

The MPEG-4 specification incorporated a standardised approach to facial and body 

control parameterization [93, 94]. The Face and Body Animation (FBA) object in the 

MPEG-4 standard defines two separate but related sets of parameters for animating 

realistic and cartoon-like human faces and bodies in real-time [94]. The standard 

enables defining animation independently from the model through mappings to the 

standard. The first set of parameters define specifications for the FBA model: namely 

Face Definition Parameters (FDPs), and Body Definition Parameters (BDPs). The FDP 

and BDP specifies the representation of the geometry, along with surface deformation 

method. The second set define parametric animation values for the face and body: Face 

Animation Parameters (FAPs) and Body Animation Parameters (BAPs). FAPs 

interpolation table (FIT) is also specified for facial animations. The defined FAPs are 

considered the minimal perceptible actions and complete set of basic facial actions that 

the face can make, and include 68 feature points distributed across a standard facial 

model posed in a neutral expression [77, 95]. Head motion, mouth, eye and tongue 

control are incorporated.  Annotations for BAP animation also include values as offsets 

from the neutral position, with 186 features points defined. 

FAPs can additionally be used to define facial action units (FACS) as introduced by 

Ekman [87, 95]. FAPs define feature points displacements in relations to neutral 

positions. FAPs and BAPs have been incorporated into Embodied Conversational 

Agents, and avatar animation in virtual environments due to the run-time efficiency 

methods of animation coupled with the ability to provide spontaneous facial 

expressions, body gestures and synchronised speech [95, 96]. However, a limitation of 

parametric animation is that robotic motion can ensue due to isolating movement rather 

than choreographing natural synchronised actions.  
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2.6 Social	Collaborative	Virtual	Environments	

According to Badler, “real-time virtual humans show increasingly complex features 

along the dimensions of appearance, function, time, autonomy, and individuality” 

[97]. This statement was not only applicable a decade ago, but even more so now. 

Virtual humans now populate a wide variety of media including serious gaming 

applications, medical simulations, training and learning applications, TV, film, video 

gaming, virtual reality experiences and more. However, as discussed in subsection 2.4, 

simulating humans is a complex business not only from a technical point of view, but 

also taking into account the levels of visual, behavioural and motion based realism to 

incorporate. Image analysis techniques have been employed for automating the process 

of realistic 3D modelling and rendering for virtual world generations [98-100]. 

However, synthesis in real-time requires substantial processing and efficient streaming 

to handle mesh geometry for live capture [101]. Such techniques have yet to reach the 

stage where multiple humans are accurately reflected free of image based construction 

artefacts in virtual worlds.  Furthermore, as virtual humans become more human-like, 

expectations can be raised such that the real-world human users or audiences become 

perceptive to any anomalies between real and virtual humans. We refer here to ‘users’ 

as active participants in interactive experiences, and ‘audiences’ as passive viewers of 

digital content. This phenomena of negative reactions to characters considered realistic, 

yet falling short of perfection, has been described as the ‘uncanny valley’: users or 

audiences have uncanny feelings towards the character in question [15]. 

Multi-user	Environments	

Further challenges are faced with socially collaborative virtual environments, designed 

for multiple users embodied in virtual form. Such real-time interactive environments 

involve complex challenges, when compared to off-line rendered animation media such 

as TV and film.  Real-time rendering for spontaneous interaction cannot rely the 

predefined linear storylines, pre-set camera views, and predetermined interactions with 

other characters, that traditional character animators can exploit for offline rendered 

productions. Real-time users are active participants in socially collaborative virtual 

environments rather than passive viewers. They can influence the views of the world, 

the action and interactions by triggering events according to multimodal forms of input. 

Modules within the real-time engine therefore have to analyse the input, and compute 

intentions, and render the appropriate responses to the users within milliseconds. 

Therefore, the question of how to generate realistic engagement and expressive 
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behaviour given the non-linear nature of interactive applications, becomes a more 

challenging problem than having animators graphically depict affective states [52]. It is 

not yet computationally feasible however, to achieve the equivalent virtual interactive 

worlds, characters and actions in real-time compared to linear narratives in off-line 

rendered big budget animated films. 

Real-time collaborative virtual worlds involving interactive avatars and autonomous 

agents present substantial computational challenges [102]. Simulating expressive 

behaviour to promote engagement with virtual actors, involves two main aspects, 

knowledge, and ability to act on the knowledge. More specifically, the system must 

process knowledge of the state of the world, other virtual actors, and in the case of 

innovative platforms, also the state of the real-world users. Secondly, the virtual actor 

needs to have the ability to react to the stimuli or events [102].  

In the real-world, humans provide a wide repertoire of signals for others to react to, 

including verbal communication, and non-verbal communication through facial 

expressions, body posture, gestures and spacial cues of interpersonal distance [2, 7]. 

And in turn, others can react in an infinite number of ways, including emotionally. 

Emotional responsiveness is a key factor in creating perceived intelligence in agents 

[67, 103], and for communicating believably [52]. Modelling autonomous responsive 

agents presents significant research challenges however, due to the complex nature of 

emotional responses, including difficulties in categorizing emotions, plus lack of 

agreement on the degree and variety of influencing factors, such as inter-dependencies 

on mood, personality, social circumstances, culture and social context [7]. Emotion is 

hard to define and categorise, and no single definitive theory or model of emotion exists 

[7, 104]. Emotionally expressive and empathetic avatars enhance the user interaction 

experience, and are perceived as likeable, trustworthy and friendly  [64, 65, 67]. One 

problem with used predetermined set of animation clips to provide the responsive 

motions, for such use cases, is that they can become repetitive and not reflect a wide 

range of emotional states, or personality based actions. Attempts have been made to 

provide systems to support rich behaviours however. The Virtual Life Network system, 

for example, accommodates rich multimodal processing three types of virtual actors, 

varying in their level of user control, or autonomy [102]. Granieri et al., (1995) present 

a system for controlling the behaviours of an interactive virtual agent in real-time, 

suitable for multiple agents [105]. Speech options are not handled in both mentioned 

systems however.  Furthermore, the focus in [105] is applied to locomotive behaviour 
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however (walking and waiting at traffic lights for example), rather than emotive 

engagement.  

Yoshida et al., (1995) present a virtual teleconference system for intuitive interaction 

for creative and cooperative work [106]. Users are represented by polygon models and  

textures, with real-time manipulation through 13 control points on the face. Hand 

gestures combined with verbal utterances enable interacting with objects within the 

scene. However, the system does not cater for multi-participant full virtual avatars and 

autonomous agents.   

The SEMAINE API is an open source framework for interaction and control of a virtual 

agent, that incorporates emotional models [107]. The system enables building of a 

multimodal dialogue agent embracing nonverbal behaviour to expressively react and 

interact with user via real-time generated facial expressions, and supporting emotional 

gestures on the upper half of the agent’s body. The Sensitive Artificial Listener (SAL) 

agent, is limited in scope compared to multi avatars and agents systems. First, 

expressiveness is limited to the face, and upper half of the body, and secondly there is a 

disconnect between the user in the real-world, and the SLA in its virtual world: i.e. the 

agent and the users do not share the same virtual space.  

Realistic	and	Virtual	Engagement	

The REVERIE online immersive environment platform for Realistic and Virtual 

Engagement in Immersive Environments, embraces and enhances such factors detailed 

in subsection 2.4 [25, 108, 109]. Targeting novel research in the field of human 

interaction with virtual humans in immersive online environments, it pushes forward the 

boundaries of social communication within virtual environments through a platform that 

supports enabling technologies to capture real-world user engagement, and transfer it 

engagement feedback to the virtual world. Innovative embodiments for user avatars are 

proposed, along with novel reasoning architecture that supports analysing and 

responding to the real-world input. The aim is to enable individuals from across the 

globe, to meet, interact, and share experiences together as if they were immersed in the 

same physical space, but without the limitations of location and affordability [109]. The 

term ‘realistic’ has different connotations depending on the context. Realistic can often 

refer to photorealistic visual appearance that replicates the real-world in a way similar to 

being captured in photographic detail through a camera lens. This is accounted for 

directly via real-time user driven 3D human reconstructions known as replicants. 

However, the approach to realism also encompasses realistic inter-personal 
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communication and natural interaction to engage the users in virtual worlds. The target 

is to sharing social experiences together virtually as if they would in real life. The aim is 

to achieve this through a variety of means including providing users with a choice of 

how to be embodied virtually: i.e. as photorealistic replicants, or as human-like avatars 

similar to game characters. Users can interact naturally with each other, and with 

humanoid autonomous agents in a variety of ways that introduce new paradigms for 

engagement [110]. Of particular relevance to the work presented in this chapter, is that 

each of the 3D representations, including the autonomous agents, are capable of 

demonstrating human-like verbal and non-verbal behaviour, facilitating engagement and 

social interaction.  Speech functionality is also provided.  The goal of the Avatar and 

Autonomous Agent Framework detailed in Chapter 4, is  to accommodate a rich pool of 

adaptive motions including gestures, locomotion and emotion that are key to enabling 

such immersive engagement experiences. Furthermore, improved technology, and 

computing processing power has now made it possible to provide substantial input from 

users through web cameras and low-cost commodity depth sensors such as Microsoft’s 

Kinect v1 and v2. Multimodal input and output capabilities from such devices were 

utilised to provide a rich plethora of communication signals and engagement potential 

for interaction and collaboration in virtual environments [110]. Provision for motion 

simulations is thus one of the fundamentally important aspects of games, 

simulations, and virtual environments. 

It is apparent from the literature that no off the shelf animation solution is available to 

provide for the needs of the cutting-edge evolving multimodal input virtual 

environments targeted at realistic engagement, with avatars and agents capable of 

speech, adaptive behaviours, locomotion and more. This thesis therefore presents the 

proposed animation framework in Chapter 4, along with related contributions 

throughout. 

2.7 Conclusions	

This chapter reviewed the literature and technical background relating to the main 

interconnecting themes that underpin the computational model for 3D animation. 

Background was provided of the fundamental principles of animation that guide and 

inform good quality animation practices of today [1]. Specific issues concerning the 

perception and reception of virtual humans were then included to explain why realistic 

virtual humans can sometimes be unsuccessful when prompting ‘Uncanny Valley’ 
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reactions [15]. Considerations were also reviewed for creating believable virtual avatars 

within interactive social collaborative virtual environments.  

It was proposed that users are now more sophisticated compared to users originally 

participating in cited 3D related research, without previous exposure to immersive 

content. With the development of enabling viewing technology, many users have 

now been exposed to high-quality 3D content in a diverse range of media. It is 

therefore reasonable to assume that users potentially have increased expectations 

of interactions within 3D virtual environments. This provides a motivation for 

Chapter 3 as an initial exploration into novel interaction methods, utilising unobtrusive 

mapping of motion from the user to the virtual environments. Chapter 4 significantly 

progresses to research 3D representations, including the autonomous agents, capable of 

demonstrating human-like verbal and non-verbal behaviour, facilitating engagement and 

social interaction. The goal is to introduce an innovative animation framework to 

accommodate a rich pool of adaptive motions, including gestures, locomotion and 

emotion that are key to enabling immersive experiences 

A technical grounding for animation processes was also reviewed via overviews of 

keyframe animation and motion techniques.  A common factor throughout, and 

further established in the following chapters, is the need for exaggeration in the 

underlying motion signals. Exaggeration is arguably one of the most important 

principles of animation that can associate levels of realism to believability. A novel 

solution is proposed in Chapter 5, where motion captured is studied in relation to 

exaggerated motion, and methodologies to automate the process of enhancing the 

motion capture is presented. The proposed computational model thus draws upon 

outcomes established from this chapter, as the subsequent chapters will manifest.  

The review in this chapter, thus provides motivation for research throughout this thesis.  

A key conclusion from the review, is that motion is a key contributing factor to 

believability, but simulating authentic human motion is challenging due to 

complexities in the 3D animation pipeline, potential ‘Uncanny Valley’ factors, 

balancing realism versus believability, and further complications when dealing with 

interactivity in real-time worlds. Thus, the proposed approach in this thesis is: 

To leverage the effect of natural motion from the real-world to mediate enhanced 

3D animation production. 
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3 ENGAGEMENT	IN	VIRTUAL	ENVIRONMENTS	

SIGGRAPH Asia 2016 proposes “the increased power, portability, and ubiquitous 

connectivity of mobile devices are causing a fundamental shift in how we interact with 

digital content” [111].  

This chapter proposes contributions towards this paradigm shift, through virtual 

environments deployed on mobile devices specifically designed to be responsive to 

natural motion from users.  

Proposed main contributions include:  

• Two methods of 3D updates in response to natural motion, through user, or device 

motion, or eye gaze.  

• Paradigm shift away from keyboard and mouse, towards more intuitive ways of 

interacting 

• Leveraging natural motion for engagement in virtual worlds. 

The methodology includes utilising natural motion stimuli captured from devices such 

as iOS device sensors, or eye tracking. Real-world motion is mapped to a virtual 

camera, to enable 3D perspective updates through natural motion [112].  

Results indicate that natural motion is popular with users, facilitating engagement, and 

enhancing realistic interpersonal communication and interaction with virtual 

environments.  

3.1 Introduction	

In the 1960’s computer graphics pioneer Ivan Sutherland published a short article 

describing ‘The Ultimate Display’ as “a room within which the computer can control 

the existence of matter.” Sutherland went on to propose, “with appropriate 

programming such a display could literally be the Wonderland into which Alice walked 

[113].” Sutherland went on to pioneer ground-breaking virtual environment technology 

including the early head mounted display (HMD) known as the Sword of Damocles: 

nicknamed due to the cumbersome equipment required to suspend it from the ceiling. 

The HMD enabled users to see a perspective image, changing in response to user 

movements [114].  
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Technology and interaction methods have rapidly moved on since the introduction of 

the first HMD. Motion tracking systems, ranging from small inertial devices, through to 

sophisticated optical systems, can now provide a method of rendering computer 

generated scenes within immersive systems that update in accordance to the position 

and orientation of a virtual camera [31]. Low cost head mounted displays, such as the 

Oculus Rift 4 , are also now becoming popular with the gaming market, enabling 

increased interest for virtual reality applications along with associated innovations.  

In the current era of mobile computing, this research shows through systematic research 

application, that interaction with 3D content is now possible using ubiquitous handheld 

devices. Many users have also been exposed to cinematic quality 3D in theatres and in 

their own homes through 3D TVs and rapidly improving games consoles. Furthermore, 

technologies such as the Leap Motion 5 , MS Kinect, and Nintendo’s Wii 6  have 

introduced more naturalistic interaction than previous eras of mouse, keyboard and 

gamepad [37]. It can be argued therefore, that the widespread exposure to sophisticated 

3D content, has created a corresponding demand for high-end visual 3D content along 

with expectations of naturalistic interaction within virtual environments. Thus previous 

cumbersome interaction methods may no longer suffice. Indeed, LaViola Jr. et al., 

(2001) proposed, that technological innovations in virtual reality exceed innovations for 

rich interaction in such environments [115].  

The research presented in this chapter, proposes contributions towards the paradigm 

shift towards for interaction with digital 3D content. It is shown through systematic 

investigation, that users can interact naturally with 3D content capable of changing in 

response to the user, on ubiquitous handheld devices such as smartphones and tablets. 

Leveraging smart mobile devices and state-of-the-art gaming techniques, a virtual 

environment, populated with a human-like avatar is designed, and instantiated to act as 

a ‘Window to Virtual Worlds (WTVW).’ This section also presents a novel, hands-free 

method of intuitive navigation through virtual environments using gaze tracking7 on 

standard displays. Providing an interaction method that simulates viewing of scenes in 

the real world via gaze, enables more natural interaction. It additionally provides an 
                                                

4 https://www.oculus.com  
5 https://www.leapmotion.com/  
6 https://www.nintendo.co.uk  
7 Observe that support for developing the gaze driven navigation was provided by Dr Navid Hajimirza 
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accessibility option for users with motor impairments that might otherwise be able to 

participate.  

The WTVW, and the gaze-tracked exploration for virtual worlds system, were 

instantiated as prototypes for more sophisticated virtual worlds [108]. REVERIE aims 

to bring about a revolution in 3D media and virtual reality by developing technologies 

for safe, collaborative, online environments that can enable realistic interpersonal 

communication and interaction in immersive environments (see subsection 2.6). As one 

part of this process, innovative naturalistic interaction methods were developed. The 3D 

pipeline was also explored in preparation for further contributions presented throughout 

this thesis. 

In the following sections, the 3D asset production pipeline that was utilised for the 

innovative environments in this section is presented. More specific detail for each novel 

app, including user feedback and validation is included in the subsequent sections. 

3.2 3D	Asset	Production	Pipeline	for	Real-time	Applications	

The four key stages necessary for instantiating the cutting-edge solutions in this chapter, 

are illustrated in Figure 3.1.  Although not entirely linear, these stages include the 

concept stage: planning of concepts, artwork, interaction design, and specifications of 

user requirements. Next, comes the 3D content creation stage where the geometric 3D 

meshes for environment, assets, and avatars are modelled and textured and optimised 

for use in real-time applications. Offline animation creation is also handled at this stage 

in preparation for later run-time use within the real-time environment. Once the 3D 

assets and animations have been prepared, they are combined together in a virtual 

world, where functionality and interactivity is added. In the final stage, the application 

is implemented on a device and tested by users.  

 

Figure 3.1: Key steps for creating the ‘Window to Virtual Worlds’ 

The steps were implemented using an Autodesk Maya, Unity3D, and iOS device 

pipeline. Maya was selected due to its industry standing as digital content creation 

software. Unity was selected due to its game engine features, which are widely used for 

creation of interactive real-time environments and games; plus for features that support 

deployment to iOS devices for its compatibility with Maya. Furthermore, assets and 
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animations can easily be interchanged between Unity and Maya.  The steps illustrated in 

Figure 3.1 are elaborated on in the following sections. 

3.2.1 Concept:	Virtual	World	Environment	

The overarching concept was to create an innovative virtual experience for users using 

natural motion. Initially the primary goal was to utilise the motion of the smart devices, 

as manipulated naturally through user motion, to enable users to interactively view a 

window to another world. A subsequent goal was to utilise on screen point of regard via 

gaze tracking. Both environments relied on the same 3D assets, including the virtual 

world, avatar and animations. The theme selected for the virtual environment was an 

academic’s office8 as shown in Figure 3.2. 

 

Figure 3.2: Reference photos of a real-world academic's office 

Using an existing office to simulate in the virtual realm, provided access to real-world 

references to draw from for factors such as scale, design, proportions, textures, furniture 

and assets within the room. The virtual environment applications aimed to provide a 

familiar space to view, such that the users could easily recognise that their own 

movements were updating the corresponding view of the virtual space, with little to no 

instruction. It is also worth noting that virtual office spaces have been used in previous 

literature in experiments to investigate memory and presence in virtual environments  

[116]. It was therefore determined that end users would find a virtual office familiar The 

approach taken was to create an easily recognisable virtual office, with high 

representational fidelity, without necessarily creating a photorealistic virtual replica. 

The concept stage thus included visual observations of the real-world office, 

measurements, and photographic reference in order to inform the design of the virtual 

equivalent (Figure 3.2). 

                                                

8 The virtual office was based on Prof Ebroul Izquierdo’s office at Queen  Mary University of London. 
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3.2.2 3D	Content	Creation	

Figure 3.3 illustrates a more detailed 3D content production pipeline stage. 3D models 

are created, and then surfacing detail applied (see chapter 2 for more detail). If 

animation is not required, (such as for the virtual office), the asset is checked and 

optimised for real-time use (e.g. checking that face normal are pointing in the right 

direction). If animation is required, a common workflow is to bind the avatar’s 

geometric mesh to an internal hierarchical joint structure, plus control structures to 

articulate the mesh – a process known as rigging [77].  Note that rigging can occur once 

the model is created, and thus does not necessarily have to occur before surfacing. It is 

worth noting that the computational burdens of real-time rendering require such assets 

to be optimised at each stage of production to maximise frame rates and responsiveness 

[117]. For example, low polygon 3D meshes are generally required, rather than high-

polygon count counterparts used in offline rendered productions such as film. All assets 

were therefore modelled as low polygon meshes. It is also worth noting that the 

animations are created offline, but specifically designed as short-useable clips which 

can later be triggered in real-time, as discussed in the following sections. 

 

Figure 3.3: Pipeline for creating assets for use in interactive real-time applications 

3.2.2.1 Virtual	Office	Environment			

The virtual office was modelled to scale in Maya using the concept art and reference 

material as a basis for the design. Inaccurate scaling and proportions of room, objects 

and avatar can hamper the plausibility of the virtual environment. Therefore, standard 

measurements such as height, widths, and depths of objects such as bookcases, desks, 

and wall and door heights were therefore obtained before modelling. Low polygon 

modelling techniques were then used in Maya to construct the scene plus objects. Figure 

3.4 (right) shows the views of the constructed office scene in Maya, with a rendered 

version on the left. The appearance of real-world objects depends not only on shape, but 
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also upon their surface properties and how light reacts to the surface. Materials that 

simulated properties of their real-world surfaces were applied throughout the scene in 

Maya. UV maps were created for surfaces where necessary, and then texture maps were 

also applied in key areas to add a plausible level of realism.  For some objects, such as 

for pictures, certificates on the wall, and books, photographs of the corresponding real-

world objects were used to create the textures. In such cases, original photographic 

reference corrected for size, perspective and colour in Photoshop. Additional textures 

were created using existing texture images that resembled their real world counterparts 

for objects such as those required for the carpet, wooden surfaces and couch. 

 

Figure 3.4: Construction of virtual office 

The simulation of the appearance of many books, was achieved through modelling large 

polygon cubes, and then applying textures of multiple books as Figure 3.5 shows. This 

reduces the computational burdens for real-time via rendering blocks of books with 

simplified geometry, rather than rendering a significant number of polygons for 

individually created books. The use of the texture, however, creates the illusion of 

multiple books.  

 

Figure 3.5: Example of books texture map 



	3	ENGAGEMENT	IN	VIRTUAL	ENVIRONMENTS	

 

44	

3.2.2.2 Avatar		

A virtual human real-time ready avatar with a base set of animations was acquired 

(Figure 3.6) and customized for use. The aim for the level of visual fidelity for the 

virtual room and the avatar was to provide a cohesive environment via creating a similar 

level of stylistic realism for both. Research has shown that differing levels of realism 

between the virtual environment and the avatar can detract from the feeling of presence 

in virtual environments [63]. Given that the virtual environment is a plausible real-

world academic’s office, an avatar was selected to be consistent with that theme (Figure 

3.6 (a)). The avatar was prepared for body and limited facial articulation with a basic 

character rig – internal hierarchical joint structure used to move and deform the mesh 

(Figure 3.6 (b)) [77]. 

 

Figure 3.6: a) Textured character b) character’s mesh & internal joint rig 

3.3 Animation	for	Responsive	Avatars	

Interactive real-time characters can respond to user triggers and events in real-time, 

such as controller buttons, keyboard presses or gestures. Since, the goal is to enable 

users to influence the actions of the character in the context of the simulation, the 

animation has to be specially designed to accommodate.  A linear story line cannot be 

used for interactive systems, because the system cannot anticipate the exact timing of 

the user interaction. Short animation clips that can seamlessly blend into each other, and 

that can be interrupted at little or short notice, were therefore designed to simulate 

avatar response to users.  
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The planned actions were for the avatar to remain seated busy writing at a desk until the 

user approached. The avatar would then acknowledge user presence by standing. The 

avatar was then required to wait in a standing position until the user retreated, and then 

sit down to return to his writing task. Cycled animations, (animations that play out and 

loop seamlessly back to the beginning), were used to keep the character alive, yet wait 

indefinitely for users to users to trigger an event. In this scenario two cycles were used: 

the writing action at the desk (waiting for users to approach); standing near the desk 

(waiting for users to retreat). Two transitional (non-cycling) posture shift action clips 

were also required to have the character stand up when the user approach, and sit down 

again on retreat.   

The animation clips and classifiers used to trigger the animations are presented in the 

taxonomy introduced in Figure 3.7, and discussed below. 

 

Figure 3.7: WTVT Taxonomy Classes and Subclasses 

Formalised knowledge modelling for animation sequencing is presented in Chapter 6. 

However, the animation sequencing is proposed here in a similar, (but simplified 

manner), to lay the groundwork for future expansion later in this work. The illustrations 

show that animation clips were categorised into idle clips (capable of looping 

repetitively indefinitely), and posture shift clips that transitioned the character’s posture 

from one posture state (e.g. sitting) to anther (e.g. standing). Furthermore, the posture 

states enabled the animation system to be aware of the current pose of the character (e.g. 

standing), and therefore which animation was required transition the character into its 

next state (e.g. a transitioning clip – a posture shift of sitting down).  
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The simple four animation clip scenario illustrates the need to distinguish between 

posture states and whether or not animations can loop. Idles had the property that they 

can loop seamlessly and indefinitely whilst waiting for user interaction. Posture shift 

animations on the other hand, can only be executed once to transition an avatar from 

one state to another. More specifically, if transitioning clips were executed in a 

repetitive loop the avatar would appear to teleport back into a previous state rather than 

move on its own volition. For example, the transition clip from sitting to standing, if 

repeated would show the avatar teleporting back to sitting without another transition to 

actively seat the avatar back down between. These simple rules for animation 

sequencing are expanded upon in the real-world application proposed in Chapter 4. The 

more complex set is then formalised as an ontology in Chapter 6. 

3.3.1 Interactive	Virtual	World	

A common workflow for creating real-time interactive applications is to use a game 

engine to import assets such as 3D skeletal meshes, the 3D environment mesh and other 

3D assets, and animations, and then add further functionality as shown in Figure 3.8. 

Real-time materials can then be customised to provide 3D mesh surface detail.  Sound, 

lighting, and other effects can optionally also be added.  Interaction capabilities and 

other functionality such as avatar animation triggers are added through scripting.  

 

Figure 3.8: Unity Pipeline 

For the purposes of the prototypes created for this research, no special effects or sound 

effects were required. Lighting was also kept simple due to limitations of the mobile 

platform. Unity was used to add the interactive functionality, and port to the iOS 

devices, (and later to a PC for the eye-tracking applications). The two proposed 

applications are presented in the following sections. 

3.4 Window	to	Virtual	Worlds	(WTVW)	

The first novel prototype, known as the ‘Window to Virtual Worlds’ (WTVW) enabled 

users to have an unobtrusive, intuitive viewing experience of virtual worlds. Apple’s 
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iOS mobile phone and iPads9 were selected as the target devices due to their state-of-

the-art sensors, including a three-axis gyroscope, plus accelerometer [118]. The goal 

was to achieve the perspective view updates in real-time in response to natural user 

movement via utilisation of the sensors. This was achieved by mapping the movement 

of the camera in the virtual world, to the rotational movements of the gyroscope of the 

iOS device, within Unity. Users were able to naturally move the iOS device (or 

themselves), to watch the scene update accordingly in real-time. Additional 

functionality was added to support rotating the iPad from portrait to landscape and back 

again, without impairing the view.  

Figure 3.9 illustrates a user interacting with the application on an iPad in the equivalent 

real world room. Observe that the virtual view corresponds with the real world view. 

Figure 3.9 (b) shows a close-up render of the 3D scene being viewed and the inset (c) 

shows interacting with the application on an iPhone.  

 

Figure 3.9: Window to Virtual Worlds in real-world equivalent environment 

WTVW version 1 utilises the inbuilt gyroscope of the portable devices to provide 

naturally intuitive viewing (Figure 3.10).  Interaction occurs through natural viewing 

                                                

9 iPad 2, iPad 3, iPhone 4, iPhone 5, and the iPad Mini 
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with rotational perspective updates in real-time. The user holds the device as if looking 

through a window to another world and as the device is moved (rotated), the view 

updates automatically to correspond with the new viewing angle. The iOS device can be 

held in portrait or landscape mode and changed between the two whilst still maintaining 

the view of interest to the user as Figure 3.10 shows. As shown in the images series in 

Figure 3.10 the view of the virtual environment automatically updates as the users 

reposition the iPad, i.e. by rotating or tilting the iPad, or by physically turning or 

reaching up or down whilst holding it. Figure 3.10 upper left, and lower right, show 

users viewing the virtually reconstructed room within the real room. Note the 

correspondence between the virtual and real room views. The upper right and lower left 

show viewing the virtual room anywhere. 

 

Figure 3.10: Users viewing Prototype 1 on the iPad. 

Touch	Screen	Interaction	

An additional touch screen interaction version was created to provide users with an 

alternative form of interaction (prototype 2). Users are able to navigate through the 

virtual world using intuitive onscreen touch gestures through use of an onscreen joypad 

as shown in Figure 3.11. Automatic responses are triggered in the avatar 10  upon 

approach, and retreat: the avatar stops writing and stands up upon approach. The avatar 

                                                

10  Character adapted from a mixamo.com asset 
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sits down again and resumes writing upon retreat. Determination of approach is 

discussed below. 

 

Figure 3.11: Avatar approached via navigating with on-screen touchpads 

Avatar response was instantiated through scripting in Unity to create the illusion of 

interaction with the user. The avatar was set to remain sitting and writing in repetitive 

cycle (loop), that would continue indefinitely until the user approached. The virtual 

camera used for navigation and viewing, represents the user via a first person view. This 

is achieved by surrounding the avatar with a collision detection zone, and determining 

when the virtual camera hits the boundary as determined by user manipulations. The 

position of the virtual camera is monitored, and once the virtual camera/user hits or 

enters the boundary, a small script triggers the stand-up animation followed by the wait 

(standing idle). The standing idle clip then loops to give the appearance of waiting. 

When the user/virtual camera leaves the collision detection zone, the next animation is 

triggered, to transition the avatar back down into sitting position, and resume writing. 

The writing animation loops again (sitting idle), indefinitely until the user again 

approaches (re-enters the collision zone). 

Full navigation was initiated, and with it associated 3D perspective updates in the view, 

via the onscreen joypads. To navigate the scene, the user can intuitively use their fingers 

to manipulate the onscreen joypads, and receive instant feedback through seemingly 

instantaneous view updates. The screen left joypad can be primarily used to move 

forward and back within the virtual space, and the screen right joypad can be used to 
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turn.  In order to provide more territory to explore, a small hallway and annex room was 

added to the virtual office. As the user approaches the closed door of the office, an 

animation is triggered to open the door and keep it open until the user passes through. 

The user can then pass through into the next room and return again as desired. 

3.5 Hands	Free	Exploration	of	Virtual	Worlds	via	Gaze-Tracking	(HFVW)	

This section presents a novel, hands-free way of providing intuitive navigation through 

virtual environments using gaze tracking. The goal is to provide an interaction method 

that simulates viewing of scenes in the real world via gaze, enabling more natural 

interaction. In addition, the app aims to provide accessibility options for users with 

motor impairments that might not otherwise be able to participate.  

3.5.1 Functionality	

The gaze tracking for exploration of virtual worlds system uses an invisible 2D user 

interface region embedded into the peripheral edges of the screen to steer in virtual 

environments. This enables users to sit in front of a standard desktop monitor displaying 

a virtual office scene as shown in Fig. 3.12. The virtual office is a reconstruction of an 

academic’s office which was instantiated using a game development pipeline as 

discussed earlier in this chapter. Users are able to navigate the virtual world by directing 

gaze at the invisible navigation zones at the peripheral edges of the screen. The point of 

regard is recognised through eye-tracking measures. Perspective view rotational updates 

to the environment are triggered as gaze is directed to the peripheral edges (Fig. 3.12 

upper right). This enables the user to engage in hands-free interaction to look up, down, 

or around the environment by gaze alone. Users can gaze at the left or right edges to 

rotate the scene correspondingly. Gazing at the top or bottom enables the users to look 

up and down within the environment. Users are also able to maintain focus on an object 

in this navigation zone by navigating an object to the centre of the screen for viewing. 

Once the object or area of interest is in the central zone, gazing at the central zone of the 

display screen, holds the environment stationary for viewing. The navigation zone, and 

speed of interaction was established through user feedback during the development 

cycle. 
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Fig. 3.12. Exploration through gaze:  lined paths represent tracked point of regard 

3.5.2 System	Overview	

User gaze is tracked using a FaceLab 5 eye tracking system ( Fig. 3.13 lower right). The 

tracker locates the pupils by finding a glint, resulting from the infrared reflection of the 

corneal section inside the eyes (Fig. 3.13 left).    

 
Fig. 3.13. Eye tracking software identifies and tracks the eyes (left), navigation zones (upper right) 

FaceLab 5 eye tracker (lower right) 

Two gaze vectors are calculated by finding the respective location of the glint and pupil 

to other facial reference points (i.e. eye corners and mouth corner). The final regard 

points are calculated by averaging the estimated intersection of each vector with the 

monitor screen. These regard points are streamed to the network over the TCP protocol 
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where the synchronized machine hosting Unity receives them and maps them into the 

spatial coordinates of Unity’s 3D environment. The data from the eye tracker is used 

mapped to viewing coordinates to identify the point of regard upon the display screen. If 

the point of regard is established as being within in the navigation zones, the data is 

used to update rotational direction of a virtual camera within the environment, enabling 

the 3D perspective view updates in response to gaze It should also be noted although the 

gaze tracked exploration system is currently deployed on a standard desktop monitor as 

shown in Fig. 3.12, the system can be calibrated for any monitor screen.  

3.6 User	Validation	

The environments were presented to users for validation and feedback. Due to the 

intuitive nature of the interaction methods, users were provided with little to no 

instructions to ascertain how quickly they could engage with the environments, despite 

being naïve to the nature of the interaction. A discussion of the findings for each 

environment are presented in this section. 

3.6.1 User	Validation	and	Feedback:	WTVW	

Forty-eight users were individually observed interacting with each version of the virtual 

office. User feedback in the form of verbal comments was also provided to the 

experimenter. Most users were able to navigate the gyroscopic version, and the touch 

screen version intuitively with no instruction. The small subset that did need 

instructions only required a few pointers to help them navigate from one room to the 

next in the touch screen version.  

Verbal feedback from the users indicated that they enjoyed the ease of interacting with 

the gyroscopic version since they could just move and watch the scene automatically 

update. They instantly engaged with the virtual environments. Once they had fully 

viewed the scene, and experimented with the movements and orientation of the devices, 

some of the users commented that they would also like an option to move closer to the 

avatar to interact with the avatar. This illustrates the points made earlier that humans 

have an instinctive desire to respond to other humans, even when they are virtual. 

Users also stated that they enjoyed interacting with the touch screen version due to 

having precise control over where they wanted to explore. Many instantly approached 

the avatar, and were pleasantly surprised when the avatar seemed to respond to their 

presence by standing, and responded to their departure by sitting again. Some found it 



	3	ENGAGEMENT	IN	VIRTUAL	ENVIRONMENTS	

 

53	

amusing to repetitively make the avatar stand and sit, because according to their 

informal comments, they enjoyed ‘being the boss’ of the avatar. Despite engaging with 

the avatar with limited capabilities for response, it is likely that this was novelty effect, 

however. Once the novelty had worn off it is very likely the users would prefer 

additional responsiveness to maintain interest. Peters et al (2005) also cite a similar 

problem with user interaction with Embodied Conversational Agents (ECAs) [119]. 

They discuss that a major limitation is that users often converse with ECAs for only 

very brief interactions. They reason that whilst users may be initially intrigued, they 

may then notice implausible behaviours caused by repetitious animations, and 

limitations of the dialogue system. Returning to the avatar being discussed in this 

chapter, it is not plausible that in real-life a human would be as accommodating to 

repeat the same act over and over again on command, without variation. This thus 

shows an example were a more plausible response requires some level of intelligent, 

dynamic reactions built in. For example, perhaps when required to stand, the first 

couple of times a person may do it graciously, but after that, perhaps the person would 

become angry, frustrated, or perhaps even the opposite, and find it amusing and laugh. 

The point is that for truly effective computational models of response aimed at 

enhancing social communication, such factors should be taken into account otherwise 

the responses may not be plausible, and users can lose interest.  

Interacting	with	the	environment	

Users were also curious to investigate the environment in the touch screen version: 

navigating behind the desk, looking at what was on the computer screen, and examining 

what books were on the shelf and pictures on the wall.  There is some evidence to 

suggest that it is important to maintain a level of visual detail between the avatar and the 

environment, and that visual anomalies can negatively impact the sense of presence [7, 

63].  Observations of the curiosity of the users exploring the detail, appeared to support 

this. A few users commented that although they enjoyed viewing the virtual 

environment naturally, they could also envision times where it would be undesirable. 

For instance, if commuting, or in any other real-world social environment, they may 

feel self-conscious about moving the iOS device (or themselves) around to reposition 

the view. The conclusion from such comments and observations, was that it is users 

would prefer to have options for both versions consolidated into one, so that they could 

choose their method of interaction according to the context they find themselves in. 
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3.6.2 User	Validation	and	Feedback:	HFVW	

Verbal feedback and observation from 46 individual users indicate that users can 

navigate via gaze with little to no instruction. Additionally, comments included that the 

system was intuitive and easy to use. Seven users noted that they were expecting the 

system to induce eyestrain and were pleasantly surprised that it did not.  

Twelve users individually sat in front of the system, naïve to the purpose of the 

application, yet, upon gazing at the screen, were able to very quickly realize that their 

gaze could manipulate the environment. It should be noted that the set up requires initial 

calibration of the eye tracker to accommodate individual users. Despite this, users were 

able to navigate the screen based on the initial calibration settings for alternative users. 

However, it is also worth noting that performance would be improved with the viewing 

updates performing more smoothly and accurately with individual calibration.  

User driven recommendations for feature enhancements include translational navigation 

through the virtual environments either by fixating gaze, or via additional gestures such 

as head nods. Additional functionality being considered for future developments also 

include subtle visual cues when triggering interaction in the navigation zones.  

3.7 Conclusions		

The research presented in this chapter, proposes contributions towards a paradigm 

shift in how people engage with virtual environments by presenting two 

environments responsive to natural motion stimuli.  Figure 3.14 (overleaf), introduces 

the innovative improved computational model for effective 3D animation proposed in 

this section. The natural motion stimuli based on the gyroscopic sensors of the iOS 

devices, and eye tracking point of regard information was mapped to virtual cameras 

that enabled unobtrusive and intuitive interaction. The 3D world, avatar and animation 

were prepared offline in Maya and Unity for real-time rendering, provided by a Unity 

game engine implementation on iOS devices and PC.  

Results and ramifications for subsequent research in this thesis include the factor that 

leveraging natural motion for engagement with virtual environments proved popular 

with users. Users would even overlook a limited variety of avatar action in the virtual 

world whilst engagement was maintained through natural interaction.   
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Figure 3.14: Computational Model – Motion Based Engagement 

We thus propose that such natural interaction methods can facilitate a feeling of 

engagement, enhancing realistic interpersonal communication and interaction within 

immersive environments.  

The SoTA pipeline still presents open challenges for animation production, and 

complexities for designing animation for real-time multiple character interaction, 

however. Thus the methodology for animation design and sequencing is further 

expanded upon in the following chapter, and formalised in Chapter 6. The next chapter 

also takes on the significant challenge of leveraging lessons from natural interaction and 

engagement with virtual environments in the development of a cutting-edge animation 

framework that supports engagement in the real and virtual worlds within social 

collaborative virtual environments.  

This chapter thus introduced a new window of opportunity to further explore new 

paradigms for interaction with virtual content, including how engagement can be 

not only maintained, but extended further, in particular with regards to virtual 

characters.  This factors are addressed in the subsequent chapters. 
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4 MOTION	SIMULATION	FOR		
COLLABORATIVE	VIRTUAL	ENVIRONMENTS	

The objective for the computational model in this chapter, is to mediate naturalistic 

movement and responses for engagement in the real-world, to virtual character 

embodiments multiuser immersive environments. More specifically, animation 

solutions for enacting engagement, locomotion, and gesturing between virtual avatars 

and autonomous agents are proposed. The novel approach provides motion in response 

to reasoning, through combining elements of game technology with facets of simulation 

from Embodied Conversational Agents. The solution employs an intuitive Behavior 

Markup Language (BML) interface designed to facilitate reasoning from non-animation 

specialists. 

Proposed main contributions include: 

• Avatars and Autonomous Agent Framework (AAAF) to support real and virtual 

engagement within immersive environments.  

o Motion is simulated via an animation library 

o Augmented with procedural animation that can be directed towards other 

virtual characters, or targeted in real-time, and for spontaneous facial 

expressions, speech and emotion. 

• BML messaging interface for animation execution from library, joint control, FAPs 

and BAPS 

• Optimised 3D assets include: sophisticated virtual environments designed for 

multiuser navigation, and skeletal structure of avatars and agents to accommodate 

varying avatar control 

• Animation clip repository to populate the novel ontology proposed in Chapter 6 

A principle proposed contribution of this novel approach is to enable more 

believable biomechanical motion, and emotion, compared to procedural methods 

that provide flexibility at the cost of natural motion.  

The methodology includes utilising a repertoire of movements originally authored by 

animators aware of the principles of animation that are then enriched through real-time 

blending, with added layers for procedural control for targeted gaze, directed gestures, 
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and for autonomous agent speech within multiuser virtual environments. Additional 

supporting elements of the framework include sophisticated 3D virtual environments 

designed to accommodate navigation of multiple virtual embodied avatars, agents, and 

3D real-time reconstructions of users known as replicants. The technical structure of 

avatars and agents enabling them to be ready for control by a variety of means, 

including real time avateering also presented. 

The work introduced in this chapter, forms the animation core critical for innovative 

virtual worlds11 [6]. Results show that the animation modules provide a rich variety of 

modalities in response to messages received from the reasoning system. User embodied 

avatars, and autonomous agents are able to react plausibly to natural engagement in the 

real-word, and to each other. 

4.1 Computational	Model	Overview:	Motion	Simulation	

The novel Avatars and Agents Animation Framework (AAAF) proposed in this chapter, 

focuses on the motion modules to simulate realistic behaviours and locomotion within 

multi-user virtual worlds. The AAAF was systematically researched and developed to 

meet the precise requirements of innovative and dynamic interdisciplinary research 

project, evolving throughout the project lifecycle [108, 109]. Thus, due to the very 

nature of the cutting-edge evolving research, no off-the-shelf solution was available to 

provide such an animation framework, as proposed in 2.6. Figure 4.1 (overleaf) 

illustrates the resultant computational model for 3D animation with an overview of the 

motion simulation modules proposed in this chapter. 

As part of the novel computational model presented in Figure 4.1, the AAAF forms the 

real-time animation core to support multiple avatars and autonomous agents within an 

innovative platform which utilises natural motion stimuli extracted from webcams, and 

Kinect clusters to react to engagement in users in the real world [25, 110]. Kinect hubs 

enable puppeting (real-time control via markerless tracking) of virtual avatars, or 

photorealistic real-time 3D reconstructions known as replicants, of real-world users in 

real-time. Motion modules (introduced in more detail shortly) including animation 

blending, MPEG parameterised animation through FAPs and BAPs, enable realistic 

human-like behaviours to occur. 

                                                

11 Refer to footnote 2  for author’s role. 
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Figure 4.1: Computation Model Motion Simulation Overview 

A Behavior Markup Language (BML) interface, illustrated in Figure 4.1 offers an 

gateway for executing animation commands, even for non-animation experts [120]. It is 

worth clarifying that capture and analysis of the natural motion stimuli in this sense, is 

beyond the scope of this thesis. The reasoner (also beyond the scope of this work for the 

same reason) handles determining what specific actions or emotions the animation 

system should produce. Further information can be found in Chapter 2. What does fall 

within this thesis, however, is the animation framework that supports the engagement 

and reasoning by enabling reactive and emotive animations to take place in response to 

requests from the reasoner.  

4.2 The	Avatar	and	Autonomous	Agent	Framework	(AAAF)		

In the real-world, humans provide a wide repertoire of signals for others to react to, 

including verbal communication, and non-verbal communication through facial 

expressions, body posture, gestures and spatial cues of interpersonal distance [2, 7]. 

And in turn, others can react in an infinite number of ways, including emotionally. 

Emotional responsiveness is a key factor in creating perceived intelligence in agents 
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[67, 103], and for communicating believably [52]. Simulating motion in virtual worlds 

populated with responsive avatars and emotionally expressive autonomous agents 

presents significant research challenges, however. This is in part due to the complex 

nature of emotional responses, including difficulties in categorizing emotions, plus lack 

of agreement on the degree and variety of influencing factors, such as inter-

dependencies on mood, personality, social circumstances, culture and social context [7]. 

Emotion is challenging to define and categorise, with no single definitive theory in 

existence [7, 104]. Moreover, the computational load of accommodating multiple 

interacting virtual humans in the same space add to the challenges. The Avatar and 

Autonomous Agent Framework (AAAF) summarized in Figure 4.1 and shown in 

further detail Figure 4.2, is proposed as an animation solution that aims to provide rich 

modalities of expression for avatars and autonomous agents. 

 

Figure 4.2: Avatar and Autonomous Agent Framework (AAAF) Overview 

The AAAF executes motion for user embodied avatars, and autonomous agents motion 

via a hierarchy of skeletal joints bound to a character mesh (skeletal mesh). AAAF also 

provides a means to position and orientate puppeted avatars, and 3D replicants within 

the virtual worlds. AAAF embraces elements of real-time gaming techniques along with 
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parameterised elements more traditionally used for control of Embodied Conversational 

Agents (ECAs), to handle different aspects of motion simulations. The modules in 

Figure 4.2 are proposed in further detail below. 

Facial Animation Parameters (FAPs) and Body Animation Parameters (BAPs) have 

been incorporated into avatar animation in virtual environments due to the run-time 

efficiency methods of animation coupled with the ability to provide spontaneous facial 

expressions, body gestures and synchronised speech [96]. However, a limitation of 

procedural animation is that real-world humans do not usually move parts of their 

anatomy in an isolated manner. Natural motion incorporates synchronised actions, with 

overlapping motion and follow through (described in Chapter 2). For example, when 

lifting the arm, the shoulder, back neck and head might also move in harmony. There is 

a tendency with procedural control that isolated movements are enabled which might 

appear robotic and unnatural [121].  

On the other hand, a limitation with executing a predetermined library of animation 

clips to provide the responsive motions, is that they can become repetitive and not 

reflect a wide range of emotional states, or personality based actions. Blending the 

animation clips together in run-time enhances the range motion, but does not necessarily 

personalise it for real-time directed engagement. Furthermore, where speech is required, 

the animation dataset needs to include specific lip synced facial actions which restrict 

the modalities for facial expressions, and spontaneous speech. The AAAF aims to 

provide solutions for such factors by blending the best aspects of each. 

The approach is to provide for a mixture of real-time motion derived from a blended 

rich repertoire of reusable animation clips, along with the means to control joints 

procedurally to adapt the animation to the specific context. When further coupled with 

information from the virtual world, such as position and orientation of other avatars, this 

also enables the autonomous avatars to appear to engage through directed gaze, and 

gestures. Animation blending commonly used in gaming systems, extends a repertoire 

of actions available as animation clips that can be mixed together to provide a rich pool 

of actions, gestures, and locomotion to draw upon. Parametric control solutions 

commonly used in Embodied Conversational Agents, are layered on top of the base set 

of animations to offer emotionally expressive enriched performances and adaptive 

behaviours. The Facial Animation Parameter (FAPs) module enables handling of real-

time lip syncing for speech based on text file input. Body motion can be further 

enhanced through Body Animation Parameter (BAPs) controllers to provide more 
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emotionally enriched body motion spontaneously. Furthermore, users who are not 

experts in animation programming can interface with the animation framework, via user 

friendly scripting syntax derived from BML (Behaviour Markup Language). 3D assets 

that feed into the system include specifically optimized and customised skeletal meshes 

to provide a variety of embodiment options for users, plus to act as software driven 

autonomous agents. Innovative virtual environments are also optimised for utilisation 

on developed use cases detailed in subsequent subsections. Specific parametric joint 

controllers provide additional options to direct gaze, head, and arms (and other joints as 

necessary) to offer directed point of regard (for example) for realistic communication. 

Environmental metadata provides specific targets in real-time to accommodate directed 

gaze and pointing. 

Avatars represent real-world users who are monitored for body gestures, head direction, 

and facial expressions, and speech by web cameras and/or Kinect sensors. Modules 

(provided outside of the scope of this thesis), offer features for analysing face, body, 

gaze and speech.  The behaviours are then fed into the reasoning system for handling.  

On the user client side, motion simulation takes place in response to analysis of user 

state including gaze, face body and speech analysis, through published messages and 

global parameters passed back and forth to the reasoning and navigation server. A 

model for generating a variety of varying nonverbal behaviour styles, to convey social-

emotional attitude were also provided by the consortium [122, 123]. The model 

generates context sensitive social-emotion animation parameters, enabling autonomous 

agent gesture shapes, head orientation and facial expressions. Dominant, friendly agent, 

and submissive profiles generated from this model were utilised in the AAAF.  It is 

worth clarifying that the AAAF does not generate such features as behavioural analysis 

and adaptations. It provides the means, however, for realising the outcomes through its 

animation infrastructure that liaises with the reasoning and navigation system. Further 

architecture detail and modules outside the scope of this thesis can be found in [110]. 

The following subsections detail the technical infrastructure of the AAAF. 

4.2.1 Animation	Blending	

The proposed AAAF utilises animation run-time blend trees to accommodate a rich 

variety of context specific custom motion through blending algorithms, as illustrated in 

Figure 4.3, and detailed below. 
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Figure 4.3: Example of a blend tree 

The blend tree comprises leaf nodes that encapsulate the joint transformation data, 

(animation clips), along with internal nodes that blend a number of input animations 

coming from the lower levels in the hierarchy. An animation clip contains the sequential 

animation data of a single track of animation relative to a particular joint. Joint names 

are internally associated with a track, thus decoupling the animation from the skeleton 

structure. The XML based configuration files enable mapping of character skeletal 

structures to the internal specifications to provide support for multiple skeletal 

structures. The blend tree priorities and hierarchy is specified through configuring 

animation trees as discussed shortly. For example, a default animation can execute on 

the whole body of the character, with subsequent blends only on the upper body.  

In Figure 4.3, random and list nodes blend clips together in association with a specified 

animation tree. In the provided example, animation clips can be selected from random 

nodes, and collected into animation lists for blending. Animation node types include: 

𝑙𝑒𝑟𝑝, 𝑎𝑑𝑑, 𝑝𝑙𝑎𝑦𝐶𝑙𝑖𝑝, 𝑙𝑖𝑠𝑡, 𝑟𝑎𝑛𝑑𝑜𝑚, and presented in  further detail below.  

The 𝑙𝑒𝑟𝑝 node executes linear interpolation between two inputs according to a runtime 

lerp blend factor. The resulting pose is evaluated per joint according to a linear 

interpolation of position, rotation, (and scale). Joint filtering is supported on the second 

input, enabling blending to occur only on part of the skeleton. More specifically, the 
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first set of joints is taken as the reference pose, with the second set selected from a 

given skeletal subset (e.g. the first set could include the whole body, whereas the second 

set could only include the upper body). Rotational calculations are handled as 

quaternions with spherical linear interpolation (𝑠𝑙𝑒𝑟𝑝). The resultant pose is calculated 

through interpolation of two input poses (𝐴 and 𝐵) is shown below, where 𝛽  is the 

blend factor, 𝑗  is a joint, 𝑇  is the translation component, 𝑞𝑙𝑒𝑟𝑝  is a quaternion 𝑙𝑒𝑟𝑝 

(slerp) for handling the rotations. 𝑆 represents the scale component.  

(𝑇𝑙𝑒𝑟𝑝); = 1 − 	𝛽 𝑇𝐴 ; + 	𝛽(𝑇𝐵); 

(𝑞𝑙𝑒𝑟𝑝);	 = 	
𝑠𝑖𝑛 1 − 𝛽 𝜃

𝑠𝑖𝑛 θ (𝑞𝐴); +
𝑠𝑖𝑛 𝛽𝜃
𝑠𝑖𝑛 θ (𝑞𝐵); 

(𝑆𝑙𝑒𝑟𝑝); = 1 − 	𝛽 𝑆𝐴 ; + 	𝛽(𝑆𝐵); 

Additive blending is provided through the 𝑎𝑑𝑑 node. Similar to the 𝑙𝑒𝑟𝑝 node, the first 

base input (𝐵) is considered the reference pose, and the second input (a difference clip 

(𝐷) is added in as an offset. The offset animation is called a difference clip (D). The 

additive blend is calculated as: 𝑎𝑑𝑑 𝐴, 𝐷 = 𝐵 + 𝐷  

The 𝑝𝑙𝑎𝑦𝐶𝑙𝑖𝑝 node allows for execution of custom single-clip, or looped animation clip 

selected from a specified set of clips (ClipSet), attached to a character. It enables control 

of the clip execution along with the blending in and out. The 𝑙𝑖𝑠𝑡  node enables 

execution of animation clips from a predefined closed set (list). Candidate clips are 

attached as input. The list node allows for smooth transitions via cross-fades or 

transitions animations from one input to another according to specified blend times.  

The 𝑟𝑎𝑛𝑑𝑜𝑚 node is suitable for handling multiple idle animations to give a sense of 

variety and unpredictably. The input animations are selected by chance, which by 

default is equal among all the inputs. However, the AAAF also allows for configuration 

of minimum and maximum number of times before another clip is selected. Chances of 

selection can also be altered. These options allow for subtler idle cycles to be selected, 

and repeated more often, with more eye catching cycles to be less frequent. This feature 

facilitates avoiding drawing attention to repetitive animation clips. 

In the example blend tree in Figure 4.3, random nodes select from clips 3-8 at random. 

List nodes further allow for clips 1-2 to be executed. 

The mechanism for blending clips extends the variety of animations capable of being 

executed. For example, a walk clip and a wave clip can be combined to provide a 



	4	MOTION	SIMULATION	FOR	COLLABORATIVE	VIRTUAL	ENVIRONMENTS	

 

64	

walking whilst waving action. More specifically, a wave can be blended on to the upper 

body of a walk, to execute an avatar or agent walking and waving simultaneously (with 

the walk on the lower body and a wave on the upper body).  

The animation commands execute through periodical updates on every frame prior to 

the rendering of the characters in the world. More specifically, calculations relevant to 

animation updates such as transformations and deformations, must occur before the 

character can render correctly. AAAF thus updates the animation within the real-time 

engine rendering update loop. More precisely, the animation update comprises three 

distinctive steps preceding rendering, as shown in Figure 4.4. 

 

Figure 4.4: Overview of the animation pipeline 

The blend tree is initially evaluated, which primarily consists of blending the animations 

clips. This provides the fundamental skeletal pose of the character (e.g. a character in 

walking pose with head pointed straight ahead). Any configured procedural joint 

controls are then activated in a predefined order (per configuration file) to accommodate 

any specific joint based requirements (such as targeting the head to look towards in a 

particular direction regardless of underlying body motion). The matrix palette 

calculations then update prior to rendering, to enable the deformations of the character’s 

mesh in relation to the underlying skeletal pose. 

Animation clips can be provided through a variety of sources including authored 

keyframe animation, motion captured data, or from FAP/BAP animations. For the 

implemented versions of AAAF, authored animations (or motion captured clips) are 

required to be in a format supported by the communal pipeline agreed upon within the 

interdisciplinary research pipeline as collada ‘.dae’ files.  

A ClipSet is a collection of animation clips, which serve as an access point to the 

configured animations at runtime. A character will only execute clips included in the 

animation clipset(s) bound to it. The animations are identified by a unique name 

specified when the clip is added to the set, which for flexibility reasons does not 

necessarily need to match the internal name of the clip object.  



	4	MOTION	SIMULATION	FOR	COLLABORATIVE	VIRTUAL	ENVIRONMENTS	

 

65	

4.2.2 Animation	Tree	

As discussed previously, a common task in gaming applications, which has been 

applied to the AAAF system, is to blend different reusable short clips together to extend 

and customise the variety of motions available. Animation trees form core functionality 

to achieve this in the AAAF. A configured animation tree enables executing a complex 

blend equation by means of specialized nodes, as listed above. It is essentially an 

expression tree: internal nodes represent blending operations (operators), while leaf 

nodes represent animation assets (operands). The AAAF animation tree is a flexible 

construct that can be specified within an XML file describing its nodes and structure. 

The loading process is handled by the AnimTreeLoader class, which creates the 

animation tree components found inside a specified <anim_tree> section of a 

configuration file. 

Figure 4.5 (extracted from Figure 4.2) shows the basic components connected together 

to form the animation tree. These include a single skeletal mesh, which in turn uses one 

or more ClipSets, which contain one or more specified Clips. The animation tree also 

uses animation nodes (also known as blend nodes due to their primary purpose of 

blending together multiple input animations).  

 

Figure 4.5: AAAF AnimTree 

4.2.3 Real-time	Directed	Animation	through	Joint	Controllers	

Joint controllers enable manipulation of targeted joints at runtime. The controllers are 

blended in after the fundamental posing provided through the blended animation clips, 

(as shown in Figure 4.4). This enables procedural control of one or more joints, layered 

on top of a natural pose as provided by the executed animation clips. The benefit of this 

approach is that animations grounded in principles of animation, or naturalistic motion 

capture clips, can be used to elicit fundamentally believable motion, whilst the joint 

controllers can supplement the motion and add more realism and personal context 

sensitive engagement through directed action. The controllers can have complete or 
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partial influence of the joint, depending on a specified weight factor from 0 (none), to 1 

(full). Multiple controllers to affect one or more joints can be specified in the AAAF 

configurations files.  

4.2.3.1 Look	At	Controller	

The 𝐿𝑜𝑜𝑘	𝐴𝑡  controller enables directed gesture and gaze animations, such as head 

turns and gaze towards other avatars, and pointing towards specified object, avatar, or 

space. More specifically, it procedurally directs a defined joint axis, to orient towards a 

specified target. The 𝐿𝑜𝑜𝑘	𝐴𝑡 controller supports configurable rotational constraints for 

each joint to avoid executing biomechanically unnatural poses, (such as appearance of 

broken limbs, or a backwards head). To maximise the appearance of natural motion, 

constraints are defined per axis in local space of the joint relative to the underlying 

pose. Furthermore, the controller executes the minimum rotational path required to 

direct the joint towards the target. Thus the controller supports engagement through 

enhancing an existing animation to provide a directed personalised look at a user 

embodied avatar for example. 

4.2.4 User	Friendly	Animation	Interface	through	BML		

The AAAF was systematically researched to support movement, reasoning, navigation, 

speech, and engagement within an innovative virtual environment platform. in 

collaboration with teams providing expert knowledge in their own fields. However, the 

expert teams, were not necessarily experts in handling or scripting for animations in a 

real-time environment. A requirement of the AAAF animation API, was there for to 

provide a text based interface to enable non-animation experts to provide scripts for 

reasoning and navigation. An XML based interface was thus derived from the BML 

standard, offering user friendly means to script to enable animation clips, blends, and 

controllers to be executed, and to establish feedback for reasoning regarding the 

duration of the clips. Thus, BML support is provided in the API through parser, 

controller, and feedback modules as proposed in more detail below. 

The behaviour markup language (BML) is an XML based representation language for 

behaviour planning and realization [120]. BML blocks are defined by the <bml> tag 

which support specifications of behaviours that need to be realized by an agent. The 

behaviours are listed at the same level in the XML hierarchy: one after another. 

Optional behaviour parameters are specified as attribute values of the behaviour 

element. In the AAAF, all BML messages are in XML format, surrounded by a <bml> 
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element. The <bml> element must also have a character attribute to uniquely identify 

the avatar or agent the command is intended for as shown in Figure 4.6.  

<bml character="atticus"> 

 <gesture lexeme="raise_hand"/> 

</bml> 

Figure 4.6: Example BML character call 

The BML parser module converts the XML based BML messages into an internal 

representation of the BML behaviour for handling by the BML controller. Once in the 

internal format, the BML controller then executes the BML commands for a specific 

character, according to the specified character attribute within the <bml> tag. The 

instructions are executed through configuring the affected nodes of the character’s 

animation tree. 

The Reasoning Module requires the duration of each executed animation command for 

reasoning to be realised. More specifically, the reasoner requires knowledge for task 

scheduling, including when to request execution of the next animation command. The 

BML Feedback Manager provides this information via estimated command execution 

duration feedback messages produced during the BML controller update Tick() 

function. Figure 4.7 shows a BML message incorporating duration of 2.1 seconds for a 

hand raise gesture. The messages are stored in an internal linked list. The list can then 

be retrieved by calling GetFeedback() before the next controller update, which 

clears previous feedback messages. The animation system running on every client, can 

be configured to publish BML feedback messages with topic ‘animate.out’. 

However, it should be noted that only a single client should produce feedback messages 

even in a multi-client setup of the system.  

<bml_feedback character="atticus"> 

 <gesture lexeme="raise_hand" duration=”2.1”/> 

</bml> 

Figure 4.7: Example 2 BML gesture call including duration 
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Figure 4.8: Example Animation Unit Testing via BML based messaging 

Figure 4.8 shows an  example  of  the  unit  testing  of  raise  hand  commands  and  

animation  using the AAAF’s BML commands typed into the testing server  messaging 

service.  The student  avatar  is  shown holding her hand in the air, waiting indefinitely 

(hand raise looping), for the next command to lower the hand again. 

The AAAF version of BML was enabled through the configuration of a BML enabled 

animation tree, as illustrated in Appendix B. This feature enables enactment of 

animation clips on whole body, or upper body, and also supports blending in between 

(e.g. to have a walk executed on the whole body, and a wave blended (overriding) the 

upper body animation to generate a walking wave. 

4.2.5 FAPs	and	BAPs	for	Speech	and	Emotion	

Procedurally driving face animation parameters (FAPs) and body animation parameters 

(BAPs), provide the means for agents and avatars to appear to speak, exhibit emotional 

facial expressions and associated body gestures. FAP/BAP animations, standardised by 

MPEG-4,  are procedural animations built from a sequence of parameters [93, 124]. The 

parameters specify a relative linear or angular displacement, from a predefined 

reference pose as defined in the MPEG-4 standard. The current AAAF implementation 

supports a subset of the set of MPEG-4 visemes via text-uncompressed animations 

required to implement the virtual environment use cases. A parametric clip generator 

module converts the face and body animations (FBA) from FAP and BAP 

representations into Clip objects. The FBA parameters are converted into joint 
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transformations and stored into the animation tracks of the Clip object. Currently AAAF 

handles text based representations (rather than binary) and thus long conversion times 

from text handling are avoided through making the conversion once at loading. 

The BAP controller addresses the capability to enhance existing body motion with 

emotionally rich animation. The FAP controller also provides capabilities within the 

AAAF system for eliciting spontaneous facial expressions, however the current 

implementation focusses primarily on speech synthesis. Speech synthesis is beyond the 

scope of this thesis, but more detail is provide in [25].  

To enable the use of FAPs and BAPs on a practical level, the skeletal structure of the 

targeted character must be mapped to the MPEG-4 standard reference pose. An example 

XML configuration file that contains the settings required to process MPEG-4 Face and 

Body Animations (FBAs) is provided in Appendix B.  

4.3 Asset	Customisation	and	Optimization	

Virtual collaborative worlds require assets to realise them, and for users to interact with. 

This section presents the animations, avatars, agents and their worlds for the innovative 

AAAF. 

4.3.1 Virtual	European	Union	Parliament	for	Collaborative	Worlds	

The EU Parliament environment was researched and developed for a multi-user virtual 

environment use case scenario aimed at, but not limited to, the educational sector. Real-

world teachers and students can engage as a social group in a virtual educational field 

trip to a place of cultural significance. The teacher and students are embodied as avatars 

in a virtual version of the European Parliament Assembly Chamber in Brussels (See 

Figure 4.9). Similar to a real-world tour with a personal tour guide, the virtual tour is 

hosted by a knowledgeable tour guide: a software-driven intelligent virtual autonomous 

agent. The goal in the presented navigation system is to allow for a mixture of types of 

movement. This includes via a group of avatars following a leading agent, plus some 

degree of individual freedom of movement. 
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Figure 4.9: Virtual EU Parliament Assembly Chamber Brussels  

The virtual EU Parliament, is based on the real-world parliamentary chamber, with 

some adaptations for use in a virtual setting. The parliament was hand crafted using a 

game modelling workflow in Autodesk Maya. However, it should be pointed out that 

the environment is an unusually complex one to be recreated for real time use. 

The first challenge in the pre-production stages was to obtain accurate detail of the 

architectural and interior assets. A common workflow for recreating real world 

buildings is to use photographic reference and measurements from the real world 

building to accurately reconstruct scale, proportions, placement of objects, and to 

recreate accurate textures based on the real world materials. The parliament was 

however closed for repairs and unavailable for access. Therefore, photographs were 

obtained from a variety of online sources. Many of the available photographs tend to be 

of the view from the back to the front of the parliament as shown in Figure 4.10 (left), 

and therefore considerable effort was made to search for and acquire photographic 

reference to provide enough detail to reconstruct the parliament. A total of 390 

photographs were collected including different views of the parliament. For example, 

Figure 4.10 (left) shows the main chamber, followed by the scale of the desk related to a 

person (middle), and an example of the back view of the chamber (right). 
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Figure 4.10: EU Parliament photographic reference examples of main chamber area (left), scale of 

desk related to a person (middle), back view of chamber (right)   

Figure 4.11 (left) shows an example of how the photographic reference influenced the 

final design of the desk models within the parliament (middle). Figure 4.11 (left) was 

also used to create textures (Figure 4.11 (right)), to provide extra visual detail for 

microphones, speakers and related desk elements whilst minimising polygon counts. 

 

Figure 4.11: Real desk (left), virtual desk (middle), speaker texture (right) 

 

4.3.1.1 Challenges:	EU	Parliament	

Definitions of virtual environments, and metrics of their success, often incorporate the 

concept of transporting the participant to a different world, evoking a general sense of 

presence within the virtual space, i.e. a feeling of ‘being there’ [17, 54] An added goal 

of a social virtual environment is to provide a sense of social presence [125]. Given the 

use case scenario, it is tempting to assume that replicating the parliament in 3D as 

visually and geometrically accurately as possible will ensure a satisfactory user 

experience and evoke a strong sense of presence. Also, given that the use case enables 

multiple users to interact, it would also be easy to assume those who participate would 

experience a high degree of social presence. However, the parliament is a very large and 

spacious elliptic shaped chamber populated with over 860 desk units arranged into 18 
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predominately curved rows. Accurately replicated real-world buildings such as the EU 

parliament assembly chamber are not necessarily conducive for virtual-characters to 

navigate, and would be impractical to render interactively in real-time due to its 

complex nature. The nature of the complexities are discussed further below. 

The large number of desks, combined with speakers, microphones, chairs and other 

interior assets, combined with the need to maintain representational fidelity, meant that 

it was not possible to ease computational burdens through minimizing polygon counts 

by omitting or changing key features. However, polygon counts were varied along with 

the degree of visual fidelity in order to initially provide three versions of the parliament 

for render testing, and informal user feedback during the development stages: a low 

polygon and low visual fidelity version of approximately 85k triangles; a mid-range 

polygon and medium visual fidelity version of around 154k triangles; and a higher 

visual fidelity version with 245k polygons. Ultimately it was established through render 

tests, and user feedback in the development stages, that the 154k version (as shown in 

Figure 4.12), provided the desired balance of visual fidelity versus computational load 

for rendering.  

Asset(s) Triangles Meshes 

Entire parliament 154,540 5,317 

Building only 11,449 83 

Interior assets only 143,091 5,234 
Figure 4.12 EU Parliament Scene Technical Statistics 

Polygon counts were kept relatively low, through simplifying features such as the 

bottom of chairs, and omitting details that were not considered essential for user 

experience, such as chair arms. Textures were also used in lieu of, or to enhance 

geometric detail where possible (as the example in Figure 4.11 shows. The final version 

of the parliament comprises 5,317 polygon mesh objects. By comparison, the 3D 

sculpture gallery, introduced later in this document, has only 89 polygon meshes. This 

illustrates how complex the virtual parliament environment was to develop, and to 

render in real time. 

Figure 4.13 (upper) shows the density of the wireframe meshes of the entire parliament 

comprised of 154k triangles. Detail of front interior assets including the desks, chairs, 

speakers and microphones is shown in Figure 4.13 (lower). 
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Figure 4.13: Wireframe renders:  EU Parliament (upper), desk row detail (lower) 

4.3.1.2 Accommodating	Navigation	

The main challenge for navigation arose from the real-world parliament environment 

being paradoxically too spacious given the number of intended users (22), whilst at the 

same time being densely full of obstacles in the form of rows of desks, which make it 

cramped for manoeuvring. The parliamentary chamber can easily accommodate over 

900 individuals, whereas the use case has been designed to engage only 22. Just as in 

the real-world, if 22 people spread out in such a large space they may lose track of each 

other. In the virtual world when left to explore as individuals, users in avatar form could 

become separated from the group in distant regions of the chamber. This could cause 

users to feel isolated, as their camera views of the chamber would not necessarily show 

other users and therefore negatively impact social presence. As an example, Figure 4.14 
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shows the teacher’s view of a group of students. Note the lone figure at the back and 

distance from the rest of the group to provide a sense of space and scale. 

 

Figure 4.14: View from lectern 

A complete redesign of a real-world building, such as the European parliament, is not 

an option if the intention is true representational fidelity. We therefore looked for design 

aspects that could be leveraged to maintain a synergy between representational fidelity 

of the environment and practicality of the navigation system. The design adaptations 

were simple, yet effective: designate a dedicated area within the parliament, for the 

avatars and agents to explore and at the same time slightly widen the distance between 

rows, and pathways. Avatars are prevented from moving into restricted zones via EU 

parliament signs blocking their path. 

Entrance doors were also added to the front, and some front desks removed by the new 

entrance doors for additional navigation space. The designated region still allows for 

ample navigation and exploration as Figure 4.15 shows, and is in keeping with many 

real-world tours of buildings of cultural significance with restricted access to certain 

areas.  
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Figure 4.15: Sense of space in the user designated area of the EU Parliament. 

Coordinates to facilitate navigation, along with an initial path planning coordinates to 

identify perimeters of static obstacles that could not be walked through, along with 

areas that were available to navigate, were provided to the immersive environment 

platform team to help facilitate navigation. 

4.3.2 Virtual	Immersive	Gallery	of	Art		

The Virtual Immersive Gallery of Art (VIGA) sculpture gallery was designed and 

crafted to enable users to immerse themselves in a virtual experience within a gallery 

exhibiting a variety of works of art ranging from classical 3D sculptures and old masters 

paintings, to more contemporary 2D and 3D pieces  (Figure 4.16). The use of 3D virtual 

space enables users to experience art pieces from all over the world, and from various 

periods of history all in one unique setting. Furthermore, the 3D environment provides 

offers visitors an immersive sense of scale, depth and perspective that is essential to 

appreciating the works of art. 

The gallery is currently populated replicas of some of the world’s most famous pieces 

of art, along with custom made pieces commissioned especially for the AAAF. 

Wandering through the gallery, visitors can look up at the imposing figure of David, 

gaze at a Picasso, experience seeing the Venus Di Milo, and further explore the gallery 

to reveal pieces of art to engage with. The aim is to provide virtual school field trips can 

be arranged for classroom children to visit, embodied as avatars. Teachers can provide 
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field trip assignments to explore and educate the class on the pieces of interest 

according to the teacher’s agenda. The AAAF also provides features to support an 

autonomous agent to act as gallery attendant, available for tours and to provide 

supplementary information on the gallery exhibitions as requested by the visitors.  

 

Figure 4.16: Virtual 3D Sculpture Gallery  

The design of VIGA draws influences primarily from three real world galleries in 

London: the sculpture galleries within the Victoria and Albert (V&A) museum, the 

National Gallery, and the Royal Academy (RA) Summer Exhibition. More specifically, 

the V&A gallery influenced tones, marble and rock materials, scales and positioning of 

sculptures and associated pedestals. The National Gallery inspired the placement of the 

paintings, and the RA Summer Exhibition inspired the juxtaposition of the sculptures 

and paintings. 

The gallery was hand crafted in Autodesk Maya. Initial prototypes were created and 

released to test rendering, design, scale, materials and textures along with possible 

placement of objects. The iterative process enabled design to be improved, geometry to 

be optimized, and render tests to take place to inform how many polygons could be 

considered for each sculpture.  

4.3.2.1 Challenges:	VIGA	

A key challenge in populating the gallery was that organic models required for the 

sculptures tend to be high in polygon count which can add computational burdens to 

real-time rendering. For example, some 3D scans of human form sculptures can lead to 

geometry with over a million polygons just for one asset. High polygon assets were not 
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practical given that the gallery required a multiple pieces of artwork, and would host 

many avatars which would also add the polygon count. The solution was therefore 

threefold: use low polygon sculptures with normal maps for added detail for the feature 

sculptures (David, Nike, Greek Girl, Venus, and the Griffin); intermingle with modern 

sculptures which could use fewer polygons than human form; keep the gallery room and 

pedestals as low polygon as possible. Figure 4.17 below shows the triangle count and 

the number of meshes that form the entire gallery, the empty gallery, and the artwork 

including the sculptures. 

Asset(s) Triangles Meshes 

Entire gallery 195,200 90 

Building only 5,669 39 

Gallery art work 189,531 51 
Figure 4.17 Gallery Scene Technical Statistics 

The gallery room and pedestals were modelled using cubic forms (rather than more 

organic shapes) to minimize polygon requirements where possible in order to allow for 

a larger polygon budget for the sculptures. As shown by Figure 4.17, the triangle count 

in the empty gallery was kept under 6k. 

An additional challenge was to populate the gallery in such a way that the artworks kept 

within a polygon budget suitable for real time use (aimed at under 200k), whilst 

providing an interesting variety for users, yet forming a believable cohesive gallery 

exhibition. Additionally, an aesthetic challenge was to place works of art within the 

gallery to balance scale, light, space, yet allow for easy traversal around the gallery by 

users. The main strategy was to allocate a higher polygon budget to a set of feature 

statues (David, Nike, Greek Girl, Venus, and the Griffin), and then economize 

elsewhere by primarily utilising contemporary organic form sculptures. The feature 

statues, paintings and a subset of the contemporary statues were carefully selected based 

on artistic, and technical requirements and adapted for use in the gallery within Maya. 

Additional contemporary sculptures were hand crafted in Maya and 2 original drawings 

were also added. The statues, paintings, and pedestals where then placed and scaled 

offline in the scene within Maya to obtain the final look and placements. The final 

gallery is populated with 18 sculptures, 13 paintings and 2 drawings.  
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4.4 Real-time	Avatars	and	Agents	for	Multiple	Users	

The AAAF provides the core functionality for avatar and autonomous agents to act, 

react, emote, and move within the virtual environments. It also provides the means for 

user embodied 3D replicants to placed and moved within the virtual scenes. Motion and 

gestures are provided for the characters by using a suite of purpose-built hand-keyed 

animation clips, augmented with procedural FAPs when speech is required. AAAF also 

offers options for user-driven avatar body motion using markerless real-time motion-

capture puppeting or face puppeting via Kinect. The blends of animation techniques 

culminate in the ability to express user emotions and movement through facial 

expressions, body posture, gestures, gaze, plus the ability to navigate through the 

environment. This section therefore, discusses the technical aspects of the 3D meshes 

and skeletal structure that feed into the AAAF for realisation as responsive avatars and 

agents.  

4.4.1 Versatile	Avatars	and	Agents		

The unique AAAF requirements, (proposed in more detail shortly), informed the design 

and development of the characters to act as responsive agents and avatars. A 

representative set is shown below in Figure 4.18. 

 

Figure 4.18: A final set of avatars ready for use  

The AAAF avatars (and agent) are a set of virtual human characters that are fixed 

geometry meshes, animated in the real-time system by sequential bone (joint) matrix 

rotations and offsets bound to the vertices of the meshes. Figure 4.19 shows an example 

of a male avatar mesh (left), agent (middle), and female avatar (right). For the skeletal 

mesh, please see Figure 4.20. The animation joint hierarchy,  and base mesh dimensions 

that influence animation (e.g. avatar height), are uniform throughout all characters, 

although there are variations in the clothes mesh (e.g. clothes and hair) and gender as 

the example avatars and agent in Figure 4.19 shows. The uniform height, enables the 
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pool of animations to be transmitted to any of the avatars and agents without 

modification.  

 

Figure 4.19: Wireframe meshes examples: male avatar (left), agent (middle), female avatar (right). 

 
Figure 4.20: The AAAF character skeleton in action (left), articulating the mesh (right) 

The underlying animation joint hierarchy (skeleton) of the characters was specially 

designed for the AAAF. The character meshes are bound (skinned) to the skeleton 

structure to form a skeletal mesh (a mesh driven by a skeleton). The skeleton structure 
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was designed and implemented to accommodate the various animation methods within 

the AAAF i.e. FAP animations for speech, animations created offline but triggered and 

blended in real-time from a database of animations, plus puppeting by Kinect. Figure 

4.20 left shows an example skeleton in action, and shows the mesh being articulated on 

the right. 

Two main elements distinguish AAAF’s skeleton structure from more traditional game 

models. First, the spine structure is simplified (i.e. does not have many joints along the 

spine) to accommodate controlling via Kinect. Despite fewer joints than the norm, it 

was found that this adequately provided for motion within AAAF through the database 

driven animations in real-time, yet also allowed for puppeting by Kinect. Secondly, the 

hands have fully articulated joints to allow for greater expression and gestures. See 

Figure 4.21 for a close up look of the hand joint hierarchy which provides for full finger 

articulation12. See Appendix A for full details of the joint hierarchy including body and 

face. 

 

Figure 4.21: Joint hierarchy of hands 

A total of 14 skinned and UV mapped final meshes were designed and developed for 

the AAAF, including 7 male, and 7 female skinned low polygon meshes using the same 

joint based animation hierarchy.  Each male and female set, comprise of a nude with 

short hair, clothed casually with long hair, with medium hair, and with short hair, plus 

an alternative smart clothed set with long, medium and short hair. Although not used 

                                                

12 Skeletal structure images provided by Blitz Games Studios 
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directly within the AAAF, the nude models were created as a base to create additional 

clothed avatars as required.  

Polygon counts were kept to a minimum when modelling the meshes, which was 

particularly important for a platform such as the AAAF aimed at accommodating 

multiple avatar, otherwise real time rendering can prove problematic due to the 

computational burdens. Triangle counts varied slightly according to the gender, style of 

clothing and length of hair were kept to below 7000 triangles.  

The outward appearance of the characters went through two iterations in the design and 

development stages. Initially, the characters were approximately mid to late teenagers in 

age, slightly stylised in appearance as seen in Figure 4.22 left. The final characters were 

developed to be more realistic in appearance and slightly older (young adults) to be 

more in keeping with the collaborative virtual platform goals of allowing users to be 

immersed more realistically as shown in Figure 4.22 right. 

 

 

Figure 4.22: Initial slightly stylised characters (left), more realistic final characters (right) 

The parliamentary use case, also required an agent character to act as an usher during 

the virtual visit and tour of the EU parliament. A female agent (Figure 4.23 right) was 

designed and developed for this purpose based upon real world parliamentary usher 

Brigitte Rubbel as illustrated by Figure 4.23 
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Figure 4.23: Brigitte Rubble (left), parliament agent (right) 

A teacher avatar was also designed using the standard female avatar with short hair, 

combined with the clothes of the agent (jacket and trousers), and new textures as shown 

in Figure 4.24 

  

Figure 4.24: Final Characters : Teacher (far left), male avatar (left), agent (middle), female avatar 

(right 

Variation in appearance of avatars is provided through the combination of the different 

sets of base meshes that vary clothes and hair styles, combined with texture files to 

provide further variations in clothes, hair, eye colour and skin tone. An example set of 

avatars is shown in Figure 4.25. 
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Figure 4.25: Example of final subset of avatars  

4.4.1.1 Keyframe	Animation	Database	for	Spontaneous	Motion	

The AAAF enables users embodied as avatars, and software driven agents to navigate 

their environment, to perform gestures, to emote, and to appear to speak via lip-sync 

motions using a variety of animation methods. When not being puppeted through 

markerless motion capture by Kinects, these methods include pre-authored animations 

augmented with Facial Animation Parameters (FAPS) for speech and facial expressions 

which are triggered in real-time as required. Pre-authored animations are those that are 

designed, and authored off-line by an animator in a 3D animation authoring tool such as 

Autodesk Maya or 3ds Max. This chapter discusses the design and development of the 

pre-authored animations that provide a repertoire of behaviours for the AAAF 

animation system, beginning with the pipeline to get an overview of the process. 

Virtual characters cannot move, gesture, act or react, emote, or otherwise express 

themselves dynamically, unless all such actions have been expressly planned for, and 

implemented within the context in which they are required. When creating linear 

storylines intended for viewing passively as an audience member of a film, for example, 

the motion is commonly provided through mixtures of keyframe animation, and motion 

capture methods that have been carefully storyboarded in advance. The required 

sequence of motion within each shot is then carefully specifically crafted according to 

the style, storyline, and requirements of the film production. In linear narratives, it is 

known exactly what a character will do, and when the character will do it. Artistic 

craftsmanship is of prime importance when large multi-million dollar production 
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budgets are at stake, and demanding audiences expecting new, believable entertainment 

experiences. Animators are thus able to focus on character performance applying the 12 

principles of animation introduced in Chapter 2, to imbue a sense of believability and 

life into the characters. Whilst such principles of animations are still appropriate to a 

certain extent in real-time systems, the priorities provided by linear storylines give way 

to non-linear interactive experiences subject to unpredictable active participation by 

users. In real-time systems such as games, and multi-user virtual collaborative 

environments, character actions, and reactions are influenced by user interactions that 

trigger various responses and events in the system. It is not thus always known what 

sequence of movements the character is required to do at any given time. For example, 

in a gaming situation, one user might try to shoot the enemy, whilst another user might 

try to run and hide. However, neither actions can occur unless the system has a means to 

provide the animated movements.  

4.4.2 A	Behavioural	Repertoire	of	Animations		

The immersive virtual environment use cases require a dataset of short reusable motion 

clips to enable avatars to navigate their environment, to perform a choice of actions, to 

show some emotion, and to be able to choose from a set of gestures. Any and all 

potential motion required careful planning and designing in conjunction with the 

development of the use cases. A common workflow in real-time systems is to provide 

motions by designing short animation clips that can easily be interrupted to play a new 

animation in response to the user or system. In order to minimize the number of 

animations required, it is also common to design the animations to be able to seamlessly 

play repetitively when required (looped or cycled), and that can also be blended easily 

into the next clip. This can be achieved by designing short clips, in which the character 

starts and ends on the same default pose where possible. For example, the default pose 

used in the majority of the AAAF animation clips is shown on the extreme left and right 

of  Figure 4.26 and Figure 4.27. Figure 4.26 illustrates selected frames from a Use Case 

2 Simon Says animation clip of a jumping jack, and presents selected frames from a 

squat exercise. Here, the animation starts on the default pose (left), continues by 

performing the motion/action required. These examples show that such animations can 

be executed seamlessly in a temporal sequence given that the last frame (extreme right) 

of each action, matches the first frame of the next (extreme left). 
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Figure 4.26: Selected frames from jumping jack 

 

Figure 4.27: Selected frames from squat exercise 

It was incumbent to conduct a step-by-step analysis of each use case to establish 

specific animation requirements on a clip-by-clip basis, and provide feedback to the 

team developing the use cases when alternative motions were recommended. A key 

question to consider during the design phase, was whether or not a particular action 

should be executed from start to finish, or whether it needed to be held indefinitely in 

the middle while waiting for a response from the user, agent or other system event. As 

shown in Figure 4.28, if the action did not need to wait indefinitely for interaction, it 

could be animated as one clip starting and stopping on the default pose shown in Figure 

4.26 above. In cases such as raising a hand, and needing to keep it held in the air 

indefinitely whilst waiting for a response from the agent, or teacher’s avatar, Figure 

4.28 shows that the animation would be divided into 3 clips: one that starts from the 

default pose and transitions into the desired action (e.g. raise hand from side into the 

air), a looping animating holding the action (keeping the hand in the air), and an end 

action to transition back into the default pose (lower hand back to the default position). 

It should be noted that the looping animation in the central action clip, would start from 
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its own default position (e.g. hand raised slightly to the right), and end in the same 

position. Thus the clip can loop seamlessly whilst waiting for the next interaction. 

 

Figure 4.28: Considerations for designing animation clips 

4.5 Authoring	the	Animations		

When taking into account locomotion including walking forward and backward at 

different speeds, gestures, and emotions for Use Case 1, and actions for Simon to 

perform in the Use Case 2 Simon Says scenario, approximately 100 animation clips 

were required.  

The AAAF animations were authored Autodesk 3ds Max, and/or Autodesk Maya 

depending on the animation. The animations were keyframed in most cases, using the 

default pose as shown in as the start and end pose. All the animations were created at 30 

frames per second (fps) which is commonly used for real-time systems. The length of 

the animations range from approximately 25 frames, to 200 frames depending on the 

nature of the animation. For example, the Simon Says actions, recreating a weight lift or 

kick and punch tend to be close to 200 frames, whereas an action to simply raise a hand 

to point will be closer to 25 frames. Where possible, video reference of a real-world 

actor performing the action was used to help inform the animated motion. This was 

particularly significant in Use Case 2. In the Simon Says Use Case, participants are 

expected to copy the Simon agent’s actions (when Simon says!) [126]. The action they 

perform, needs to be recognizable by the Kinect system  in order to be awarded points. 

The agent Simon, therefore must demonstrate reasonably accurate actions and timings. 

A volunteer familiar with Kinect gesture recognition provided video footage for the 

animator to use as a guide. Figure 4.29 shows selected frames of the video reference 

being used to key frame the animation of a weight lift. It should be noted that due to the 

character’s basic skeleton structure, plus artistic license, the video footage was used as a 

reference, rather than a tool for rotoscoping and exact copy however. 
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Figure 4.29: Selected frames of video reference used to inform a kick (left) and  weight lift (right)  

The AAAF also provides sets of emotive arm gestures, based on dominance, being 

friendly, or submissive using both, left or right arms. A volunteer with interests in 

avatar emotions provided video reference of himself performing the desired hand 

gestures with the intended emotions. Figure 4.30 shows that footage being used to 

determine key poses. for the submissive (left), friendly (middle), and dominant (right), 

hand gestures with both hands. Not illustrated in the static figure, but useful in the video 

reference was the influence that timing played on depicting the correct emotion. For 

example, the submissive gestures were generally slower, and softer movements than 

those intended to show dominance. 

 

Figure 4.30: Video reference used to inform emotive hand gestures: friendly (left), dominant (right). 
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4.5.1 AAAF	Animation	Dataset	

The animation dataset is detailed below. For example BML commands to execute the 

animations, please see Appendix C. 

• Locomotion: Locomotion movements are provided, by a mixture of three sets of 

differently paced walking animations (slow, medium, and fast), along with a similar 

set of three but walking backwards, and a turn left, and turn right. All the walks are 

walk cycles, based on the spot. The navigation system handles moving the root of 

the character forward, back, or turning, and thus the character walking on the spot, 

appears to walk in the desired direction. Further speed options are provided by the 

navigation and animation system. (See Appendix C for example usage) 

• Idles: The avatars and agents are also required to stand in place at times during the 

Use Cases, such as waiting for others to arrive, or listening to the agent tour guide in 

the EU Parliament in Use Case 1. If left unanimated, characters can appear lifeless 

on screen or in a virtual environment. Therefore a set of animations with the avatar 

standing (or sitting) idle, but with some keep alive movements such as weight shifts, 

head and eye movements, and gentle breathing in places where provided. A total of 

5 standing idles, and 5 sitting idles were provided. Each idle varies in frame length, 

executes randomly based on chances settings in the AnimTreeBml.xml file used by 

the animation system. This allows for some variety throughout the multiple avatars 

using the AAAF system.  

• Gestures: The AAAF pre-authored animation library includes three different 

gestures for waving hello, or goodbye, plus a beckoning ‘follow-me’ greeting, along 

with pointing or gesturing up, down, left or right. Hand gestures are also available 

on left, right or both hands to use when articulating during speech, or other 

appropriate times. Head turns left, right, up, down, nods and shakes are also 

available. These sets of animations are all designed to play through starting and 

ending on the standard default pose. 

• Emotive Gestures: Hand gestures using both, left or right hands are available in a 

dominant, submissive or friendly manner. As the standard gestures above, these sets 

of animations are designed to play through starting and ending on the standard 

default pose.  
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• Emotions: Avatars and agents can also make use of whole body animations to show 

the following emotions: anger, attentiveness, boredom, disappointment, fear, 

friendliness, happiness, interest, sadness and surprise. 

• Gestures that can be Held i.e. Loop: As stated previously, at times the avatars 

need to perform an action such as raising a hand, and hold the hand in the air until a 

response received. The AAAF therefore provides a clapping animations, hand raise 

from standing position, hand raise from seated position, and a pointing action that 

can all be held indefinitely. The animation will begin from the default pose, into the 

required action, the action will loop, and once the message is received to stop, the 

animation will transition back into the default pose. 

• Use Case 2 Animations for Simon Says: A set of 16 specific actions recognizable 

by the Kinect clusters, were pre-authored for the Simon Says scenario. These 

include a wave, clap, throw, punch, punch and kick, push away, jumping jack, 

knock, lunge, squat, treadmill walk, weight lift, golf chip, golf putt, tennis forehand, 

and tennis backhand. 

Figure 4.31 illustrates a frame for the Simon Says ‘punch and kick’ animation clip 

(left), and a hand raise animation waiting for a response (right).  

  

Figure 4.31: Selected from of hand raise animation waiting for a response 
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4.6 Configuring	the	Animations	

The authored animations were prepared for real-time execution through the process of 

baking the animation into each joint on every frame, and removing animation rig 

elements that are incompatible (and unnecessary) for real-time, use such as animation 

controllers and IK solvers. The animations were then exported into COLLADA 

(COLLAborative Design Activity) format ready for the AAAF system. A set of 3 XML 

files are required to set configurations to enable the animations to be executed at run-

time. These include associating the animation COLLADA files with user friendly clip 

names in ClipSet.xml. This serves as an access point to the listed animations at runtime. 

The AAAF animation system provides capabilities to execute animations on the whole 

body, or on the upper body, or to blend between the two. For example, a walk can be 

executed on the whole body, and a wave can also be executed separately on the whole 

body. However, using blending, the wave can be executed on the upper body, whilst the 

walk is being executed to provide a wave whilst walking. Thus, although the AAAF 

animation database contains approximately 100 animation clips, the system allows for 

further combinations to enrich the movement and gestures available. It should also be 

noted, that the animation clips were denoted with additional attributes to inform system 

developers, and reasoning programmers to execute the clips in a biomechanically valid 

manner. 

4.7 Results		

The presented Avatar and Autonomous Agent Framework was researched and 

developed and integrated into the heart of a cutting edge platform for real and virtual 

engagement within immersive virtual worlds. AAAF incorporates the animation system, 

character assets and animations that enable response to reasoning and navigation to 

generate adaptive autonomous agent behaviours, that realistically respond to 

multimodal signals from real-world users as the engage with the virtual worlds as 

embodied avatars. A rich variety of expressive animations are also available to the 

avatars. The avatars and agent can navigate, gesture, emote, and perform responsive 

directed actions such as raising hands and pointing, due to the successful integration of 

the system and assets. Figure 4.32 shows an example of users navigating in the 

parliament (left), and walking in the gallery (right).  
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Figure 4.32: Navigation in the parliament (left), walking in the VIGA (right) 

FAPS can also be triggered to augment the basic animations provided to enable the 

avatars or agent to simulate lip movements for speech. BAP features are also in place to 

further enrich engagement through social-emotive adaptations. The sophisticated virtual 

environments including the EU parliament and Virtual International Gallery of Art have 

been successfully implemented in the cutting-edge use case scenarios aimed primarily at 

the educational market. Users are able to engage and communicate and navigate in the 

shared social virtual spaces embodied as avatars. [108, 110, 126-128]. Animations are 

executed throughout the collaborative virtual environment use cases in accordance to 

messages and parameters sent to the BML module interface. Users embodied as avatars 

are able to exhibit behaviours such as walk, wait, raise hands, wave, and also have 

access to the full animation functionality of the AAAF system. Autonomous agent can 

be controlled through use of a use case specific reasoning script that incorporates the 

AAAF BML to execute required behaviours. User embodied avatars are also controlled 

through similar means, also the user has the capability of controlling movement and 

simple gestures through a graphical user interface, and through the keyboard [108, 127]. 

The autonomous agent in the Simon Says interactive game use case, acts as a game 

show host, who is capable of demonstrating the actions of the Simon Says games to the 

users. The actions are based on the AAAF animation library, executed per the reasoner 

messages at run-time. The framework also provides support for a supporting agent 

acting as an assistant game show host in the Simon Says Use Case. 

The engagement analysers are able to pass messages to the reasoning system which 

detects whether or not a user is engaged. The messages are then passed along to the 

AAAF, which visibly shows any disengagement, by turning the avatars head away from 
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the agent. Furthermore, first person camera features enable participants to use the 

keyboard or mouse to view different angles of the environments. As they do so, the user 

embodied avatar’s head will also turn, or look up or down in correspondence with the 

camera view (which is restricted to natural range of human head movement). Observe 

that Figure 4.33 illustrates avatars turning their heads away from the (off-screen) agent 

as a sign of inattention. Another looks directly at the agent to indicating attentive 

behaviour. 

 
Figure 4.33: AAAF Agent and Avatars in Action. 

The system provides the agent with knowledge of coordinate values of positions and 

orientations of all avatars in the world [108, 110]. The reasoner is also therefore able to 

message the AAAF to direct agent gaze and head direction. The resultant behaviour is 

that the agent can continuously maintain eye contact with individual avatars in turn: 

even when the agent and avatars are navigating within the world. This is also achieved 

through the LookAt functionality blended on top of the existing pose. It is also worth 

mentioning that the configuration files enable specification of constraints to avoid 

unnatural actions, such as head an eye gaze in biomechanically invalid positions (e.g. 

head on backwards). See Appendix B for an example configuration file including 

constraints.   

The AAAF autonomous agent in all use cases is able to respond to the state of the user 

engagement via a variety of means according to requests from the Reasoning 

Framework [108, 110]. For example, when the reasoner evaluates that the user is not 

engaged, one option is for the agent to direct its gaze towards the inattentive user 

embodied as an avatar, using the LookAt functionality of the AAAF. The system also 
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enables the agent to wave and call the inattentive user to attention. Waving is provided 

through blending a wave onto the upper half of the body of the existing pose, as 

described previously. Speech synthesis (audio) is provided outside of the scope of this 

thesis, however the lip synching mechanisms are provided through the FAPs modules.   

4.8 Conclusions	

The different modules and components proposed in this chapter enable human-like 

interactions to take place virtually. The objective for the computational model in this 

chapter, was to propose an innovative animation framework designed to support real 

and virtual engagement within immersive environments. The novel approach provides 

motion in response to reasoning, through combining elements of game technology with 

facets of simulation from Embodied Conversational Agents. This chapter therefore 

focused on plausible, spontaneous and responsive motion for real-time collaborative 

virtual environments via proposing an innovative sophisticated, cutting-edge framework 

for animation, including: an animation system, virtual environments, avatars, and 

agents, capable of responsive and adaptive behaviours.  

An essential contribution in this chapter, is the novel methodology of the real-time 

procedural animation production (and method of execution), layered on top of short 

reusable animation clips. Thus the innovative blend, leverages the benefits of an 

animation library that utilises animation principles in its design, and instantiation, to 

provide a base of plausible motion, which can be further augmented for spontaneity and 

for directive control through the procedural blend. 

An additional key outcome, is the observation that users’ engagement with the 

virtual characters was particularly high when interaction modalities enabled the 

character to plausibly respond to real-world signals (such as attention or 

inattention from the user). This outcome is extended in the following chapter, 

through exploiting user engagement with full real-time control (puppeting), of 

virtual characters, to contribute towards bridging the gap between motion capture 

and keyframe animation.    
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5 ENHANCED	ANIMATION	CREATION	

This chapter extends the computational model for 3D animation through proposed 

animation production contributions aimed at bridging the gap between realistic 

motion capture and authoring more stylised 3D cartoon animations.  

The proposed research draws on key contributions from the previous chapters. 

Expanding on mapping captured motion from users to virtual cameras, as in Chapter 3, 

the novel research progresses significantly forward through for mapping motion for 

real-time control and direct engagement with 3D characters, for innovations for 

capture, analysis and enhancement. Furthermore, some of the challenges encountered 

for animation creation for collaborative social environments are tackled through 

experimentation with a low-cost motion capture framework. 

Proposed main contributions include: 

• An innovative framework for low-cost motion capture enabling cartoon mimicking, 

along with novel virtual social interaction possibilities.  

• Novel studies to identify shortcomings of transferring natural motion to exaggerated 

cartoon styled animation using an innovative low-cost motion capture system. 

• Analysed differences in the curve patterns from motion capture and keyframe 

enhanced, leveraged to establish automatic algorithms for rapid animation 

production. 

• Enhanced animation for bridging the gap between realistic motion capture and more 

stylised 3D cartoon animation. 

The methodology originates with studies related to systematically identifying the 

shortcomings of transferring natural motion to exaggerated cartoon styled animation 

using low-cost motion capture system. In Study 1, the motion of (naïve) participants is 

captured as they mimic cartoon actions. Participants self-rate perceived accuracy of the 

mimicking. In Study 2, an expert panel of animators rate the same cartoon-mimicked 

motion retargeted to an offline character.  

A comparison of the results show that naïve participants perceive themselves as being 

capable of mimicking cartoon actions, whereas the experts disagree. This solidifies the 

argument that motion capture data requires enhancing for cartoon-like stylisation. The 
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fundamental differences between the mimicked cartoon motion captured curves in 

Study 1, is then analysed against expert enhanced cartoon reference motion curves of 

the same actions.  

Finally, a proposed solution is presented to enhance motion capture data based on 

parametric motion curve optimization that achieves rapid-semi-automatic 

production of 3D animation, enabling the creativity of human artistic expression.  

5.1 Introduction	

Despite the rapid evolution of motion capture techniques and technologies in recent 

years, combined with the increasing appetite for sophisticated 3D content, laborious 

keyframe animation still remains an essential method for authoring animations [30]. 

Animation principles established by pioneering Disney animators, and adapted to the 

3D realm by John Lasseter, exaggerate facets of motion to make the essential concepts 

of the scene entertaining and clear to the audience [1, 10]. Thus, keyframe animators 

commonly exploit these principles in conjunction with knowledge of motion, theatrical 

staging, timing, and storytelling, to create believable performances that elicit the 

illusion of life rather than attempt to mimic reality. Furthermore, the degree of 

exaggeration of any of the animation principles, distinguishes cartoon animation from 

more realistic motion [1, 10]. Motion capture, on the other hand, is grounded in reality. 

Captured performances reflect the actual biomechanically valid movements enacted by 

real-world actors. Motion capture is, however, arguably lacking in style and 

predominantly only useful for naturalistic movements [30]. Providing automated 

options for exaggeration can therefore facilitate authoring animations of a variety of 

styles based on efficient motion capture. 

Image and signal processing techniques have influenced methods for circumventing 

keyframe animation yet generating more expressive animations. Methods for 

exaggeration of animation principles [1, 10] via automated filtering of motion curves 

have been introduced [23, 40]. Principles such as squash and stretch to define rigidity 

and form, have been tackled through a modulated filter [22] and through influencing 

parameters to generate deformations [45]. The principle of timing has been manipulated 

to lead to facilitating enhancing personality and stylistic effects [23, 41, 46]. Time 

warping techniques have also elicited changes in velocity to reflect exaggerated slow 

ins and slow outs for transitional changes between motions [42-44]. Anticipation, 
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follow-through and overlapping motion have also been tackled through signal 

processing manipulations [22, 44, 48]. 

In this chapter, we take a three-pronged approach to tackling the gap between motion 

capture and keyframe animation. First, we propose an innovative framework for low-

cost capturing, that enables actors to specifically mimic cartoon performances. The goal 

here is to initially capture motion that aims to be more cartoon-like in essence compared 

to captured natural actions. We then conduct studies using naïve participants, and 

animation experts to analyse the fundamental differences between natural and cartoon 

motions. Finally, we propose parametric optimisation as a solution towards authoring 

more enlivened artistic performances. The next sections cover the three-pronged 

approach, introducing additional lessons learned along the way. 

5.2 Digital	Avateering	Capture	Framework	

This chapter shows that with the advent of low-cost 3D depth sensors a novel system 

low-cost capture system is possible (see Figure 5.1 which shows capturing further 

described below). The proposed system is able to track the 3D motion of objects and 

human bodies with a high degree of accuracy, opening a new frontier in natural 

interaction, along with a more efficient, more accurate and more affordable animation 

creation solution. The Kinect v2 is leveraged to offer an affordable basis for the 

production of accurate motion capture to steer animations, along with highly realistic 

avateering of film and game characters, consequently boosting the efficiency of highly 

skilled animation creators.  

 

Figure 5.1: Real-time Avateering of cartoon-like bipedal characters 
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The novel Digital Avateering Capture (DAC) framework, introduced in this section, 

captures realistic motion, without the need for markers that require a stringent technical 

setup that can also encumber actors’ performances. Furthermore, unlike more expensive 

platforms (overviewed in Chapter 2), DAC does not require special equipment such as 

specific lighting, or complex technical setup, or large spaces to perform in. Figure 5.1 

shows DAC in action as introduced below.The Digital Avateering Capturing (DAC) 

Framework, enables actors to avateer a virtual bipedal character.  The term ‘avateering’ 

is used to refer to the real-time control (or puppeting) of a virtual character through 

markerless tracking. DAC was developed with two main purposes in mind: to enable 

users to be embodied as digital bipedal characters to engage in novel virtual socially 

interactive experiences in real-time as shown in Figure 5.1; and also to capture the 

motion of the avateered characters in a similar enactment. This work focuses primarily 

on the later, however, a brief discussion of the interactive experiences are also included 

below.  

DAC utilises a Kinect v2 sensor and Unity Processing Engine (UPE) to track and 

capture the skeletal motion of up to six performers. In the current implementation, users 

are tracked with the Kinect skeletal motion mapped to the skeletal structure of up to 

three digital characters in Unity. The UPE handles interoperability with the Kinect SDK 

color, depth and body framework streams via the Kinect Manager module. The 

streamed skeletal data from the Kinect, is converted from Kinect space and retargeted to 

the joint positions and orientations of the skeletal character mesh using a combination of 

a Body and Head controller. This enables the Unity compatible digital character to be 

avateered (puppeted) in real-time through markerless motion capture. The Actor 2D 

Visualisation Manager enables performers in action to view themselves with an overlaid 

tracked skeleton. Performers are thus able to visualise whether or not they are in the 

capturing range of the Kinect as they perform. A 2D Animation Player module provides 

a platform for viewing 2D animation for mimicking. The Motion Capture Data 

Processor records the motion of the digital puppet(s) in Biovision hierarchical data  

[BVH) format [129]. BVH format is a widely used motion capture format which 

provides skeletal hierarchy information along with motion data (translation, and 

rotational offsets on a frame by frame basis). The UPE relies on the Unity Game Engine 

for commonly used real-time gaming engine features such as real-time rendering, 3D 

world space, lighting, physics, and 3D asset management [130]. 
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Once the data is captured, further offline enhancements take place. The motion is 

reconstructed, and refined in MotionBuilder. Initial clean-up, such as jitter removal, and 

foot skate is also carried out. The motion is then retargeted to a digital character, also 

using MotionBuilder. Parameterized optimisation is applied in the final stages, in Maya. 

Further information on the processes and optimisation solution is expanded upon 

throughout the following sections. 

5.2.1 Avateering	for	Social	Collaborative	Virtual	Environments	Field	Trials	

The Avatar and Autonomous Agent Framework (AAAF) proposed in Chapter 4, 

supports virtual human-like character embodiments of different varieties. One related 

emerging embodiment option, is  the capability to puppet, a virtual character in real-

time [110]. In [110], the puppeting system was limited, however. Puppeted avatars were 

unable to fully navigate through 3D space, and legs were not plausibly panted on the 

ground during interaction 13  [110]. Furthermore, although the motion controlled the 

character in real-time, the motion was not captured for reuse. The DAC framework, 

therefore proposes improved avateering experience, which enables multiple characters 

to navigate virtual spaces, with feet planted on the ground when it is mechanically valid 

to do so (as shown in Figure 5.2, and introduced in further detail below).  

 

Figure 5.2: Real-time Avateering of cartoon-like bipedal characters 

                                                

13 This author conducted system testing of the puppeted avatars in the context of testing the AAAF 

characters and performance of the agent animation. 
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DAC enables multiple users to engage in real-time avateering for novel virtual socially 

interactive experiences as shown in Figure 5.2. Users were thus able to explore the 

interaction possibilities using the DAC framework through engaging in social 

interactions: both within the original motion capture space that DAC had been 

developed in, and also during a demo in a public space14. 100 users participated in the 

DAC social avateering experience, in groups of 2 – 3. 

Two categories of users tried out the social avateering: those that were explicitly aware 

that they would be able to control virtual characters through markerless motion capture 

(the aware category), and those that were naïve, until they noticed the character moving 

in conjunction with them (the naïve category). In the aware group, the users were asked 

to stand approximately 2.5 metres away from the Kinect, whilst viewing the virtual 

world, containing the virtual characters. Characters were selected from the range of 

available DAC ready meshes, (a Minion15, Pink Panther, Cat, Dog and Bat Girl), as 

shown in Figure 5.3.  Two main installations were trialled: one using pairing of the  

Pink Panther16, and Minion combination for two users, and a second installation using 

the dog, cat and bat girl combination for three users.  

	
Figure 5.3: DAC ready cartoon-like characters 

                                                

14 http://www.eecs.qmul.ac.uk/postgraduates Wednesday 11th May 2016 

15  MW Minion Jerry rig v1.0 by Muhammad Waseem (adapted for real-time use by author) 

http://www.cgmeetup.net/forums/files/file/8-mw-minion-jerry-rig/ 

16  Pink Panther Rig by Karim Kashefi (adapted for real-time use by author) 

http://www.cgmeetup.net/home/pink-panther-rig-free-maya-rig-3d-character-rig/ 
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In the aware category, users commonly stood in front of the character and environment. 

Many when seeing the characters in T-pose (as shown in Figure 5.3), would also stand 

in T-pose, but were instructed to relax as this was not necessary. Once the system 

began, users noticed the character jump from T-pose into their own posture and pose 

(e.g. typically with arms down by the sides), and then experimented to confirm which 

character they were embodied as. They did this by initially moving arms, head and then 

legs, but usually on the spot. Then they would subsequently become more adventurous 

and try to turn around, and step forward and back until they were confident to walk 

around. 

In the naïve group, either users would walk by, and notice the character movements 

were synchronised with theirs, or would be drawn towards others investigating the 

system. Similar to the aware group, the users would test out the character by similar 

movements, becoming more adventurous as they tried it out. In general, they were 

aware of what character they were embodied as, since this is what had drawn them 

closer for further investigation.  

Users engaged intuitively in both conditions. Learning to control was natural and easy 

(as confirmed by the questionnaire in Study 1 introduced later in this chapter). Common 

interactions including testing how they could control the character on spot, waving 

arms, lifting legs, then often turning around. The Kinect focuses on tracking users 

facing the camera, and thus some users were disappointed when system did not allow 

for turning around. As interactants become more familiar with the character control, it 

was common to view them moving from the spot and walking and often jumping, and 

stepping back and forth. Some interactants even danced.  

An additional outcome was establishing that when multiple users engage, they often 

will try to contact each other’s character virtually. For example, it was common for 

interactants embodied as the Pink Panther to attempt to pat the Minion on the head, and 

for the Minion to try to grab the Pink Panther’s tail. Similar interactions occurred with 

the dog and cat.  

Observations were similar for 3 character interactions, however an additional finding 

was that interactants enjoyed exploring alternative character embodiments, by exiting 

and re-entering the room in a different (DAC assigns characters based on which person 

the Kinect recognized first, then subsequently. For example, in the scenario above in 

Figure 5.2, girl is assigned to first player, then dog to second, then the cat to the third.  
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It is also noteworthy, that no participant mentioned the of lack of eye motion on the 

virtual characters. It is likely that that the novelty factor of interacting with the virtual 

characters in real-time, distracted interactants from noticing the lack of eye gaze and 

facial expressions. However, we propose that this warrants further investigation. 

Approximately half the users were also provided with the option to walk around the 

virtual space through natural locomotion, with the virtual camera mapped to their 

movements as shown in Figure 5.4. Thus, as the user walks, the character walks them 

through the virtual space. Similar to the applications presented in Chapter 3, the 3D 

views update as the users walk through the real-world to provide the illusion of walking 

through the virtual space. 

	
Figure 5.4: Real-time Avateering of cartoon-like bipedal characters 

A common interaction with the motion based walk through, was to specifically explore 

the navigation range. However, options and range of navigation are limited due to the 

range of the Kinect. Although out of scope for this thesis, in future this could be 

overcome through establishing gesture based navigation for longer distances.   

5.2.2 DAC	Motion	Capture	Quality	Study	

The following sections discuss the methodology, procedures and setup undertaken to 

establish the accuracy of the motion capture produced from DAC. 

5.2.2.1 Methodology	

DAC motion capture quality was subjectively reviewed by the researcher (a trained 

animator). Motion was captured as users performed sets of actions whilst controlling 

characters in real-time through the markerless tracking.  The results of the capturing 
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were then reviewed as stand-alone results, and also subjectively tested against an 

alternative system: a system that used skeleton only visualisation (SOV). In the SOV 

system, data is captured directly from Kinect Studio v217 to FBX format using the 

Kinect Animation Studio plugin18.  In the SOV system, actors are able to view their 

tracked skeletons to help ensure that they were in range of the Kinect, however the 

skeleton is not bound to a character mesh.  Both systems were used to capture the 

natural motion of users performing actions and gestures: cartoon-like actions, along 

with more natural actions that were required in the real-world use case of the AAAF 

system (see Chapter 4).  

5.2.2.2 Procedures	

For the cartoon-like motion, users were asked to copy the actions of cartoon clips as 

part of a pilot study for the ‘Cartoon Aerobics’ study originated by the author, and 

presented in the next section. The cartoon video reference clips were displayed as an 

integrated feature in a panel within DAC’s virtual environment for users to copy in real-

time. However, the SOV system has no such feature, and therefore cartoon video 

reference was displayed in a separate window to allow for the performers to copy the 

stylised motion when required, as shown in Figure 5.5  

 

Figure 5.5: Jump example using skeleton capture only: cartoon clip (left), skeletal tracking (right) 

                                                

17 https://developer.microsoft.com/en-us/windows/kinect/develop  

18 http://marcojrfurtado.github.io/KinectAnimationStudio/  
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The potential advantage of the SOV method compared to the performance driven 

avateering, is that it removes the overhead of real-time rendering of 3D assets such as 

the digital characters that could potentially impact the quality of the captured motion 

data.   The main disadvantage however, is that the actors can only visualise themselves 

as skeletons rather than embodied characters (as shown in Figure 5.5). We propose that 

viewing the embodied virtual characters can facilitate performance, and also can help 

identify in real-time when the tracking features are not performing well. As an example, 

the hands might flip which is more obvious to spot on a whole character rather than a 

skeleton alone. Comparing the quality of each low-cost Kinect based system (DAC v 

SOV), rather than high-end systems as described in Chapter 2, was conducted 

intentionally. This was because the central focus of this thesis is on enhancing motion, 

but in particular motion captured by such low-cost systems. Thus comparisons to high-

end systems were deemed out of scope. 

Actions were also captured based on the real-world use case regarding the animation 

requirements of the AAAF system (Chapter 4). This included sets of gestures, 

locomotion, and expressions needed to provide natural interaction and engagement with 

avatars, agents, and replicants in cutting edge multi-user 3D virtual worlds. It is worth 

noting, however, that motion capture was not considered as an option for the AAAF, 

due to the lack of availability of (and expense) of a motion capture system, and the need 

to further customise the motion once captured. As discussed in Chapter 2, high-end 

motion capture systems also require motion capture technicians to set up, calibrate and 

run the system, along with placing markers in the correct place on the actors. A motion 

capture artist, or animator trained in dealing with motion capture would then have to 

deal with the data to further customise. Keyframe animation can accommodate for 

custom needs from the start, and was more readily available to the AAAF. Keyframe 

animation was therefore the approach take. However, the introduction of the DAC 

framework, enabled capturing of the same motions to subjectively compare quality and 

estimate any potential time savings. 

As an experiment in this work, both low-cost commodity sensor systems (DAC and 

SOV) proposed above, were used to examine feasibility of capturing the required 

motion using our framework, and ascertain volume and difficulty of post processing 

animation clean up when capture is complete. The full set of animations is listed in 

Chapter 4, include gestures, locomotion, actions and emotive body motion. The quality 
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of the motion, plus how feasible, and long it would take to process the information, was 

also subjectively evaluated by this researcher as a trained character animator.  

5.2.2.3 Setup		

Setup was straight forward, taking approximately one minute. All that was required was 

to ensure that the Kinect was in front of the actor, and have the actor adjust position to 

ensure they were in range of the capture. No markers, calibration, special lighting, or 

other technical procedures were required. The actors were then given brief instructions, 

and performed the actions (per the animations listed in subsection 4.5.1) on request. 

Note that 6 actors participated as individuals in total (i.e. not simultaneously). 

Approximately 3 takes were captured per action to provide a choice of best captured 

takes. Each set of actions began with a wave, and ended with a double wave to facilitate 

visually delimiting the motion once processed offline. Total time for the full set of 

AAAF actions capture took 25 – 30 minutes, whereas the cartoon mimicking pilot tests 

took approximately 10 mins.  

5.2.3 Quality	Discussion	and	Results	

The motion data from the captures was imported into MotionBuilder  (MB) for 

processing offline. The captured motion was played through in MB (in skeleton form) 

for initial visual evaluation as shown in Figure 5.6. Subjective comparisons were then 

made by this researcher. The quality of the capture using the DAC system and BVH 

format, was compared to the skeletal only capture in FBX format.  

 

Figure 5.6: Examples of motion captured skeletons being reviewed in MotionBuilder 

After systematic review of all takes, it was concluded that no significant subjective 

differences in quality were apparent when the motion was viewed on the skeletons 
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alone. However, further comparisons were made once the skeletal motion had been 

retargeted to a character since visual differences were more apparent once the 3D mesh  

was attached. The motion retargeted from motion capture (yellow) skeleton, to a digital 

character is shown in Figure 5.7.  

  

 Figure 5.7: Retargetting BVH skeletal motion capture data (left) to character (right) 

Retargetting involves the process of mapping the joint names and hierarchy from one 

skeleton to another (in this case to the offline digital character). This was achieved 

through characterisation process within MotionBuilder, which setups a correspondence 

between joint names and hierarchies, in a structure that MotionBuilder can interpret.  

The motion captured data was able to capture the fundamental aspects of the actions 

being performed. For instance, in all cases, it was obvious what motion had been 

captured (e.g. a walk, a run, a jump). Timing of the actions subjectively reflected actual 

performances. Clothes worn by the actors, did not interfere as a general rule. However, 

black shoes with black trousers presented extra challenges for tracking the ankles in one 

of our taller actors. However, actor’s height (6’ 3”) compared to Kinect range could also 

have contributed towards this. General body and limb motion corresponded to what the 

real-world actor performed, however, the DAC system does have limitations. From the 

capturing data point of view, there is limited motion captured on the spine that needs 

further investigation. Additionally, the motion from the centre of gravity is soft in the 

sense that the character tends to float up higher than it should, and float down slower 

than in real life (acceleration up and down seems linear rather than slowing in and out). 

Feet skate/ slip is common problem on mocap systems [39], and was apparent in some 

of the captured takes. However, more careful camera setup to ensure that the actor is in 
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range, combined with avoiding black trousers and black shoes, considerably reduced 

foot skate issues with the DAC system. Limb flips also occurred when the real-world 

equivalent limb was occluded, or was out of range.  Final notable limitations of the 

current system include no tracking of fingers, and face, limited tracking of head, and 

errors in hand orientation. An open question on the DAC system would to address these 

limitations. A possible approach is to use multiple calibrated Kinects with fused skeletal 

tracking for a more robust solution.  

As a final note about the capturing in this study, we found that majority of the 

animations for the AAAF platform could have been captured in a short time (less than 

an hour) using the DAC system. However, clean-up and editing after capture would still 

encounter the traditional problems and challenging nature of manually editing motion 

capture data which would substantially add to the time and expertise needed to produce 

the bespoke animations. Furthermore, the AAAF required, gender-neutral animations to 

save on resources, for real-time execution on both male and female characters. Thus the 

performers would need to consider that in mind when acting, otherwise the animations 

would be too gender specific. Thus there is still room for bridging the gap between 

motion capture and keyframe animation. 

5.3 Expert	Analysis	

A question for consideration regarding animation production is: ‘why isn’t all 3D 

bipedal animation is done through motion capture rather than the painstaking process of 

keyframe animation, given that motion capture can significantly speed up the 

production process’. The previous section partly addresses this by confirming that the 

motion capture data still needs substantial offline post-processing. However, motion 

capture is also grounded in realism, and does not reflect exaggerated and more stylised 

animated performances. A given assumption is that motion capture actors cannot 

perform the same actions as stylised cartoon performances can, and thus the motion 

then needs to be enhanced through laborious keyframe enhancements layered on top of 

the motion capture. However, this does not necessarily solve the problem since motion 

capture data can be difficult for animators to work with. Moreover, the hybrid 

combination of both potentially negates the benefits of each.  

The goals of the ‘Cartoon Aerobics’ experiment presented in this section were threefold. 

The initial goal was to directly test whether or not humans can replicate cartoon motion 

when explicitly trying to mimic it. Secondly, we aimed to further examine the captured 
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data to pinpoint where potential enhancements were required if any, and what the nature 

of the enhancements should be. Thirdly, the motion capture data was required to form 

the initial dataset to test any automated enhancements on. 

It is also worth noting that the Cartoon Aerobics experiment presented in three studies 

below, received its name from the comments given by participants during pilot testing, 

due to the energetic nature of the cartoon actions they were asked to mimic. 

5.4 Study	1:	Cartoon	Aerobics	

This study examined whether real-world humans perceived themselves as able to 

accurately mimic specific cartoon motion. 

5.4.1 Method	

The following sections provide information on the methodology of the study, including 

detail regarding the participants, apparatus, design and procedures. 

5.4.1.1 Participants	

Thirty-four subjects (19 males, and 15 females), were recruited from the Queen Mary 

University of London postgraduate community.  All had fitness and mobility levels such 

that they were able to perform actions such as jump up and down three times, pause and 

repeat. Participants did not receive financial reimbursement, but were offered an 

opportunity to see their captured motion in skeletal form at the end of the session if 

interested. On average, participants reported watching animation moderately regularly: 

3 on a scale of 1 (never) to 5 (frequently). All participants were considered 

inexperienced in the field of character animation. 

5.4.1.2 Apparatus		

Participants viewed the stimulus on a 50” Panasonic Vera TV, whilst in a standing 

position approximately 2 metres from the screen as shown in Figure 5.8.  The DAC 

framework utilised a single Kinect v2 for the markerless motion capture of the 

participants. The Kinect was connected to a standard PC, with an NVIDIA GeForce 

GTX 770 graphics card.  
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Figure 5.8: Experimental Setup 

5.4.1.3 Design	

In this study, participants were asked to mimic five cartoon actions, whilst controlling a 

3D virtual character via markerless skeletal tracking. Participants were then asked to 

evaluate how well they perceived themselves to have mimicked each action. In a second 

related study, a panel of professional animators evaluated the resultant motion capture 

generated from this study (see Study 2). 

5.4.1.4 Stimuli		

Five cartoon actions were selected for subjects to mimic, from 2D Pink Panther (PP) 

clips19. The PP clips were selected, in part, due to the level the stylisation of the motion, 

poses and timing being cartoon-like in nature. Furthermore, each action was not 

extreme cartoon action obviously out of the range that a human being could potentially 

mimic (e.g. flying). As shown in Figure 5.1, the actions were a march on the spot, a 

flamboyant walk, an energetic jump, a two hand dance move (2HD), and a one hand 

dance (1HD) move with one arm going above the head. The actions were thus deemed 

within the realms of possibility for a human to attempt.  

                                                

19 http://tinyurl.com/pinkpantherclips  
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Figure 5.9: Cartoon Aerobics clips 

The 2D Pink Panther clips were also selected originally due to accessibility to a 3D Pink 

Panther character rig for the participants to avateer (as shown in Figure 5.3, and the 

lower left of Figure 5.10 ). Figure 5.12 illustrates pilot study participants view of re-

enacting the set of cartoon motions in the DAC.  

 

Figure 5.10: Cartoon Aerobics clips from the pilot study 

The Pink Panther character was used in a pilot study (as proposed in subsection 5.2.2) to 

test methodology and preliminary motion capture results. The pilot study was carried 

out to ascertain quality of the avateering, motion capture, and feasibility of humans 

copying the cartoon motion. The pilot study also informed the final experimental 

procedures. Six postgraduate student participants took part. Each mimicked cartoon 

actions as shown in DAC. Two main outcomes of the pilot study were that the initial 

motion capture settings needed improving, and that some aspects of the PP character 

were challenging to control. This was due to the oversized hands of the PP and 

protruding chin area that made the hands and head challenging to control. Parameters 

were thus adjusted in the DAC framework to improve the motion capture quality. The 

PP character was also replaced by a more human-like one, that deformed better, and 

was more easily controlled that the PP. It is worth noting that the Pink Panther 

presented the advantage of enabling the actors to be embodied as the same character as 

they were mimicking. However, the replacement Bat Girl character was found to be a 
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more suitable 3D model from a technical point of view i.e. had better proportions, and 

more flexible skeleton mesh which seemed to lend itself to better deformations in real-

time. Moreover, Bat Girl also has a cartoon styled appearance, and is more human-like.  

Thus, it was established that participants could potentially relate well to the character 

under the conditions of the study (i.e. the human-like cartoon styling would potentially 

elicit cartoon like behaviour in the participant controlling the character). 

The virtual world used for the study, was the Virtual Immersive Gallery of Art 

environment (see Chapter 4). This provided the character being avateered with an 

environment to inhabit. The interior assets, (paintings and sculptures), were removed 

from the gallery, to provide more space to navigate, and the walls were brightly textured 

to provide more of a cartoon colouring backdrop. 

5.4.1.5 Measurement	

Subjective ratings of performance were based on a self-rating Likert scale of  

1 (inaccurate) to 5 (accurate).  All subjective ratings were obtained via an online 

questionnaire, which provided clearly labelled radio buttons as shown in the example in 

Figure 5.11.  The example illustrates a representative set of questions that was repeated 

for each action. Additional questions were included to enquire about the easiest, and 

most difficult animation to mimic, plus perceptions of ease of controlling the character. 

 

 

Figure 5.11: Representative question from comprehensive actor questionnaire 
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The written instructions were ‘How inaccurate (1) or accurate (5) do you feel you 

replicated the MARCH’.  The instructions for the  more detailed follow up question, 

was ‘Please rate how accurately you felt you copied the following aspects of the 

MARCH from inaccurate (1) to accurate (5)’ followed by a list of the specified aspects: 

(arms  (not including hands), legs, hips, body, up and down motion, speed. In both 

questions cases, the word ‘MARCH’ was replaced with the appropriate cartoon action: 

march, walk, jump, both hands up dance, or one hand up dance. 

 

5.4.1.6 Procedure	

Upon arrival at the motion capture facility in the Multimedia and Vision Research 

Group of Queen Mary University of London, subjects were informed that they would be 

controlling a digital character naturally through their own body movements. They were 

instructed that they would have a practice session to learn to control the character, 

following which, they would be asked to mimic the 5 different cartoon actions listed 

above. Individual clips would be executed in a looping manner, one by one, as they 

mimicked the actions. A visual overview of all actions in an amalgamated single video 

clip, was also shown before starting the action part of the study. The purpose of the clip 

preview was twofold: to give extra time to consider how they would mimic the motions; 

and to confirm whether the participants felt physically able to attempt the actions. 

Participants were then shown an image of the character they would be avateering  

(Figure 5.12  middle). Further instructions were then given regarding controlling the 

character. Instructions included that the hands were more easily controlled if they made 

sure that the Kinect used for capturing in the DAC framework could see their thumbs. It 

was explained that this helped to orient tracked wrist joints. Participants were also 

instructed to be aware that the digital character they would control, had different 

proportions to themselves. In particular, subjects were made aware that the character 

had a large head, and that they should try to accommodate that in their moves by 

leaving arms wider apart than normal when raising arms above the head, for example.  
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Figure 5.12: Character options: Sam (left), Bat Girl textured (centre), Bat Girl greyscale (left) 

Participants were also informed that they would be provided with a questionnaire to fill 

in about the experience once they were done. During the experiment, participants were 

initially given two minutes to practice controlling the character, and verbally 

encouraged to move arms, legs, and walk around. Once users had completed the 

practice, each clip was played as a loop in turn within the DAC framework. As can be 

seen in illustrated in Figure 5.8 above and Figure 5.13 below, the DAC framework 

enabled the performers to mimic the actions whilst simultaneously viewing themselves 

as digital puppets, along with the tracked image of themselves. The motion data was 

recorded in real-time in Biovision hierarchical data (BVH) format [129], and processed 

offline in Autodesk’s MotionBuilder and Maya [131]. Figure 5.13 20  illustrates 

screenshots from a participant performing the 5 cartoon actions. The digital character 

was displayed on screen left, with a large view of the cartoon clip, and small image of 

themselves being tracked in screen right. Note that in  Figure 5.13 the tracking views in 

a), and b) are to scale, whereas c), d) and e) tracking inserts have been magnified for 

reference in this work. It should be noted that the tracking views were kept small to 

avoid distracting the participant, whilst giving the experimenter a quick visual indicator 

of whether or not the participant was in tracking range. 

 

                                                

20 Pink Panther background images from Pink Panther cartoons (DePatie-Freleb/United Artists) 
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Figure 5.13: Study in action. a), b) march & walk with tracking view to scale, c), d), e) jump, and 

dances with insets of magnified tracking view 
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Participants were reminded that they could watch the cartoon clip in motion, as many 

times as they want and then join in with mimicking the action whenever they were 

ready. They were then asked to stop performing the action and pause, and then repeat 

again when ready. This was to provide at least two clean takes: i.e. clean in the sense 

that the start and end of the performances where clearly defined. The motion capture 

cartoon mimicking sessions generally lasted approximately ten minutes, including the 

character control practice session at the beginning. 

 

5.4.2 Study	1	Results	

Results showed that participants found it easy to learn to puppet the virtual character, 

with the most frequent response giving a rating of 5, and the mean value of 4.53.  

As shown in Figure 5.14, when asked directly which was the easiest action to mimic, 

58.8% of participants considered it be the march. When asked directly which was the 

most difficult action, 47.1% of participants voted for the one arm dance move. 

Participants were also asked to rate their performances for each action on a scale of 1 

(inaccurate) to 5 (accurate). These ratings also confirm the perception of the march as 

the easiest action to perform, and the one hand up dance move as the most difficult, 

with the highest and lowest mean accuracy ratings of 4.176, and 2.941 respectively.  

As Figure 5.14 also shows, the majority of participants rated themselves at the high end 

of the perceived accuracy scale for the march, walk, and jump with 88.3%, 70.6%, 

61.8% rating themselves as 4 or higher respectively. The most frequently selected rating 

for this set of actions, was 4, with 55.9%, 50%, and 47.1% of participants providing 

these ratings respectively.  
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Figure 5.14: Summary of Results Cartoon Aerobics Study 1  
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Figure 5.15 summarizes the mean, and standard deviations of each overall action rating. 

The figures also indicate that participants rated themselves most accurate at mimicking 

the march, walk, and jump, and less accurate for the two dances. 

 

Figure 5.15: Study 1 Summary of Overall Accuracy Ratings 

Table 5.1 below shows the perceived most and least accurate aspect of each action. In 

the case of the march, the legs were rated the most accurate with a mean of 4.35, and 

the speed the least accurate with a mean of 3.47. Legs were also rated the most accurate 

for the walk with mean of 4.06, however the hips in the walk were considered the least 

accurate (3.56). The up and down motion was considered the most accurate aspect of 

the jump and 1HD with means of 3.88, and 3.65 respectively. The least accurate aspect 

of these actions varied however, with the arms considered as the least accurate aspect of 

the jump (3.35), and the hips the least accurate aspect of the 1HD (2.79). Hips were also 

considered the least accurate aspect of the 2HD move with mean of 2.88, and the speed 

the most accurate (3.65).  

MOST AND LEAST ACCURATE ASPECT PER ACTION 
  Most Accurate Least Accurate 

Action Mean SD Aspect Mean SD Aspect 
March 4.35 0.77 Legs 3.47 1.16 Speed 

Walk 4.06 0.81 Legs 3.56 1.02 Hips 
Jump 3.88 0.98 Up & down 3.35 1.30 Arms 

2HD 3.65 0.81 Speed 2.88 1.20 Hips 
1HD 3.65 0.85 Up & down 2.79 1.27 Hips 

Table 5.1: Most and Least Accurate Aspect Per Action 
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Table 5.2 provides a summary of the most and least accurate action per aspect. Thus in 

the case of the march was considered to have the most accurate arms (3.88), and the 

jump, the least (3.35). The march was also rated as having the most accurate legs, hips, 

body, and up and down motion, whereas the walk was considered to have the most 

accurate speed. The 2HD featured with the least accurate legs, hips, and up and down 

motion, whereas the 1HD was considered to have the least accurate body. 

MOST AND LEAST ACCURATE ACTION PER ASPECT 

  Most Accurate Least Accurate 
Aspect Mean SD Action Mean SD Action 

Arms 3.88 0.95 March 3.35 1.30 Jump 
Legs 4.35 0.77 March 3.18 1.14 2HD 
Hips 3.94 0.78 March 2.79 1.27 2HD 

Body 4.09 0.83 March 3.15 1.02 1HD 
Up/Down 4.00 0.98 March 3.62 0.92 2HD 

Speed 3.79 0.88 Walk 3.41 1.31 Jump 
Table 5.2: Most and Least Accurate Action Per Aspect 

It is also worth noting, that a significant outcome of Study 1 was the acquisition of 34 

sets of 5 actions BHV motion capture clips, i.e. 170 clips, plus an equal number of 170 

unprocessed (raw) additional takes. Note that the clips can thus be utilised in further 

studies, and were indeed used for Study 2.  

5.4.3 Study	1	Discussion	and	Conclusions	

All participants expressed verbal comments to the effect that they enjoyed trying to 

mimic the cartoon characters whilst avateering a cartoon-like digital character, and 

found the study fun to participate in. They also found the method of interacting easy and 

intuitive, as confirmed by the user ratings discussed above. As the results show, the 

majority of participants rated themselves highly accurate when mimicking the actions, 

although they found the dances the most challenging. It should be noted that the dances 

were on the spot, so did not require complex foot actions, but did require substantial 

speedy hip movement which the participants found challenging. Verbal comments, 

combined with investigator observations, established that participants found it 

challenging to position arms at the awkward angle that the cartoon jump required. They 

also found it particularly challenging to match the speed of the jump, which elicited 

light hearted comments to the effect that the experiment was like doing carton aerobics. 

The verbal comments and observations are also reflected in the results which show the 

dances featuring in the least accurate actions, for legs, hips, body and up and down 

motion. The jump features as the action that had least accurate speed and arms. 
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When considering the aspect per action, the statics reflect ratings of what the 

participants perceive was the most (or least) accurate aspect of performing a single 

cartoon action. For example, when considering just the march, the legs were considered 

the most accurate, and the speed the least accurate. We also examined the most and least 

accurate action based on each single investigated aspect. For example, when just 

considering the arms, the march was considered the most accurate, and the jump the 

least. Legs and up and down motion both tied for the most accurate aspect of the 

actions. Both factors identified in two actions each: participants perceived their legs as 

the most accurate aspect of the march and the walk, and the up and down motion the 

most accurate in the jump and 1HD. Hips featured as the least accurate aspect of trying 

to mimic the walk, 2HD, and 1HD. 

The principle investigator observed (without comment to participants), that many 

missed important facets of the requested motions. For example, many did not raise their 

arms in front of them for the flamboyant walk, despite that being an obvious part of the 

action. It seemed apparent to the investigator that the users were distracted by the fun 

and novel installation. Furthermore, many expressed slight (but good humoured) 

embarrassment at being requested to perform the cartoon motion Observe that the term 

‘challenging’ was used in the above discussion, however the term is subjective. The 

ratings show that participants perceived themselves to be quite accurate to highly 

accurate in mimicking the actions. We propose that the term ‘challenging’ in this sense, 

refers to actions participants felt were more difficult than others, yet still achievable. It 

also possible that the perception of accurate reproduction of the actions was in part 

influenced by participants moving in a way that was out of their comfort zone, and in a 

humorous manner. This could have lead them to believe that they were performing in a 

manner that was beyond reality i.e. cartoon-like. Such factors could warrant further 

exploration. 

An important outcome of the study was to establish that the captured motion was 

motion that the participants perceived was achievable to mimic. The question of 

whether they were correct in their perceived accuracy is addressed in the next study. 
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5.5 Study	2:	Expert	Knowledge	Feedback	

In this study, expert animators rated the animated performances of human-participants 

who had specifically mimicked cartoon actions in study 1. The character is illustrated in 

Figure 5.16 overleaf. 

5.5.1 Method	

The methodology including the participant, design, stimuli, measurements and 

procedures are discussed in the following sections. 

5.5.1.1 Participants	and	Design	

Eight expert participants were recruited from the animation community. Each expert is a 

professional character animator with 3 or more years of experience on average, gained 

from studios such as Disney, Sony, Weta, MPC, and Framestore.  

In this study experts were asked to evaluate motion capture clips on a simple bipedal 

character, captured from participants specifically mimicking cartoon animation from 

study 1.  

5.5.1.2 Stimuli	

A set of 170 motion capture takes obtained from Study 1, (34 participants x 5 actions 

each), were processed offline in MotionBuilder (MB) and Maya. The captured BVH 

skeletons were initially imported into MB for characterization, and take selection. 

Characterization maps the joints of the BVH skeleton to a standardised skeletal 

framework in MotionBuilder that the HIK human animation rig in both MB and Maya 

can understand. A simple neutral character (shown in Figure 5.16), without hands or 

facial features was selected to accommodate the motion. This was to avoid biasing the 

results based on expectations of cartoon-like motion due to the inherent cartoon styling 

of a character such as Bat Girl used for capturing. This is because cartoon-like 

characters can elicit results such that people think the motion is cartoon-like simply due 

to the cartoon styling of the character rather than the motion itself. The selected 

character was deemed less cartoon-like than the bat girl character by a panel of three 

animators. Furthermore, the DAC framework does not currently capture eye and facial 

movements. It is interesting to note that this was not noticed by any of the 34 

participants in study 1 due to distractions from the novel interactive experience. 

However, when viewing the motion as a passive audience, it was felt that the obvious 

lack of facial animation could be distracting. 
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Three virtual cameras were created in Maya: one for the march actions, one for each set 

of walks, and one for the jumps and dances. This was to provide a standardised view for 

all clips. The front view camera angles selected were similar to the view that 

participants saw themselves at on the large TV screen when avateering. Figure 5.16 

shows a set of selected frames from each cartoon action take from two different 

participants (top and bottom). The representative frames were selected from the march, 

walk, jump and dances respectively. Participants were also provided with the 5 original 

Pink Panther clips as presented in subsection 5.4.1.4. 

 

Figure 5.16: Example frames from clips 

5.5.1.3 Measurement	

Subjective ratings of performance were based on a self-rating Likert scale of  

1 (inaccurate) to 5 (accurate) with the same question structure as detailed in subsection 

5.4.1.5, detailed further below. 

5.5.1.4 Procedure	

Eight character animators were asked to review the Pink Panther clips and consider the 

main facets of the cartoon stylisation from a professional point of view, such as pose, 
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timing, expressiveness and any other facets of cartoon stylisation that they would be 

aware of. These would include the 12 basic principles of animation itnroduced in 

Chapter 2 (See Subsection 2.1). They were then instructed to review each participants’ 

clips in turn, and rate on a scale of 1 to 5 how inaccurately (1) or accurately (5) the clips 

reflect the cartoon style of the originals (i.e. the pink panther clips). They were 

specifically asked, via an online questionnaire, to rate the clip as a whole, and then rate 

separate facets, including the arms, legs, hips, body, up and down motion, and speed to 

further pinpoint any strengths or weaknesses. The animators were instructed that a 

rating of 1, would imply significant improvements are needed in the animation, whereas 

as 5 (accurate) would indicate little (or no) improvements are required. Experts also had 

the option to review the Pink Panther clips as many times as required during the ratings, 

to refresh their memories at any point.  

 

5.5.2 Study	2	Results	

The 1HD action was considered the most accurate with mean value of 2.94 as Figure 

5.17 shows, with all other actions of similar accuracy of in the range of 1.82 to 2.06. 

 

Figure 5.17: Study 2 Summary of Overall Accuracy Ratings 

When considering the mean, the 1HD was also rated most accurate, with the walk as the 

least accurate as Table 5.3 shows. However, it should be noted that according to the 

median the march, walk, jump and 2HD were equally inaccurate (median rating of 2).  
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OVERALL 
Action MEAN (M) STD DEV (SD) MEDIAN MODE 
March 1.82 0.80 2 1 
Walk 1.68 0.73 2 1 
Jump 2.06 0.81 2 2 
2HD 1.82 0.80 2 1 
1HD 2.94 1.13 3 2 

Table 5.3: Most and Least Accurate Aspect Per Action 

The legs were considered as the most accurate aspect of the march, whereas in the cases 

of the walk, and both dances the arms were as shown in Table 5.4. When considering 

the jump, the up and down action was rated as most accurate. This is opposite to the 

march, where the up and down action was rated as least accurate. The legs in the walk 

and jump were rated least accurate, whereas it was the hips in both dance moves. 

MOST AND LEAST ACCURATE ASPECT PER ACTION 
  Most Accurate Least Accurate 
Action Mean SD Aspect Mean SD Aspect 
March 2.15 1.02 Legs 1.59 0.74 Up & down 

Walk 1.94 0.95 Arms 1.53 0.66 Legs 
Jump 2.24 0.89 Up & down 1.76 0.82 Legs 

2HD 2.29 0.94 Arms 1.59 0.74 Hips 
1HD 1.85 1.02 Arms 1.21 0.48 Hips 

Table 5.4: Most and Least Accurate Aspect Per Action 

Table 5.5 compares the most and least accurate action per aspect. Thus, overall the arms 

in the 2HD were rated as the most accurate arms out of all the cartoon actions.  The 

jump was the action with the overall most accurate hips, body, up and down motion and 

speed, with the march having the most accurate legs. The 1HD was rated with the least 

accurate arms, hips, body, up and down motion, and speed. The walk had the least 

accurate legs. 

MOST AND LEAST ACCURATE ACTION PER ASPECT 
  Most Accurate Least Accurate 

Aspect Mean SD Action Mean SD Action 
Arms 2.29 0.94 2HD 1.85 1.02 1HD 
Legs 2.15 1.02 March 1.53 0.66 Walk 
Hips 2.06 0.95 Jump 1.21 0.48 1HD 

Body 1.94 0.81 Jump 1.29 0.52 1HD 
Up/Down 2.24 0.89 Jump 1.50 0.66 1HD 

Speed 2.06 0.89 Jump 1.59 0.78 1HD 
Table 5.5: Most and Least Accurate Action Per Aspect 
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Assets	and	Dataset		

It is also worth noting that a planned outcome of study 1 and 2, was the creation of a 

dataset of motion capture takes. Thus study 1 produced over 300 raw motion capture 

takes. In study 2, a set of 5 takes per participant (one per cartoon action), resulting in 

170 total takes were processed and retargeted to the simplistic neutral character offline 

in MotionBuilder.  

5.5.3 Study	2	Discussion	and	Conclusions	

Figure 5.18 illustrates some key points that the animators aimed to identify as they 

examined the clips. As an example of the nature of the expert analysis. Figure 5.18 

illustrates key differences between poses in an example set of frames from the motion 

captured clips retargeted onto the neutral character. In the march, it is clear that the 

body pose is not as extreme as the Pink Panther (PP). In particular the back is not as 

arched, and the arms are not as extreme pushed back. Similarly in the walk, the angle 

and arch of the back is not apparent, plus the extreme angles of the knees and hips. In 

the jump, the overall pose is similar but arms, legs, body and head angles and positions 

are much more exaggerated in the PP cartoon action. In the remaining dance clips, both 

suffer from a lack of arched back, and exaggerated hip pose. Furthermore the 

biomechanically unfeasible of the IHD move (with leg sustaining the weight on the 

implausible opposite side in the PP cartoon action).  

 

Figure 5.18: Example of Extreme poses 

However, the above illustration and discussion focused on key poses rather than the 

motion as a whole. The experts also considered the dynamic flow of action. In most 

cases they found that the legs and hips were the least accurate aspect of the motion 

captured performances (in the walk, jump and dances), with the arms predominately the 

most accurate (in the walk and dances). The jump came across as being the most 

accurate recreation, with the IHD as the most inaccurate. The expert feedback through 

ratings, and comments as a whole, were that more athletic, and outgoing performers 
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may re-enact the actions more accurately, however, the nature of the movements, timing 

and posing indicate that even so, the motion is likely to need further enhancements in 

the areas as mentioned 

The results showed that experts appeared to rate the resultant motion clips differently to 

the participants. This hypothesis is examined more fully in Study 3. 

5.6 Study	3:	Experts	versus	Naïve	Ratings	

Statistical comparisons were made between the results of Study 1 and the results of 

Study 2, to establish whether a correspondence exists between the expert ratings of the 

re-enacted motion captured cartoon action, and the naïve participants’ self-ratings. The 

Mann-Whitney U (MWU) test was used in a between-groups comparison for the overall 

results of each action: march, walk, jump, two hand dance (2HD), one hand dance 

(1HD). The MWU test is a nonparametric test of the null hypothesis that there is no 

difference between samples i.e. that they come from the same source. A Bonferroni 

correction was also applied to counteract biases for multiple comparisons by raising the 

bar for significance level for each individual hypothesis, as the table below shows   

Mann Whitney U Test Comparing Study 1 & 2 Overall Results 
Overall MARCH 

     Mean Ranks for 
      Sample A Sample B UA = 26 

 
 P(1)  P(2) 

50.7 18.3 z = 6.76 
 

<.0001 <.0001 
Overall WALK 

     Mean Ranks for 
      Sample A Sample B UA = 66.5 

 
 P(1)  P(2) 

49.5 19.5 z = 6.27 
 

<.0001 <.0001 
Overall JUMP 

     Mean Ranks for 
      Sample A Sample B UA = 163.5 

 
 P(1)  P(2) 

46.7 22.3 z = 5.08 
 

<.0001 <.0001 
Overall 2HD 

     Mean Ranks for 
      Sample A Sample B UA = 188 

 
 P(1)  P(2) 

46 23 z = 4.78 
 

<.0001 <.0001 
Overall 1HD 

     Mean Ranks for 
      Sample A Sample B UA = 165 

 
 P(1)  P(2) 

46.6 22.4 z = 5.06 
 

<.0001 <.0001 
Table 5.6: Mann Whitney U Test Comparing Study 1 & 2 Overall Results 
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When comparing 5 actions the critical value P is divided by 5 i.e. P<0.05/5=P<0.01. As 

the table above shows, all P values (<.0001) indicate significance. A Mann-Whitney test 

indicated that accuracy of performance was greater for self-rating naïve participants 

than for expert ratings as the results in Table 5.6 shows. All comparisons of data thus 

proved significant, showing that participants rated themselves significantly higher than 

the animators did. This is partially explained by the fact that animators are experts with 

highly trained eyes and experienced to spot inaccuracies. However, whilst it is tempting 

to assume that this means that the performances were not adequate, it is important to 

note that more factors come into play when viewing the animation on a virtual 

character. Retargetting and motion capture errors can influence the results as can the 

motion capture quality itself. Feedback from the animator panel was that performances 

could be enhanced by using a comedic actor, or mime more used to cartoon motion. 

Nevertheless, it was felt that aspects such as the timing, and exaggerated poses, and hip 

action were particular aspects that could not be replicated by any human being. 

Upon analysing the resultant motion captured animations in conjunction with the screen 

captures of the performers, it was established that the main shortcomings in the motion 

capture performances reflected the difficulties that the actors had in mimicking the 

cartoon animation. In particular, the actors could not match extreme poses, speed of 

actions, and exaggerated overlapping motion.  

Our findings show that despite participants perceiving that they could accurately mimic 

specific cartoon actions, experts disagreed, and established further improvements were 

needed. Such improvements included exaggerating body motion, posing and timings.   

5.7 A	 Computational	 Model	 for	 Enhancing	 Motion	 Through	 Parametric	

Optimisation	

The need for enhanced motion for enlivened performances was clearly established 

based on the results of the Cartoon Aerobics studies introduced in the previous sections. 

In this section, the specific motion curves generated by the motion captured data of 

people mimicking cartoon actions, and corresponding keyframe-enhanced versions are 

analysed. The visual analysis of the characters provide subjective (but expert based 

input. However, through the provision of keyframe enhanced versions of the same 

character action, objective comparisons can be made of the actual values of the motion 

curves for each DOF per joint over time.  
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5.7.1 Motion	Curve	Analysis	

In the next stage of the analysis, a professional animator with over 10 years of industry 

experience was asked to spend approximately 4-6 hours exaggerating the motion 

captured performances. Specifically, an animator provided a concrete practical example 

of enhanced motion for a jump clip as a pilot study. Another professional animator 

enhanced a set of 10 further clips, to form the basis of a comprehensive analysis. These 

clips comprised two sets of the 5 cartoon actions, (march, walk, jump and two dances). 

The animators were asked to use the minimum amount of intervention to exaggerate the 

motion. More specifically, they were asked to work with the existing motion, but 

exaggerated it to aim to achieve a style more in keeping with the cartoon stylisation. 

The instructions for minimum intervention were requested to ensure that the motion was 

enhanced, rather than completely keyframed from scratch. The enhancements were thus 

achieved via layering keyframe animation over the motion capture animation. The goal 

was to better reflect the style of the cartoon clips, providing a concrete examples set of 

exaggerated motion curves to compare to the originals. Figure 5.19 (overleaf) shows a 

selected frame from each action, with the original cartoon reference on the far left, a 

participant’s equivalent frame in the middle, and an animator enhanced character for the 

equivalent frame on the far right. 

It should be noted that the examples in Figure 5.19 are static examples, lacking in the 

dynamic aspects of the animation that reflect important influencing factors such as 

timing and speed. However, similar to the discussion in subsection 5.5.3 the images can 

be used to illustrate key differences between the keyframe enhanced version, and the 

original motion capture performance. The most apparent difference in this example set, 

shows the exaggeration of the walking motion, with arms, legs, and back set to a more 

extreme pose that more clearly denotes an energetic walk (even in a static picture). 
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Figure 5.19: Original (left) versus raw mocap versions (middle), animator enhanced (far right) 
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The proposed parametric motion curve optimisation solution thus seeks to automate the 

process of generating such enhancements.  One goal of the curves from the keyframe 

enhanced versions, was to establish a ground truth of motion curve parameters to target 

during the semi-automatic application of the enhancement stage. Figure 5.20 illustrates 

an overview of an example set of motion curves for analysis. Figure 5.20 (left) shows a 

selection of curves from a motion captured jump, whereas Figure 5.20 (right)  shows the 

corresponding keyframe enhanced set. Similar patterns are visible, however the 

keyframe enhanced set has been simplified, streamlined and enhanced. A more detailed 

analysis occurred on a curve by curve basis. 

  

Figure 5.20: Motion curve examples: curves from raw motion captured jump (left),  curves from 

the same jump keyframe enhanced (right) 

The animator reported that fundamental differences between the mocap animation, and 

the keyframe enhanced animation, was reflected in the consistent need to exaggerate 

motion on the main joints of the body, including the hips, and the spine in particular, but 

also the neck and shoulder joints.  

As an example analysis conducted for the pilot study, Figure 5.21 shows the changes 

reflected in the values of the motion curves from the hip y translation (y axis) of the 

cartoon jump over time in frames (x axis). The red curve represents the original mocap 

curve (O), and more pronounced green line, the keyframe enhanced jump (K). The 

parametric optimized solution (P) is discussed in the next section. 
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Figure 5.21: Comparison of Mocap, Keyframe Enhanced and Parametric Motion Optimised 

Signals 

5.7.2 Parametric	Motion	Optimization	

The captured motion data is comprised of a combination of separate motion curves 

treated as motion signals for each degree of freedom (DOF) in the joints of an 

articulated character. This includes signals for combinations of x, y	, z  translations and 

x, y	, z rotations depending on the type of joint selected.  More specifically the root joint 

that is responsible for translating the position of the whole character, usually offers 6 

DOF (translation of 𝑥, 𝑦, 𝑧,  and rotation of 𝑥, 𝑦. 𝑧 ). The remaining skeletal joints 

commonly provide 1-3 DOF (rotations of 𝑥, 𝑦, 𝑧) depending on the nature of the joint.  

The combination of the values (𝑦 axis on Figure 5.21), for the motion signals from each 

DOF from each joint, defines the overall motion and pose of the character over time 

(the x axis, listed as frames on Figure 5). Based on our findings, our proposed method 

of automated exaggeration (AE) aims, therefore, to exaggerate the most influential 

motion capture signals via parametric motion optimization of selected degrees of 

freedom (DOF) of selected skeletal joints.  The aim is for the overall motion of the 

character to in turn be exaggerated to be more in keeping with cartoon stylisation.  

To illustrate the effectiveness of the proposed parametric motion optimization method, 

we use the keyframe enhanced curves as a visual guide. In the sequence, we use the y 

translation (up and down) action of the hip of the cartoon jump as a representative 

example as shown in Figure 5.21. It is worth noting, however, that the proposed 

automated exaggeration can also be applied to any and all DOF on any or all joints.  
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 The first step of the parametric motion optimization is to smooth the original motion 

captured curve O, (as shown in Figure 4 below), to remove anomalies in the capture. 

For this, we use a Gaussian filter to generate a smoothed curve S. We also ensure that 

the central excitatory region of the filter kernel is reasonably small to avoid over 

smoothing and loss of relevant feature in the original curve.  A zero-shift is then 

performed on the vertical access of S, by subtracting the mean value of S to generate Z. 

By setting the 0-axis of the vertical component in the graph to coincide with Z, we are 

just shifting the points so that we have positive and negative y-values in the discrete 

coordinates. This step enables suitable curve deformation by a single parameter as 

outlined next.  

The local maxima MP = (XP, Yi), minima mP = (xP, yi), and zero-crossings zP,	for i =

1,… , n of the smoothed curve are estimated.We then scale the Y and y components of 

M	and m	by multiplying them by a suitable parameter λ. That is, we produce a set M 

and m of coordinate values in which Y = 	λY	and y = 	λy. Observe that λ is the vertical 

stretching factor defined by the animators according to the degree of exaggeration they 

are aiming for, i.e. the amount of desired stretching in the target curve. Note that λ is 

custom set by the animator according to each animation curve requirements. 

The next step is to rebuild the intermediate results into the final parametric motion 

optimized curve P, by producing a smooth interpolation curve using M  and m  (see 

Figure 4 in the Results chapter below). Although a variety of interpolations are 

available, we found that piece-wise spline interpolation delivers consistent results due to 

their properties of being able to adapt to different discrete curve constellations. 

Lagrange polynomial interpolation also produced good results in some cases, however 

splines performed better throughout all cases. The final continuous polynomials enable 

us to estimate the final discrete values of the vertical component in all the horizontal 

sampling positions of the original curve. This is in turn the target motion curve, which 

can be used to drive the characters “exaggerated” animation. 

5.8 Results	

Extensive testing was conducted via parametric motion optimization of selected DOF 

joints throughout the motion capture sequences. Implementation and texting included 

the primary influential degrees of freedom including the horizontal and vertical 

translation of the hip (ty), forward and back rotation of hip, spine and neck (rz), and 
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rotations of the shoulders (rz). Figure 5.22 shows the results of the signal approximation 

with regards to the ty of the hip during the cartoon jump.  

 

 

Figure 5.22: Motion Curves compared (copy) 

 

The results show that the parametric motion optimized method (P) approximated the 

keyframe enhanced signals (K), with some slight offsets where the keyframe animator 

had individually tailored the actions. It is worth noting that the goal was not to exactly 

replicate the keyframe enhanced signals, but more generally replicate the most 

significant factors of increasing peaks and troughs, via the user defined scaling factor. 

Therefore the ultimate test was to play back the parametric motion optimized 

animations to ascertain whether or not they approached the level of cartoon stylisation 

that the animator was aiming for. Figure 5.23 therefore, shows a sample of comparisons 

between a frame of the jump animation. Figure 5.23 a) shows the motion capture peak 

of the jump, compared to the keyframe enhanced, and parametric motion optimized 

versions in b) and c) respectively. Observe that b) and c) are similar in height and pose, 

only varying primarily in slight head angle offset. 
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Figure 5.23: Raw mocap jump (a),  keyframe enhanced (b), parametric motion optimization (c) 

The results showed that the proposed parametric motion optimization altered the 

selected joint positions, and orientation to exaggerate overall poses and positions of the 

character. Furthermore, velocity was also impacted through increasing the acceleration 

between movements by steeping the curves without also increasing the time taken for 

the actions.  

As confirmed by a panel of animators, such variations in velocity enlivened the 

animations and provided a significantly improved sense of weight and mass. The 

combination thus provided more cartoon-like liveliness without the need to manually 

apply keyframe animation. More specifically, the solution was judged by the animators 

to be approximately the same quality level of approximately 6 hours of their time 

enhancing the motion manually through keyframe methods.  

5.9 Discussion	

The parametric optimisation methodology, approaches the problem of enhancing 

motion signals, essentially through exaggerating the peaks and valleys in an undulating 

curve: peaks will increase in value and be higher, whilst valleys will decrease in value 

and thus become lower, or to increase the height of an arc as shown in Figure 5.24 (b). 

This type of motion curve is particularly prevalent in natural motion, including many of 

the movements made by humans. For instance, the motion curves introduced in Figure 

5.20, (with an example of a hip translation movement in a jump in Figure 5.22 (red)), all 

show the peaks and valley patterns apparent in human motion. However, the patterns 

will vary in degree of steepness of the lines according to the action involved, and the 

primary joints included, and whether the joint is rotating, or translating, or both. For 
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instance, consider a seated person reaching for a cup of tea. The hip action, may not 

move much at all as the person remains seated, but the lower and upper back might 

bend (rotate) forward, and the arm swing forward to reach the cup. Thus the primary 

joints of influence will be the rotation of spine, and shoulder. 

The degree of inclination in the lines of the motion curves, between the peaks and 

values, reflects the acceleration as values change over time, as discussed in Section 

2.2.1. Thus when the parametric optimisation, increases the values of the peaks, and 

valleys, it also has the effect of making the lines between  steeper. Thus acceleration is 

exaggerated, and along with it slow ins, and slow outs are reduced i.e. (made faster). 

This coupled with the increase in the value of the peaks and valleys, means that a hip in 

a jump (for example), will jump higher, and land lower, all within the original 

timeframe; an arm will swing out more extremely, and feet will raise off the ground 

quicker, and reach higher heights, and land more suddenly, all giving an exaggerated 

sense of acceleration, and height, coupled with a greater sense of weight.   

Although effective, the current implementation of the parametric optimisation solution 

is not a once size fits all solution, in the sense that a universal multiplier (λ ), cannot be 

applied to all joints in the body at once. Revisiting the ‘reaching for a cup of tea’ 

example cited earlier, the upper back might need to be exaggerated more than the lower 

back (or vice versa), the forward rotation of the arm even more so, but the sideways 

rotation not at all. It is therefore up to the animator to decide the value of λ and which 

DoF to apply to it for each joint according to the action, and the style he or she is 

aiming for. Furthermore, consideration has to be taken to constrain the motion in certain 

cases, so a foot landing from a jump (for instance), does not penetrate the floor, or a 

head does not rotate backwards (if that is not what is intended). A final limitation to 

consider, is that undulating motion of is not always wanted, as illustrated in Figure 5.24 

and explained below. 

 

Figure 5.24 
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An example of motion that the parametric optimisation is limited in serving is presented 

in Figure 5.24 (a). In this case, as an example, the animator may prefer a foot moving 

off of the floor with a slow out, and slow in to the peak of its arch (as shown in the 

initial arching curve segment of the left of Figure 5.24 (a), then accelerating down 

abruptly as the foot plants to the ground in a walk (as shown in the steep linear curve 

segment on the right of Figure 5.24 (a)). The limitation occurs, because parametric 

optimisation, would provide a motion more similar to  Figure 5.24 (b), where the peak 

of the curve arches, and provides a slow out of the motion, unlike in Figure 5.24 (a), 

where there is a sudden, and abrupt change in direction. There is however, potential for 

future work (outside of the scope of the thesis), to address such issues, as proposed, in 

Section 7.2.  

5.10 Effectiveness	

In its current state the parametric optimisation, nevertheless, provides a fast and 

efficient method of exaggerating much of the motion required by virtual human 

characters. Observe that, although the algorithm itself is swift and almost 

instantaneously effective, the animator is nevertheless required to make an artistic 

choices as to which joints and DoF to apply it to, plus the corresponding value of  the 

multiplier (λ ), as proposed earlier. Thus it is estimated that in its current form, allowing 

for approximately two hours of the animator’s time to make initial assessments, and 

applications, it has the potential of saving four hours of animation time (based on 

animators’ feedback that the quality was approximately the same as six hours of their 

time as proposed in Section 6.8).  
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5.11 Conclusions		

This chapter introduced additional proposed innovations for inclusion in the 

computational model, as visualised in Figure 5.25 (overleaf). The Kinect v2 was used as 

input stimuli for the Digital Avateering Capture (DAC) Framework which provided 

motion control modules for users to avateer digital characters through markerless 

skeletal tracking. The skeletal stream data from the Kinect, was mapped directly to the 

digital character using the Unity real-time game engine. DAC thus enabled mimicking 

of cartoon motion by providing a method to view the motion on screen whilst 

avateering a digital cartoon-like character. This provided novel opportunities for 

collaborative social experimentation with virtual characters in shared spaces, and also 

the foundation for systematically analysing the key differences between motion capture 

data and cartoon style animation, (even when the motion originates from that intended 

to be cartoon actions). 

Motion was therefore captured through the DAC framework, and analysed in a series of 

studies targeted at analysing the motion to identify any shortcomings between cartoon-

mimicked capture and keyframe enhanced exaggerated motion. The presented motion 

analysis studies contribute towards cementing current assumptions in the literature: that 

motion capture data lacks exaggeration for cartoon styled animation 

It was thus confirmed through experiment, that actors lack the capacity to perform some 

extreme cartoon actions. Specific factors that could be enhanced in the resultant motion 

capture were identified through expert feedback. In the culmination of this work, a 

proposed solution is then presented to enhance motion capture data.  

The solution is based on parametric motion curve optimization that achieves rapid-semi-

automatic production of 3D animation, enabling the creativity of human artistic 

expression. We show that the filter can successfully enhance motion capture data to 

enliven it for cartoon stylisation.  

Furthermore, study results indicate that the proposed solution provides similar 

results in minutes, compared to equivalent quality that  keyframe animator can in 

6 hours. The key gains, are thus both economical in nature, with the potential cost 

savings due to reduced animation time, and artistic in the sense that the animators’ 

time is freed to apply their skills to channel their skills to more challenging, and 

rewarding areas (such as facial expressions for example). 
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Figure 5.25: Computational Model for Motion Enhancement 
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6 INTELLIGENT	ANIMATION	SEQUENCING		

The objective of the computational model in this chapter, is to propose intelligent 

reasoning for validation of temporal sequencing of animation assets using a 

structured knowledge model.  

The research investigates the representation of complex animation information in a 

domain specific model for universal adaptation. The motivation behind the 

contributions in this section, derive from challenges encountered in developing the 

Avatar and Autonomous Agent Framework to provide animation support for the 

associated real-world interdisciplinary teams that build virtual worlds (as proposed in 

Chapter 4). 

Proposed main contributions include: 

• The  novel expert domain ontology, Temporal Orchestration of Animation 

Sequences (TOAnimate, or TOA), which is aimed at supporting validation for 

logical correspondence between the related entities. The knowledge model builds 

on deductive reasoning for the validation of constructed automated sequences.   

o TOA provides logical correspondence between animation entities.  

o Utilisation of deductive reasoning for the validation of sequences. 

o Serialisation of objects using the rdf:Seq class of RDF21 ‘Sequence’ containers 

for the ordering of animation clips within a sequence. OWL diffusions of 

ontologies rely on open world assumptions for knowledge engineering, and there 

are few examples of ordering the information.   

• Intelligent reasoning for validating temporal sequencing of animation assets using a 

structured knowledge model.  

The methodology utilises a six stage iterative process of: defining scope, information 

gathering, initial structuring, formalization, implementation, and validation using a 

custom reasoner. Results show that the validation process verifies the accuracy of the 

animation sequences produced from the system. Accuracy refers to a biomechanically 

valid ordered set as proposed in further detail below.  

                                                

21 Resource Description Framework 
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6.1 Introduction	

The heterogeneous nature of interdisciplinary research requires good communication 

flows between various experts in differing fields. Ontologies can assist with this process 

by establishing a disambiguated environment for a particular domain [132]. Ontologies 

provide a means of reducing ambiguities in knowledge exchange and clarifying 

information structures within a given domain. This is achieved through formalising 

terminology, associations and semantic structures. Ontologies have become more 

prominent during recent years in association with the abundant growth of data available 

on the World Wide Web, but have expanded beyond. Ontologies have now been 

devised for knowledge management and intelligent retrieval from the web, in addition 

to knowledge engineering and representation in various domains, along with natural-

language processing in artificial intelligence [133, 134]. For example, the domain of 

computer vision has also increasingly embraced innovative ontologies for semantic 

retrieval and reasoning. Ontologies [135] applied to computer vision related domains, 

can facilitate linking the visual analysis with the specific domain semantic knowledge 

for identifying   the number and nature of objects in a scene, and even how they are 

interacting [134, 135]. This enables the events to be extracted from the data based on 

their definitions in the ontology [136]. Chandramouli et al., (2016) for example, propose 

an extensive ontology framework for representing complex semantic events for 

surveillance systems [135]. 

Ontology in general, has been described as the theory of classification of distinct objects 

along with their relationships, dependencies and properties [137]. More specifically, 

ontologies formulate and model relationships between concepts in a given domain 

[138]. Gruber defined ontologies as formal, explicit specifications of shared 

conceptualisations [139]. Within computer science the term ‘formal’ refers to modelling 

the knowledge to strike a balance between natural human-understandable language, and 

precise machine readable code: i.e. it must be coherent to both. Such knowledge 

representations require concepts to be explicitly defined in concrete form using a 

shared, agreed-upon vocabulary. A precise semantic structure includes the types, 

properties and interrelationships of those entities within a given context.  

It is proposed in this thesis, that sematic modelling has advantageous applications for 

animation planning and sequencing.  This is particularly true in the context of large, 

distributed systems developing individual cutting-edge components dealing with 
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animation systems that need to be integrated into a unified architecture [132]. We 

propose that this is also true of heterogeneous interdisciplinary projects that necessitate 

sharing expert animation knowledge across non-expert spaces.  

As proposed in Chapter 4, real-time animation systems, such as AAAF, commonly 

require a dataset of short reusable animation clips which can be ordered into longer 

biomechanically valid sequences that can convey the behaviours, actions, emotions and 

locomotion of agents and avatars within the system. Examples of animation datasets are 

presented in Chapter 3, and Chapter 4. Chapter 3 used sequencing combinations of only 

4 animation clips to elicit the appearance of a responsive avatar capable of standing and 

sitting in recognition of user approach or retreat. Chapter 4 very substantially added to 

the dataset through the introduction of 100 short animation clips which could be 

combined in a wide variety of ways to elicit engagement with responsive avatars and 

agents in collaborative virtual worlds. It may be obvious for animators and expert 

animation system programmers to string together the animation clips in a 

biomechanically valid and plausible sequence. However, for collaborative virtual 

worlds populated with autonomous agents and user embodied avatars, formalising the 

logical relationships between functional characteristics of an avatar/animation agent is 

vital for establishing a coherent system.  

Complications are introduced when designing for real-time collaborative cutting-edge 

virtual worlds. The functional characteristics of the animation agents/avatars are 

achieved through the use of disparate and varied technologies ranging from computer 

vision, networking, sound engineering, computer graphics, and artificial intelligence, 

and cognitive science [6, 7, 11, 26]. The integration of the comprehensive animation 

framework includes in itself these varied technologies and therefore annotation of these 

technologies with precise and disambiguated vocabularies is vital for seamless creation 

of autonomous agents that is capable of expressing realistic animation effects. 

The fundamental challenge of an animation sequence lies in the fact, that the different 

assets need to be ordered to create a believable effect: i.e. a sequence that is 

biomechanically valid. Therefore, sequencing animation requires an understanding of 

key properties of the animations, along with rules for ordering the animations as they 

execute. Chapter 4 introduced guidelines for animation sequencing in the context of the 

Avatar and Autonomous Agent Framework (AAAF). The guidelines were written as 

annotated text file instructions containing recommended use for types of animation clips 

based on BML examples (an extract is provided in Appendix C). In the knowledge 
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expression, the BML vocabulary is represented using XML containers which formed 

the data interchange format. While the XML data representation provides a semi-

structured representation of knowledge the semantics of the vocabulary are not 

sufficiently enforced for temporal reasoning. Therefore, the use of RDF/OWL 

technology that enforces the semantics of the vocabulary is considered more suitable for 

BML terminology representation.  

A simple transformation of BML vocabulary is not sufficient to capture the wider 

semantics required for creating an avatar and autonomous animation framework. For 

example, BML offers support to represent information about the nature of the animation 

command, such as whether it is a locomotion, or gesture.   However, the representation 

of sequence constraints in a human friendly and machine readable form is not possible. 

We there propose that formalised knowledge representation for such animation 

sequences through development of an expert domain ontology, would clarify rules for 

sequencing.  This in turn would facilitate automating the process of animation sequence 

planning, and exchanging knowledge across different levels of expertise. Furthermore, 

as the dataset of animation clips increases in number, variety and complexity in any 

system, we propose that even animation experts could potentially benefit from a 

semantic reasoning model to assist in the sequence planning stages. 

It is also worth noting that the AAAF use case is not unique in its need for ontological 

support. Semantic tagging has been applied within collaborative environments for 

organisation of resources for example [140]. Semantic modelling approaches have also 

been used in multimedia domains, however tend to focus on image and video analysis, 

and retrieval rather than animated assets [141, 142].  Ontologies have also been 

introduced for virtual humans and for understanding movement. For example, Hartholt 

et al., (2008) proposed using an ontology in a natural language oriented virtual human 

architecture [132]. The proposed ontology was aimed towards improved flexibility, and 

communication between modules developed as a complex distributed virtual human 

architecture. Support for animation simulation was provided in the form of consistent 

and clear terminology, however, direct support for animation sequencing is not 

apparent. Chang (2005) proposed using ontologies to represent elements of virtual 

environments with dynamically produced interconnected concepts [143]. The 

knowledge-based framework enables agents to reason about the world through 

inference. Ontologies have also been used to facilitate understanding of human 

movement. Saad et al., developed an ontology for video motion describing movement 
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concepts and relationships based on Benesh Movement Notation [144]. An ontology of 

human walk for autonomous robot systems was proposed for intelligent path planning 

[145]. An ontology for Kinect-based 3D depth sensors was developed to model aspects 

of Kinect trackable user movement and object interaction  to provide an understanding 

of what the user is doing simultaneous to tracking [138]. Garcia-Rojas et al., (2005) 

applied ontologies to incorporate semantics into human shapes [146]. However a 

noteworthy limitation of the ontologies discussed, is the lack of temporal orchestration 

flavour for the validation of animation sequences.   

6.2 Sequence	Examples	Based	on	Use	Cases	for	Autonomous	Agents	

This section proposes examples of sequences of animation clips extracted from the use 

cases for autonomous agents in the AAAF. A wide pool of motion sequences were 

available to agents and avatars largely through the repertoire of approximately 100 

animation clips that had been crafted specifically according the use case scenarios. Such 

clips in the dataset,  (introduced in chapter 4), focused on specific gestures, short 

movements, actions or emotions and ranged in length from approximately 50 frames to 

500 frames. The clips could be executed in order at run-time in a manner that enabled 

autonomous agents to perform high-level complex tasks in respond to user stimuli. 

ology based on concrete examples of animation  

6.2.1 Use	Case	Examples	

The following use case examples provide concrete needs for sequences in scenarios for 

real-time immersive virtual environments derived from work conducted in Chapter 4. 

Such use cases were used to inform the design of the TOAnimate ontology. 

EU Parliament Use Case: In the EU parliament (EUP) use case, an autonomous agent 

was required to greet students (user embodied virtual avatars), request that students 

follow her for a virtual tour of the parliament. The agent was also required to react to 

the virtual students in a believable manner according to automatic detection of real-

world user engagement and responses. In turn, the user-embodied avatars were required 

to manifest engagement or distraction through the AAAF. Thus all avatars and the 

agent, required a variety of natural non-verbal gestures, body motions, locomotive 

motions such as walking and turning, emotive gestures, facial animation and lip 

synching capabilities. 



	6	INTELLIGENT	ANIMATION	SEQUENCING	

 

142	

EU Parliament Example Agent Actions: Turn towards students, wave to group, and 

welcome them to the parliament.  Provide a short welcome speech whilst gesticulating 

naturally. If a student is not paying attention, look at the student, clap to get the students 

attention, and ask the student to start paying attention. (Optionally, the agent can 

approach the student, and make the request to pay attention, and then return to her 

previous position). Upon completion of the welcome speech, ask the group if they are 

ready for the tour. Wait indefinitely for a response. If the response is no, then comment 

that we will wait longer, pause and after a few moments ask again. Upon a yes response, 

ask the group to follow whilst making a ‘follow-me’ beckoning gesture, turn, and walk 

towards the centre of the assembly chamber. At some point in the same use case, user 

embodied avatars representing students are required to take a seat, and to perform 

gestures such as raising a hand to answer a question. 

EU Parliament Animation Clips Required: For the agent, the following clips are 

required in a sequential order, but can also be selected from a variety of variations as 

follows: 5 standing in wait clips; 2 turning clips; 4 waves; 2 welcome gestures, a choice 

of 6 gesticulating gestures whilst talking, 2 beckon follow-me, 8 facial gestures, lip 

synching with speech, 6 walking clips, 2 clapping, and 4 head turns. The student avatars 

requiring sitting down actions, sitting down idles, and gestures that can be executed 

whilst seated. 

Immersive Game Use Case: In a further use case, agents are required to manifest a 

variety of actions for a multi-user participatory virtual Simon Says game that 

automatically detected user actions to establish whether or not the user received a point 

for performing the correct action [110]. In the Simon Says use case, avatars are 

puppeted by the users through real-time markerless motion capture rather than 

triggering animation sequences through a pre-determined data set of animation clips. 

The agents, acting as the hosts of the gameshow, require the dataset of animation clips 

however. Agents are required to welcome contestants, showcase the actions required, 

(Simon Says “jumping jacks” for instance), and look towards the winning contestant.  

Immersive Game Agent Animation Clips Required: A pool of 5 standing in wait 

clips, 17 specific actions to perform for the “Simon Says” game including jumping 

jacks, tennis moves, weight lifting and more. Head turns and pointing gestures were 

also required. 
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Observe that the use cases examples, illustrate the need for being aware of the nature of 

the animation clips in order to compile biomechanically valid sequences. For example, 

it is incumbent to establish whether an animation clip is targeted for a standing or seated 

avatar/agent, whether it can be repeated in the sequence without having a transitional 

animation between, and what the nature of the animation is (e.g. locomotion or gesture 

or action), and if any emotional context applies. The following sections address these 

issues. 

6.3 TOAnimate	Ontology		

Addressing the challenges of lack of vocabulary from BML and the complex animation 

sequencing requirements proposed earlier, this section proposes a semantic model of 

Temporal Orchestration for Animation Sequences, i.e. the TOAnimate Ontology. The 

ontology offers a disambiguated environment capable of directly interacting with the 

integration platforms requiring animation planning, such as autonomous agent systems. 

6.3.1 Methodology	

In the development of the ontology, a systematic engineering methodology was 

followed consisting of the steps listed below. These are subsequently elaborated on in 

the following sections. The scope is as follows: 

1. Scope Definition 

2. Information Gathering 

3. Initial Structuring 

4. Formalization 

5. Implementation 

6. Validation 

6.3.1.1 Scope	Definition	

An ontology is presented here as a principled way of encoding knowledge about 

animation required as a repertoire of motion clips to establish rich engagement 

experiences with virtual characters.  

1. To represent the temporal chain of animation clips 

2. To represent structured relationships of animation clips 

3. To encode knowledge of the repertoire of animations 

4. To encapsulate a priori animation information 
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The scope of the ontology was derived from the needs of the real-world use case for 

creating an innovative animation framework to support the evolving needs of an 

interdisciplinary research and development project focused on revolutionising 

collaborative virtual environment engagement. However, the scope was also researched 

and engineered to consider a wider audience with interests in animation planning. 

6.3.1.2 Information	Gathering		

Animation sequencing information, and the rule requirements were gathered through an 

organic process during research and development of the  Avatar and Autonomous Agent 

Framework (See chapter 4) in relation to the need for expansion and clarifications in 

BML for rules. Entity representation, and relationships between these entities, are 

derived from the needs of the animation system supported by ontology engineering 

principles. The design principles of the ontology are validated using a set of validation 

test sequences. 

6.3.1.3 Initial	Structure	

Initial structure of the TOAnimate Ontology was established through the dataset, use 

case analysis, and guidelines of the AAAF proposed in Chapter 4, with examples in 

Appendix C. The process of refining the initial structure began with a taxonomy 

outlining classes and essential terminology. Scope definition, information gathering and 

initial structure steps of the ontology development method were re-iteratively revisited 

as refining took place. The formalization section details the finalised ontology. 

6.3.1.4 Formalization		

The research presented in this chapter on knowledge representation, utilises the Web 

Ontology Language (OWL) as standardised by W3C as a language recommendation for 

developing ontologies. [147, 148]. OWL is used for the knowledge modelling 

throughout this chapter.  

6.4 TOAnimate	Taxonomy	

An important novel contribution for this work is the serialisation of objects using the 

rdf:Seq class of RDF ‘Sequence’ containers for the ordering of animation clips within a 

sequence. OWL diffusions of ontologies rely on open world assumptions for knowledge 

engineering, and there are few examples of ordering the information. The notion of 

timeline representation has been extensively studied in different areas of research. Such 

representations are highly focussed on representing media elements such as audio, 
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video, composition of such media elements as a scene, etc. However, the drawback of 

these approaches is that they provide a heavyweight representation for representing 

sequences. The utilisation of “rdf:” syntax that supports the fundamental data structure 

of List has been found lacking. Therefore, in the ontology representation the rdf:Seq 

data structure is utilised for representing the temporal sequence. 

The TOAnimate ontology structure is depicted in Figure 6.1 overleaf. The ontology 

provides classes, and subclasses (both represented by blue circles), plus object 

properties (labelled in blue), data properties (labelled in green), and data types (yellow). 

Relationships between entities are denoted via arrows on the diagram. The proposed 

ontology is introduced in further detail in proceeding paragraphs, followed by more 

formalised descriptions of each entity in the subsequent tables. 

The fundamental building blocks of the TOAnimate ontology, include AnimationClip, 

AnimSequence, and RDFSeq classes as shown in Figure 6.1. These form the essential 

basis for animation clips to be ordered into an AnimSequence (short for animation 

sequence). AnimationClip is a conceptual representation of the class of animation 

resources/assets intended for execution on a virtual character. Clip is used in the sense 

that it is a short segment of animation that does not necessarily provide a story 

narrative, or meaningful sequence of actions without executing in conjunction with 

other animation clips.   

The animation clip individuals within the AnimationClip class are skeletal-driven 

animation files associated with a specific virtual character human character skeletal 

structure. The animation clips are motions for specific actions, gestures, locomotion or 

emotive expressions. Each AnimationClip is capable of eliciting the motion for any 

character that uses the same skeletal structure (or a compatible skeletal structure). For 

example, the dataset of provided animation clips, drive multiple avatars and agents the 

AAAF real-time virtual environment platform (see Chapter 4 for list). An animation file 

can be likened to a sequence of static images (albeit in 3D rather than 2D), that have no 

particular duration or associated time, but do have a length in terms of total number of 

frames represented by the FrameCount. Furthermore, animators will commonly author 

animations at a particular number of frames per second (FPS), which is also stored 

within this class. Animation clips are not restricted to being executed matching rates to 

the original animation however. Thus a specific frame rate is not established until 

assignment in an animated sequence, as proposed below. 
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Figure 6.1: TOAnimate Ontology 

An AnimSequence is conceptual representation of an ordered series of AnimationClip. 

The concept formalises the sequence of AnimationClip to be visualised, using an RDF 

sequence container class (RDFSeq). The RDFSeq class enables selected 

AnimationClip to be associated with each other, in an ordered sequence, thus the 
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temporal concepts of before, and after are achieved. The RDFSeq  container is used 

here to establish an ordered array of AnimationClip. An AnimSequence hasRDFSeq 

which is an ordered array of AnimationClip and also  hasFrameRate to establish the 

playrate (and duration) of the sequence. 

In the TOAnimate model, we assign a FrameRate to an AnimSequence to establish 

playing speed and thus durations. Animations can be executed at different rates 

depending on the context. For example, feature film animations are usually produced 

and executed at 24 frames per second (fps), whereas UK TV broadcast (PAL) 

animations are executed at 25 fps. Real-time games and virtual environments can vary 

according to the computational power and platform available, but in general are 

rendered at 30-60 fps. The FrameRate class therefore has a description to distinguish 

the typical usage for the rate (e.g. PAL), along with an associated integer value (e.g. 

25). An AnimSequence hasDuration via associating (through multiplication) the 

FrameRate of the AnimSequence to the number of frames (i.e. the FrameCount) of 

the each associated AnimationClip within the RDFSeq). 

In order to use any clip of animation for a particular purpose, it is necessary to know 

what the nature of the animation is, such as whether the animation is a walk or a hand 

gesture for example. An AnimationClip therefore has a descriptive name (hasName), 

and associated properties which provide information about its usage. An 

AnimationClip also has a BMLClassifier which informs its usage. This identifies 

whether the clip is a gesture, such as a hand movement, a locomotion action such as a 

walk or a turn, or a transition motion such as standing up from a seated position. It is 

also incumbent know certain aspects about the animation to establish whether it can 

seamlessly blend into previous or subsequent animation clips to provide a seamless 

believable motion sequence within an AnimSequence. It is fundamentally essential to 

ensure that sequential animations make physically plausible sense in terms of smooth 

and believable transitions between actions, gestures and locomotion. For example, if a 

character is sitting, it must stand before it walks.  

The BMLClassifier class has subclasses of GestureTag, LocomotionTag, or 

TransitionTag. It is worth noting that the name of the BMLClassifier was derived 

from the Behavioural Markup Language XML syntax. BML classifiers can also provide 

information about the actual tag required to trigger the animation if using BML to call 

the animations, and can be expanded to include further classifiers. (See Appendix C for 

examples). In our current framework, a GestureTag is assigned to gestural motions 
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performed on the spot such as an arm wave, or head nod. A LocomotionTag is assigned 

to motions designed to move the character from one position to another, such as a walk 

or a turn. A LocomotionTag is also assigned to animations designed to keep the 

character alive whilst standing, or sitting still (standing and sitting idles). This aids 

support for navigation in virtual environments. However, classifying clips in this 

manner also helps to facilitate planning for blended animations. For example, blending 

a gesture such as a wave, on top of a locomotion such as a walk would provide a wave 

whilst walking which makes sense in the real world. However, blending a locomotion 

such as a walk, on top of another locomotion such as an idle makes little sense. A 

character cannot stand still (idle), and simultaneously be walking.  An AnimationClip 

that transitions the character from an initial pose at the beginning of the clip (e.g. sitting 

down), into a different pose at the end (e.g. standing up), is classified with a 

TransitionTag.  

The BMLClassifier class, as proposed, indicates the nature of the motion within the 

animation clip. The PostureState class, on the other hand, offers a means to indicate the 

postural pose that the animation clip is targeted for. For example, a walk will require a 

character to be standing up in order to carry out a walking motion, whereas sitting at a 

desk writing, would require a character to be in a seated position. The PostureState 

class therefore has four subclasses: StandingState, and SittingState indicate that the 

AnimationClip is motion enacted upon a standing, and sitting character respectively; 

StandingToSitting indicates that the character starts off in a standing posture, but then 

sits down, and the converse for SittingToStanding. It is worth noting here that the 

canLoop AnimationClip data property facilitates selecting clips to follow one after 

another. More specifically if an AnimationClip has a canLoop property, it can be 

repeatedly executed in a cycle (e.g. walk, walk, walk). However if canLoop is false, the 

clip can only be executed once before a different AnimationClip is required. For 

example, the action of sitting down from standing cannot be repeated until a standing up 

again clip is executed first.  

The EmotionalState class indicates the nature of any emotion, if any, connected with 

the AnimationClip. The current implementation allows for AnimationClips to be 

classified as Happy, Angry, Sad or Neutral (subclasses of EmotionalState). The use 

of the EmotionalState class leaves scope for future expansion to embrace a wider range 

of emotions.  Four currently defined subclasses of AnimationClip are EmotiveClip, 

GestureClip, LocomotionClip and PosterShiftClip.  
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6.4.1 Classes	

The TOAnimate ontology thus introduces classes, subclasses, data and object properties 

and relationships between them to support animation planning. The following tables 

offer more detailed explanations. Proposed classes are listed in alphabetic order and 

detailed below. Description logic summaries are provided throughout. The ‘TOA:’ 

prefix is used to refer to TOAnimate entities. Refer to Figure 6.1 for a diagrammatic 

overview.  

Class 
Class description, including object and data 
properties as applicable22.  

TOA:Angry Emotional state of angry. rdfs:subclassOf EmotionalState 

Angry ⊆ EmotionalState 

TOA:AnimationClip 

 

Class of animation clips. Animation clip individuals are 

physical animation clip files. All the files are for a given 

specific virtual human skeletal structure and provided in 

.DAE format. Properties: hasBMLClassifier, 

hasEmotion, hasPosture, hasURL, canLoop, hasName, 

hasFrameCount, hasDescription, hasFPS 

TOA:AnimSequence This class comprises an  ordered list of sequence clips 

through hasRDFSeq (animation clips assigned an order) 

that can execute as a sequence at an assigned frame rate 

according to defined rules. Properties: hasSeqName, 

hasDuration, hasSequence, hasFrameRate 

TOA:BMLClassifier 

 

Each AnimationClip has a BMLClassifier tag with the 

value of only one: GestureTag, LocomotionTag or 

TransitionTag. This informs the system of what type of 

actual BML tag needs to be used to call the animation, plus 

informs regarding whether or not the animations can be 

blended. i.e. you can blend a gesture onto a locomotion or 

a transition, but it does not make sense to blend a gesture 

onto a gesture, locomotion onto a locomotion, or a 

                                                

22 All entities are in the TOAnimation (TOA:) namespace unless otherwise specified. 
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transition onto a locomotion, or onto another transition. 

Has subclasses of GestureTag, LocomotionTag, 

TransitionTag. 

TOA:EmotionalState 

 

An animation clip has an emotional state of  one of 

Neutral, Happy, Sad, or Angry. Has subclasses of Sad, 

Happy, Angry, Neutral 

TOA:FrameRate Frame rate per second, with media format description. Has 

hasRate, hasMediaDesc 

TOA:Happy 

 

Emotional state of happy. rdfs:subclassOf EmotionalState 

Happy ⊆ EmotionalState 

TOA:GestureTag Indicates the BMLClassifier of a gesture. rdfs:subclassOf 

BMLClassifier.  

GestureTag ⊆ BMLClassifier 

TOA:LocomotionTag Indicates the BMLClassifier of a locomotion. 

rdfs:subclassOf BMLClassifier.  

LocomotionTag ⊆ BMLClassifier 

TOA:Neutral 

 

Neutral emotional state. rdfs:subclassOf EmotionalState 

Neutral ⊆ EmotionalState 

TOA:PostureState 

 

An AnimationClip has a PostureState which indicates  

what main pose the animation is targeting i.e. whether it is 

for standing, sitting or transitioning pose. This is a 

description tag with the value of Standing, Sitting, 

StandingToSitting, SittingToStanding. Has subclasses of 

StandingState, SittingState, StandingToSitting, 

SittingToStanding 

RDF:Seq RDF container class used to order AnimationClip 

Uses containsAnimClip 

TOA:Sad 

 

Emotional state of sad. rdfs:subclassOf EmotionalState 

Sad ⊆ EmotionalState 

TOA:SittingState 

 

Indicates the PostureState of sitting. rdfs:subclassOf 

PostureState.  

SittingState ⊆ PostureState 

TOA:SittingToStanding 

 

Indicates a posture transition from sitting to standing (i.e. 

standing up). rdfs:subclassOf PostureState 
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SittingToStanding ⊆ PostureState 

TOA:StandingState 

 

Indicates a PostureState of standing. rdfs:subclassOf 

PostureState 

StandingState ⊆ PostureState 

TOA:StandingToSitting Indicates a posture transition from standing to sitting (i.e. 

sitting down after having been standing. rdfs:subclassOf 

PostureState 

StandingToSitting ⊆ PostureState 

TOA:TransitionTag Indicates the BMLClassifier of a locomotion. 

rdfs:subclassOf BMLClassifier.  

LocomotionTag ⊆ BMLClassifier 

Table 6.1: TOAnimate ontology classes 

The following classes are those that are part of the TOAnimate ontology that classes 

are subclasses of AnimationClip defined through specifying object property values. For 

example, GestureClip is an AnimationClip with a BMLClassifier of GestureTag. 

Class (Defined) 
Class description, including object and data 
properties as applicable22 

TOA:EmotiveClip 

 

Animation clips that have EmotionalState of Happy, Sad 

or Angry and (not Neutral). rdfs:subclassOf AnimationClip 

(defined). EmotiveClip ≡	AnimationClip 

TOA:GestureClip 

 

Animation clips that have BMLClassifier of GestureTag. 

rdfs:subclassOf AnimationClip (defined) 

GestureClip ≡	AnimationClip 

TOA:LocomotionClip 

 

AnimationClip with BMLClassifier of Locomotion. 

rdfs:subclassOf AnimationClip (defined) 

LocomotionClip ≡ AnimationClip 

TOA:PostureShiftClip 

 

An AnimationClip with PostureShift of either 

SittingToStanding, or StandingToSitting. rdfs:subclassOf 

AnimationClip (defined). PostureShiftClip ≡ AnimationClip 

Table 6.2 Defined classes 
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6.4.2 Object	Properties	

Object properties are listed below, including description, domain and range. 

Object Property Description, Domain & Range 

TOA:containsAnimClip 

An RDF:Seq contains an ordered list of TOA:AnimationClip  

Domain: RDF:Seq 

∃ containsAnimClip.⊺	⊆	 

RDFSeq 

Range: TOA:AnimationClip 

⊺	⊆ 	∀ containsAnimClip 

.AnimationClip 

 TOA:hasBMLClassifier  

An animation clip has a TOA:BMLClassifier description 

Domain: TOA:AnimationClip 

∃ hasBMLClassifier.⊺	⊆	 

AnimationClip 

Range: TOA:BMLClassifier 

⊺	⊆ 	∀ 
hasBMLClassifer.BMLClassi

fier 

 TOA:hasEmotion 

An TOA:AnimationClip has an associated emotion as one TOA:EmotionalState of 

happy, sad, angry or neutral  

Domain: TOA:AnimationClip  

∃ hasEmotion.⊺	⊆	 

AnimationClip 

Range: TOA:EmotionalState 

⊺	⊆ 	∀ 
hasEmotion.EmotionalState 

 TOA:hasFrameRate 

Assigns a TOA:FrameRate to TOA:AnimSequence 

Domain: TOA:AnimSequence 

∃ hasFrameRate  

.⊺	⊆	 AnimSequence 

Range: TOA:FrameRate 

⊺	⊆ 	∀ hasFrameRate. 

FrameRate 

 TOA:hasPosture 

An TOA:AnimationClip has a posture of standing, sitting, transitioning to sitting, or 

transitioning to standing. 
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Domain: AnimationClip 

∃ hasPosture .⊺	⊆	 

AnimationClip 

Range: PostureState 

⊺	⊆ 	∀ 
hasPosture.PostureState 

 TOA:hasSequence 

Associates an RDF Sequence container (RDF:Seq) to an TOA:AnimSequence 

Domain: TOA:AnimSequence 

∃ hasSequence  

.⊺	⊆	 AnimSequence 

Range: TOA:RDFSeq 

⊺	⊆ 	∀ hasSequence. 

RDFSeq 

 TOA:hasFrameRate 

Assigns a TOA:FrameRate to TOA:AnimSequence 

Domain: TOA:AnimSequence 

∃ hasFrameRate  

.⊺	⊆	 AnimSequence 

Range: TOA:FrameRate 

⊺	⊆ 	∀ hasFrameRate. 

FrameRate 

Table 6.3: TOAnimate ontology object properties 

6.4.3 Data	Properties	

The following table lists the data properties of the TOAnimate ontology including the 

domain and range. 

Data Property  Description including domain and range22 

TOA:canLoop 

Indicates whether or not a clip can seamlessly cycle repeatedly (canLoop =True) or 

not (canLoop = False).  

Domain: TOA:AnimationClip 

∃ canLoop.⊺	⊆	 

AnimationClip  

Range: xsd:Boolean 

⊺	⊆ 	∀ canLoop.Boolean 

 TOA:hasDescription 

An TOA:AnimationClip has a description providing information about the clip 
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Domain: TOA:AnimationClip 

∃ hasDescription.⊺	⊆	 

AnimationClip 

Range: xsd:string 

⊺	⊆ 	∀ hasDescription.String 

 TOA:hasDuration 

A TOA:AnimSequence TOA:hasDuration of xsd:float  

Domain: TOA:AnimSequence 

∃ hasDuration.⊺	⊆	 

AnimSequence 

Range: xsd:Float 

⊺	⊆ 	∀ hasDuration.Float 

 TOA:hasFPS  

Associates a frames per second (FPS)  value to a TOA:SequenceClip 

Domain: TOA:AnimationClip 

∃ hasFPS.⊺	⊆	 AnimationClip 

Range: xsd:integer 

⊺	⊆ 	∀ hasFPS.Integer 

 TOA:hasFrameCount 

Associates a total number of frames (frame count) value to an TOA:AnimationClip 

Domain: TOA:AnimationClip 

∃ hasFrameCount.⊺	⊆	 

AnimationClip 

Range: xsd:integer 

⊺	⊆ 	∀ hasFrameCount.Integer 

 TOA:hasMediaDesc  

A TOA:FrameRate has a media format description  

Domain: TOA:FrameRate 

∃ hasMediaDesc.⊺	⊆	 FrameRate 

Range: xsd:String 

⊺	⊆ 	∀ hasDescription.String 

 TOA:hasName 

Name of an animation sequence 

Domain: TOA:AnimSequence 

∃ describesAnimSeq.⊺

	⊆	 AnimSequence  

Range: xsd:string 

⊺	⊆ 	∀ describesAnimSeq.String 

 TOA:hasFPS  
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Associates a frames per second (FPS)  value to a TOA:AnimationClip 

Domain: TOA:AnimationClip 

∃ hasFPS.⊺	⊆	 

AnimationClip 

Range: xsd:integer 

⊺	⊆ 	∀ hasFPS.Integer 

 TOA:hasRate 

Assigns an integer value to a TOA:FrameRate 

Domain: TOA:FrameRate 

∃ haRate.⊺	⊆	 

FrameRate 

Range: xsd:integer 

⊺	⊆ 	∀ hasRate.Integer 

 TOA:hasSeqName 

Name of an TOA:AnimSequence 

Domain: TOA:AnimSequence 

∃ describesAnimSeq.⊺

	⊆	 AnimSequence  

Range: xsd:string 

⊺	⊆ 	∀ describesAnimSeq.String 

 TOA:hasURL 

An TOA:AnimationClip has a URL associated with a physical animation file 

Domain: TOA:AnimationClip 

∃ hasURL.⊺	⊆	 

AnimationClip 

Range: xsd:string 

⊺	⊆ 	∀ hasURL.String 

Table 6.4: TOAnimate ontology data properties 

6.4.4 AnimationClip	Individuals	

The following table lists an example subset of animation clips individuals that informed 

the formalization of the knowledge model through establishing their relevant associated 

object properties and data values. Observe that in Table 6.5 (overleaf), the heading 

‘Posture’ stands for PostureState, with Pstd, and Psit representing StandingState, and 

SittingState, respectively. PstdTsit, and PsitTStd represent StandingToSitting and 

SittingToStanding. BML stands for BMLClassifer, with ‘g, l, and t’ representing 

GestureTag, LocomotionTag, and TransitionTag’ respectively. EmotionalState has 

been abbreviated to Emotion. In the canLoop column cl represents true (i.e. canLoop), 

and clf false (i.e. canLoop = false). Descriptive names have also been omitted to 
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economise on space. Also note that the URL’s list the file names (which include the file 

extension in the full individual specification. 

URL Description BML Posture Emotion 
Frame 
Count 

Can 
Loop 

Greetings_wave 
Wave to greet 

someone 
g Pstd happy 116 cl 

Sit_down 
Sit down from 

standing 
t PstdTsit neutral 29 clf 

Sit_HandRaise 
Raise hand 

while sitting 
g Psit angry 59 cl 

Stand_up 
Stand up from 

sitting 
t PsitTStd neutral 29 clf 

Walk_slow walk slowly l Pstd neutral 50 cl 

Table 6.5: TOAnimate ontology subset of AnimationClip individuals 

6.4.5 Sequencing	Rules	 	

The construction of the sequencing rules is considered as a scheduling problem with 

temporal constraints. The Simple Temporal Problem (STP) is a temporal constraint 

formalism used for modelling and solving real-world problems [149]. The STP is 

defined by a set of time-point variables ti, iÎT, which represent instantaneous events 

and a set of quantitative constraints [150], which restrict the temporal distance between 

time points. The time point variables are associated to the respective animation assets 

[150].  

In the context of animation production for real-time systems it is common to draw on a 

collection of short, re-usable animation clips that can be intuitively assembled to 

generate a spontaneous and responsive actions and behaviours (see Chapter 4). With the 

objective of achieving humanistic animation, it is critical to construct semantically 

meaningful animation sequences based on human actions. The purpose of the 

TOAnimate model is therefore to formalise the temporal orchestration that enables the 

automatic validation of semantically meaningful motion sequences grounded in reality. 

In order to achieve this objective, every animation asset [151] is characterised with a set 

of TOA:PostureState, TOA:EmotionState and TOA:BMLClassifier represented as 

{Pi, Ej, Bk}. Each of these animation assets need to be assembled at different time points 

represented by {Ti}. In addition, for realistic composition of animation sequence, it is 
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often critical to determine a waiting state by looping through the same clip until a 

certain determined time period or until the system obtains an input from the user. In 

order to capture the semantics, the animation assets are associated with TOA:canLoop 

attribute that accepts Boolean value.   

In order to consider validation requirements for the presented ontology, let us consider a 

person who is seated on a chair, and wants to walk across the room.  In our scenario 

three clips would be required within the temporal sequence: sitting, stand up, and walk. 

This valid sequencing is illustrated via selected frames shown in Figure 6.2 (lower).  

The stand up clip is a critical transition from standing to sitting. Its omission is likely to 

give the appearance that the character has teleported from one state to another rather 

than move on their own volition. This is shown from the selected frames plus omissions 

in Figure 6.2 (upper). 

 

 

Figure 6.2: Incorrect sequence 

As a second use case, the animation clips can be considered to maintain a “wait” state, 

in some cases, in which the same animation clip could be considered to be waiting for 

possible repetition. For example, a character may need to stand and wait for user 
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interaction before moving from the spot. In this case, repeated idle cycle animation clips 

might be executed, until the system tells the avatar/agent to walk. Thus the 

corresponding sequence would be idle_R, if no event idle_R, else walk, where idle_R 

represents an idle clip selected at random for the existing posture of the avatar/agent. 

In a third use case, the character might need to walk to a destination before  taking a 

seat. However, the act of sitting down might require a person to pause to get ready to 

sit, turn position themselves to sit, and then sit down. Thus the corresponding sequence 

would be if destination not reached walk, else stop, standing idle, turn, sit down.  

In the suggested use cases, the act of standing up, or sitting down, are considered 

transitory state clips. The transitory nature of such clips require that they are specifically 

identified for no immediate repetition (TOA:canLoop false), whereas the idle clips and 

walk clip can potentially be repeated immediately, and thus would have a 

TOA:canLoop value of true. The examples also show that TOA:PostureState is 

needed to ensure that the correct animation is executed. E.g. walking cannot occur if the 

character is sitting down, and a sitting idle should not be executed if the character is 

standing up. 

From the previous definition, an RDF:Seq class is an ordered array of 

TOA:AnimationClip. An TOA:AnimSequence is comprised of an RDF:Seq and a 

TOA:FrameRate and consequentially, a duration. Any TOA:AnimationClip can be a 

part of TOA:AnimSequence through its inclusion in an ordered array with in an 

RDF:Seq.  An TOA:AnimSeqence TOA:hasRDFSeq, and also TOA:hasFrameRate 

to establish the speed and duration. The RDF:Seq is in turn been allocated a 

TOA:FrameRate to associate the RDF:Seq with an TOA:AnimSequence. More 

specifically, any TOA:AnimationClip can be assigned any order number n, and placed 

in an RDF:Seq.  

It follows from the above discussion, that the rules for sequencing are as follows. 

Observe that the ‘TOA:’ prefix has been omitted  to economise on space for the 

remainder of this chapter. 

1. A RDFSeq hasAnimClip AnimationClip. The associated AnimationClip (e.g. 

clip A) has a PostureStatus, and canLoop, status that provides an indication of 

what clip can be selected to follow next. 

o canLoop is a Boolean value that indicates whether or not the clip can loop i.e. 

be repeated as a cycling animation. If canLoop is set to TRUE, then a clip can 
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follow itself. E.g. a walk canLoop, therefore we can play a walk followed by the 

same walk. 

A can follow A if A canLoop.  

 

2. If a different clip is required (clip B) the PostureState of the proposed 

AnimationClip needs to be checked in relation to the PostureState of the current 

AnimationClip (clip A). Specifically, a clip can only follow another clip if it starts 

off in the same PostureState as the previous clip ends in. 

o AnimationClips that have a PostureState of StandingState can only be 

executed next if the character is currently standing. 

§ i.e. If the previous clip was also of PostureState StandingState.  

§ Or if the previous clip was of PostureState SittingToStanding (i.e. the 

current clip makes the character stand up). 

o AnimationClips that have a PostureStatus of SittingState can only be 

executed next if the character is currently sitting. 

§ i.e. If the previous clip was also of PostureState SittingState.  

§ Or if the previous clip was of PostureState StandingToSitting (i.e. the 

current clip makes the character sit down). 

B can follow A if ((A hasPosture (StandingState or 

SittingToStanding) and B hasPosture (StandingState or 

StandingToSitting)) or if ((A hasPosture SittingState or 

hasPosture StandingToSitting) and B hasPosture (SittingState or 

SittingToStanding)) 

Note, if a clip hasPosture SittingToStanding or hasPosture StandingToSitting, the 

clip also hasBMLClassifier TransitionTag, and canLoop false. 

3. If the character is sitting, then in order to play a clip where the character is standing, 

we first need to have the character transition between the two states by standing up.  

If A (hasPosture SittingState or hasPosture StandingToSitting)  

and B hasPosture StandingState  then clip M must be executed 

between A and B, such that M hasPosture SittingToStanding. (M 

represents a middle, or transitioning clip) 

Also note that M hasBMLClassifier TransitionTag, and canLoop false. 
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4. If the character is standing, then in order to play a clip where the character is sitting, 

we first need to have the character transition between the two states by sitting down.  

If A (hasPosture SittingState or hasPosture StandingToSitting)  

and B hasPosture StandingState  then clip M must be executed 

between A and B, such that M hasPosture SittingToStanding. (M 

represents a middle, or transitioning clip) 

Also note that M hasBMLClassifier TransitionTag, and canLoop false. 

5. It follows on from rules 4 and 5 that a character cannot stand up and stand up again, 

without sitting down between the two actions. Similarly, a character cannot sit 

down and sit down again, without standing up in between. This is covered in part 

through rule 2, since such transitioning clips would have the canLoop value set to 

false, and therefore cannot repeat one after the other.  To expressly state that 

another clip is needed between we can write the following: 

If A (hasPosture SittingToStanding) to repeat A we must first 

insert clip B such that B has hasPosture StandingToSitting) 

Also note that A and B hasBMLClassifier TransitionTag, and canLoop false.  

Similarly: 

If A (hasPosture StandingToSitting) to repeat A we must first 

insert clip B such that B has hasPosture SittingToStanding) 

Also note that A and B hasBMLClassifier TransitionTag, and canLoop false. 

6.5 Implementation	

The approach for implementation is based on Apache Jena23 as follows: 

1. Initialise repository to instantiate a datastore for holding all the information. 

2. Create assets via upload of the physical files (or link) of the url to the repository. 

3. Profile assets enabling the association of attributes/characteristics/state of the asset 

(the existing knowledge about the physical files). 

4. Create animation sequence. 

                                                

23 Jena.apache.org 
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5. Validate animation sequence. This is the core of the system that automatically 

orchestrates the validation of an animation sequence based on the assets available 

in the datastore. Query animation to get metadata and characteristics of the said 

animation are also included here.  

6.6 Validation	through	Custom	Temporal	Reasoner	

Validation verifies the accuracy of the animation sequences produced from the system. 

Accuracy refers to a biomechanically valid ordered set. (For example having a walk 

executed whilst sitting would be invalid). A custom module for temporal reasoning was 

therefore researched and developed to validate the animation sequences24. Of particular 

relevance to biomechanical plausibility is the potential sequential relations between  

posture states and as illustrated in Figure 6.3. 

 

Figure 6.3: PostureState Diagram 

The reasoner algorithm extends the extension of a propositional, linear-time temporal 

logic with improved deductive properties enabling the possibility of practical deductive 

verification process. The algorithm considers modelling constraints between key 

propositions. These constraints state that exactly one proposition from a subset of 

                                                

24 Dr Krishna Chandromouli provided coding and implementation support 
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proportions can be true at any moment in time. The temporal reasoning algorithm relies 

on the state-transition of TOA:Posture between the animation clips to be acceptable in 

reality as depicted in Figure 6.3  

The reasoner algorithm systematically examines the properties of each adjacent pair of 

animation clips within a sequence to establish whether or not  the clip at time t+1, is 

sequentially compatible with the previous clip at time t.  The process iterates through all 

clips pairs within the sequence. The following list in Table 6.6 shows sequences for use 

in validation tests for each rule listed above. Valid sequences are those that are known 

to adhere to the rules, whereas invalid sequences should flag an error. In the following 

table, A(a)t represents one clip at time = t. A(a)t+1 represents the same clip executed 

immediately after. A(b)t+2 denotes a different clip executed immediately after the clip at 

time t+1. Thus, as an example, A(a)t, A(m)t+1, A(b)t+2 denotes three different clips 

played sequentially. The algorithm verifies the Posture states between temporal 

sequences, and determines if all the constraints of the TBox model is satisfied in ABox. 

Similarly, the algorithm also verifies the canLoop status for each clip. For 

TOA:AnimationSequences which satisfy all the constraints, a valid flag is assigned.  

Table 6.6 lists 53 tests numerically. Each test consists of an expected outcome of ‘valid’ 

if the sequence should pass the test, and ‘invalid’ if is known to breaks a rule and thus 

should fail. The validation group denotes any specific extra criteria being tested e.g. 

starting the sequence with a posture of standing.  The sequential ordering is partly 

dependent on whether the clips have a canLoop value of true or false, and what the 

PostureState of each clip is. Comments therefore include the PostureState, and/or 

canLoop state of the AnimationClip of relevance to the testing. Observe that 

abbreviations are used to economise on space. Therefore PostureState of SittingState, 

and StandingState are denoted by Psit and Pstd respectively. PsitTstd, and PstdTsit  

represent SittingToStanding, and StandingToSitting. As a reminder, these indicate the 

action of standing up, and sitting down respectively. A(a)t+1 = Pstd refers to an 

animation clip that occurs after time t on the sequence, and has a Standing 

PostureState. The abbreviations of Acl, and Aclf are used to indicate that an 

AnimationClip canLoop, and or canLoop is false respectively. 
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Test No 
Expected 
Outcome 

Summary of rule/ 
Sequence of 
AnimationClip   

Comment/ Testing 

RULE 1 Any AnimationClip can start a sequence 

1 Valid 

 

sitDown The first clip can be any 

AnimationClip 

2 Valid 

 

idle3 The first clip can be any 

AnimationClip 

3 Valid wave The first clip can be any 

AnimationClip 

4 Invalid 

 

none The first clip can be any 

AnimationClip 

RULE 2 A clip can only follow itself, if it canLoop 

Validation 

group 

A(a)t = Pstd  and A(a)t+1= Pstd   

or (A(a)t+1= PstdTsit and A(a)t+1= PstdTsit 

5 Valid 

 

idle1, idle1 A(a)t = Acl 

A(a)t+1 = Acl 

6 Invalid 

 

sitDown, sitDown A(a)t = Aclf 

A(a)t+1 = Aclf 

Validation 

group 

A(a)t = Psit  and A(a)t+1= Psit   

or A(a)t+1= PsitTstdt and A(a)t+1= PsitTstdt 

7 Valid 

 

sittingIdle2, sittingIdle2 A(a)t = Acl 

A(a)t+1 = Acl 

8 Invalid standUp, standUp A(a)t = Aclf 

A(a)t+1 = Aclf 

RULE 3 Posture should be considered for next clip 

Validation 

group 

A(a)t = Pstd  

9 Valid 

 

walkSlow, 

walkMedium  

A(a)t = Pstd ,  

A(b)t+1 = Pstd 

10 Valid 

 

idle4, sitDown A(a)t = Pstd ,  

A(b)t+1 = PstdTsit 

11 Invalid 

 

walkSlow, 

sittingHandRaise 

A(a)t = Pstd ,  

A(b)t+1 = Psit 
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12 Invalid 

 

idle4, standUp A(a)t = Pstd ,  

A(b)t+1 = PsitTstd 

Validation 

group 
A(a)t = Psit 

13 Valid 

 

sittingYawn, 

sittingIdle4 

A(a)t = Psit ,  

A(b)t+1 = Psit 

14 Valid 

 

sittingIdle3, standUp2 A(a)t = Psit ,  

A(b)t+1 = PsitTstd 

15 Invalid 

 

sittingWriting, walkFast A(a)t = Psit ,  

A(b)t+1 = Pstd 

16 Invalid 

 

sittingWave, sitDown2 A(a)t = Psit ,  

A(b)t+1 = PstdTsit 

Validation 

group 

A(a)t = PstdTsit 

17 Valid 

 

sitDown, sittingIdle1 A(a)t = PstdTsit , A(b)t+1 = Psit 

18 Valid 

 

sitDown3, standUp2 A(a)t = PstdTsit, A(b)t+1 = 

PsitTstd 

19 Invalid 

 

sitDown, walkMedium A(a)t = PstdTsit, A(b)t+1 = Pstd 

20 Invalid 

 

sitDown2, sitDown3 A(a)t = PstdTsit , A(b)t+1 = 

PstdTsit 

Validation 

group 

A(a)t = PsitTstd 

21 Valid 

 

standUp2,  walkFast A(a)t = PsitTstd  A(b)t+1 = Pstd 

22 Valid 

 

standUp3, sitDown2 A(a)t = PsitTstd, A(b)t+1 = 

PstdTsit 

23 Invalid 

 

standUp, sittingWriting A(a)t = PsitTstd, A(b)t+1 = Psit 

24 Invalid 

 

standUp3, standUp2   A(a)t = PsitTstd,  A(b)t+1 = 

PsitTstd 

RULE 4 Include a correct transition to standing if a standing clip (or one that starts 

off as standing) is required after a sitting clip 
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Validation 

group 
A(a)t = Psit , A(b)t+2 = Pstd 

25 Valid 

 

sittingYawn, standUp, 

idle4 

A(a)t = Psit,  

A(m)t+1 = PsitTstd 

A(b)t+2 = Pstd 

26 Valid 

 

sittingIdle3, standUp2, 

sitDown2 

A(a)t = Psit,  

A(m)t+1 = PsitTstd,  

A(b)t+2 = PstdTsit 

27 Invalid 

 

sittingYawn, 

sittingWriting, wave 

A(a)t = Psit,  

A(m)t+1 = Psit,  

A(b)t+2 = Pstd 

28 Invalid 

 

sittingIdle3, sitDown, 

walkMedium 

A(a)t = Psit,  

A(m)t+1 = PstdTsit, A(b)t+2 = 

Pstd 

Validation 

group 

A(a)t = PstdTsit , A(b)t+2 = Pstd 

29 Valid 

 

sitDown, standUp, idle4 A(a)t = Psit,  

A(m)t+1 = PsitTstd, A(b)t+2 = 

Pstd 

30 Valid 

 

sitDown2, standUp2, 

sitDown2 

A(a)t = Psit,  

A(m)t+1 = PsitTstd, A(b)t+2 = 

PstdTsit 

31 Invalid 

 

sitDown, sittingWriting, 

wave 

A(a)t = Psit,  

A(m)t+1 = Psit,  

A(b)t+2 = Pstd 

32 Invalid 

 

sitDown2, sitDown, 

walkMedium 

A(a)t = Psit,  

A(m)t+1 = PstdTsit, A(b)t+2 = 

Pstd 

RULE 5 Include a correct transition to sitting if a sitting clip (or one that starts off 

in sitting is required after a standing clip 

Validation 

group 
A(a)t = Pstd , A(b)t+2 = Psit 

33 Valid 

 

idle3, sitDown, 

sittingIdle4 

A(a)t = Psit,  

A(m)t+1 = PstdTsit, A(b)t+2 = 
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Psit 

34 Valid 

 

walkMedium, 

sitDown2, standUp 

A(a)t = Psit,  

A(m)t+1 = PstdTsit, A(b)t+2 = 

PsitTstd 

35 Invalid 

 

walkSlow, idle4, 

sittingIdle4 

A(a)t = Pstd,  

A(m)t+1 = Pstd,  

A(b)t+2 = Psit 

36 Invalid 

 

jumpingJack, standUp, 

sittingWave 

A(a)t = Psit,  

A(m)t+1 = PsitTstd, A(b)t+2 = 

Psit 

Validation 

group 
A(a)t = PsitTstd , A(a)t = Psit 

37 Valid 

 

standUp, sitDown, 

sittingIdle4 

A(a)t = PsitTstd, A(m)t+1 = 

PstdTsit, A(b)t+2 = Psit 

38 Valid 

 

standUp2, sitDown2, 

standUp 

A(a)t = PsitTstd, A(m)t+1 = 

PstdTsit, A(b)t+2 = PsitTstd 

39 Invalid 

 

standUp3, idle4, 

sittingIdle4 

A(a)t = PsitTstd, A(m)t+1 = 

Pstd,  

A(b)t+2 = Psit 

40 Invalid 

 

standUp2, standUp, 

sittingWave 

A(a)t = P PsitTstd,  

A(m)t+1 = PsitTstd, A(b)t+2 = 

Psit 

RULE 6 Include a correct intermediary transition if a similar transition is required 

to be repeated with the same posture state 

Validation 

group 
A(a)t = PstdTsit , A(b)t+2 = PstdTsit 

41 Valid 

 

sitDown, standUp, 

sitDown2 

A(a)t = PstdTsit, A(m)t+1 = 

PsitTstd, A(b)t+2 = PstdTsit 

42 Valid 

 

sitDown3, standUp2, 

sitDown 

A(a)t = PstdTsit, A(m)t+1 = Psit,  

A(b)t+2 = PstdTsit 

43 Invalid 

 

sitDown, sittingWave, 

sitDown2 

A(a)t = PstdTsit, A(m)t+1 = Psit,  

A(b)t+2 = PstdTsit 

44 Invalid jumpingJack, standUp, 

sittingWave 

A(a)t = PstdTsit, A(m)t+1 = 

PsitTstd, A(b)t+2 = PstdTsit 
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Validation 

group 

A(a)t = PsitTstd , A(b)t+1 = PsitTstd 

45 Valid 

 

standUp, sitDown, 

standUp2 

A(a)t = PsitTstd, A(m)t+1 = 

PstdTsit, A(b)t+2 = Psit 

46 Valid 

 

standUp2, sitDown2, 

standUp 

A(a)t = PsitTstd, A(m)t+1 = 

PstdTsit, A(b)t+2 = PsitTstd 

47 Invalid 

 

standUp3, sittingWave, 

idle4, standUp 

A(a)t = PsitTstd, A(m)t+1 = Psit,  

A(b)t+2 = PsitTstd 

48 Invalid 

 

standUp2, standUp, 

standUp3,  

A(a)t = PsitTstd, A(m)t+1 = 

PsitTstd, A(b)t+2 = PsitTstd 

49 Valid 

 

idle1, idle3, walkSlow, 

walkMedium, 

walkSlow, idle2, 

turnLeft, sitdown, 

sittingIdle2, standUp, 

idle4, wave 

Long valid sequence 

50 Valid 

 

sittingIdle1, 

sittingIdle1,  

sittingWriting, 

sittingIdle4, 

sittingYawn, standUp, 

idle5, wave, walkSlow, 

idle2, sitDown,  

sittingWriting,  

Long valid sequence 

51 Invalid 

 

idle1, idle3, walkSlow, 

walkMedium, 

walkSlow, idle2, 

turnLeft, sittingIdle2, 

standUp, idle4, wave, 

sitdown 

(Misses out PstdTsit) 

52 Invalid 

 

sittingIdle1, 

sittingIdle1,  

sittingWriting, 

sittingIdle4, 

(Misses out PsitTstd) 
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sittingYawn, idle5, 

wave, walkSlow, idle2, 

sitDown,  

sittingWriting, standUp 

53 Invalid 

 

idle1, idle3, walkSlow, 

walkMedium, 

walkSlow, idle2, 

turnLeft, sitDown, 

sitDown2, sittingIdle2, 

standUp, idle4, wave, 

sitdown 

(has two PstdTsit animations in 

a row) 

Table 6.6: Validation tests 

 

 

 

Results  

The outcome of the tests were as predicted in all cases. More specifically, all sequences 

were validated if and only if they were a biomechanically valid ordered list of animation 

clips, in the sense that posture states and transitions between states were correctly 

handled. The term ‘handled’ is used here to denote that the posture state and any 

corresponding transitions of each clip must logically follow on from the previous clip in 

order to avoid the unnatural appearance of teleporting from one posture to another 

rather than physically manoeuvring into position. Furthermore, animation clips that can 

be repeated sequentially immediately after themselves (those that have the property of 

canLoop), where correctly validated. Additionally, our temporal reasoning algorithm 

also correctly identified sequences that were biomechanically invalid, through flagging 

errors where posture states, or the canLoop properties did not adhere to the sequencing 

rules. Thus all 53 tests were conducted and passed. 
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Discussion 

The significance of this work lies in the principle that enables users of the ontology to 

plan animation sequences from reusable clip sets that have been annotated with a user 

friendly set of shared common vocabulary to define relevant semantic data.  The 

annotation of each single clip entered into the system can be decoupled from 

consideration of where it can or cannot be placed within a sequence. More specifically, 

each clip can be considered independently of each other for entry into the ontology, 

which simplifies the requirements for annotation: i.e.  even a novice should be able to 

view the clip to ascertain whether or not the character is standing or sitting to annotate 

the posture state for example. Users can query TOAnimate to select from the dataset of 

animations, with the descriptive names facilitating placing the clips within a sequence. 

The sequences can then be validated, or in cases where the validation fails due to 

incorrect sequencing, the problem is flagged and the user notified. An example 

application for the validation of the sequences, is planning for autonomous agent 

animations. Utilising the TOAnimate ontology, bypasses the need for lengthy animation 

tests within complex real-time environments, and avoids breaks in prescence through 

animation anomalies,  embarrassing actions that are not feasible, and potentially costly 

errors where animations are executed incorrectly.    

The particular emphasis in this work was validating the sequences through establishing 

whether or not the posture states of the clips within the sequences logically followed on 

from each other providing biomechanically valid actions. It should be noted, however, 

that the TOAnimate ontology has also been specifically designed to enable further 

expansion. In the current implementation of this ontology, for example, the canLoop 

state is also closely tied to the posture states: i.e. those that cannot loop are clips where 

the character changes postures states (e.g. transitions from standing to sitting by siting 

down). However, additional clips can be added which do not loop for other reasons (e.g. 

climbing up stairs). Although out of scope for this thesis, future possibilities utilising  

the emotional state tags, and BMLClassifier states can enable planning for emotionally 

rich sequences and validation for plausible sequences that depict believable changes in 

gestures and locomotion for example.  
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6.7 Conclusions		

The contributions to the computational model in this chapter, introduced intelligent 

reasoning for validation of temporal sequencing of animation assets using a structured 

knowledge model. The presented modules proposed the computational model to fuse 

complex animation related data together for universal understanding. An important 

novel contribution for this work is the serialisation of objects using the rdf:Seq class of 

RDF ‘Sequence’ containers for the ordering of animation clips within a sequence. 

The proposed expert domain ontology namely, Temporal Orchestration of 

Animation Sequences (TOAnimate) provides validation for logical correspondence 

between the related entities.  

The knowledge model utilises the deductive reasoning for the validation of constructed 

automated sequences.  

The key gain proposed, is the saving of time in the animation preproduction stages, 

with particular focus on planning for autonomous agents. The TOA ontology, 

enables non-animation experts to plan for animation sequences, and have them 

swiftly validated within the ontological framework.  

The contributions introduced in this chapter, thus, bring us back full circle to the 

beginning initial stages of animation production. 

The proposed contributions in this thesis aims to synergise different heterogeneous 

elements of the animation production and simulation process into a cohesive 

computational model that leverages lessons from natural motion to enhance animation 

experiences. More specifically, natural motion is leveraged throughout, through 

mapping, analysis, capture, enhancements, and intelligent reasoning for validation of 

motion sequences. The next chapter provides conclusions for the research conducted 

throughout this thesis.  
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7 CONCLUSIONS		

The demand for high-quality 3D animation production has grown exponentially over 

recent years. Moreover, the convergence of motion capture and artistic keyframe 

animation is leading to substantial advances across various industry sectors. In addition 

to being a core component of the film and gaming industry, this added value 

convergence also greatly impacts other creative industries including advertisement, 

fashion, textile publishing, and live musical performances. Indeed, the global animation 

industry was valued around 210 billion USD in 2015, with a growth rate of 5% per year 

[152]. This research has shown, that despite this favourable growth, the conventional 

process for producing animation remains time consuming and heavily labour intensive, 

requiring substantial technical and artistic skills. Indeed, the estimated budget for 

European feature films is circa 6 million euros, with heavy-weight animation studios 

such as Disney/Pixar, or DreamWorks with budget of around 1.2 million Euros for 

every minute of animated film that makes it into the final cut [153]. 

This thesis thus proposes a new frontier in more efficient, accurate and affordable 

animation creation, leveraging a new window of opportunity and exploiting a new 

wave of technological developments to support animation creation with a 

particular focus on virtual human motion.  

The motivation behind this novel work lies in the awareness that humans respond to 

other humans, even when those humans are merely synthetic cartoon images, or virtual 

humans. Yet despite an ever increasing demand for 3D humanistic animated characters 

through a rich variety of media, the 3D animation production and simulation pipeline 

has manifold challenges. The research presented, addressees fundamental building 

blocks of human-like experience, namely motion analysis and engagement. More 

specifically, this work systematically investigates how to leverage real-world human 

motion for the creation and simulation of digital human motion.  

Proposed contributions have the potential for both artistic and economic ramifications. 

For example, Chapter 5 introduced parametric optimisation of motion curves that has 

the potential to save approximately 4 hours of animators’ time. It is worth noting that 

the production budget figures cited above, will include not only animators’ time, but 

actors, producers, directors, and many other roles throughout the pipeline. Thus it is 
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difficult to isolate the cost of animation time from the budget as a whole, However, 

given the figures cited above, of 1.2 million Euros for every minute of animated film, 

economising on 4 hours of animators’ time, can potentially result in corresponding 

savings that can reach hundreds of thousands of Euros per production. On a global 

scale, given the size of the market at 210 billion USD, this could potentially result in 

economies ranging into the millions.  

On the artistic front, we propose that 4 hours time saved on enhancing the motion 

capture data, can perhaps be better applied to more artistic endeavours, like refining and 

polishing the finishing touches of the animation to perfection. Note that the proposed 

solution was introduced for body mechanics, rather than facial expressions. Thus the 

animators could also utilise the extra hours, in artistic expression of facial actions.   

The overarching proposed contribution of the thesis is therefore, the systematic 

investigation and design of a comprehensive computational model that leverages the 

effect of natural motion from the real-world to optimise the performance of 3D 

animation, as introduced in its full form in Figure 7.1, overleaf. Thus the contributions 

presented in the thesis, propose the extension of 3D animation technology beyond 

the state-of-the-art techniques. As shown in Figure 7.1, the proposed computational 

model of the animation pivots between the input capture devices, and the output display 

devices. The model leverages input stimuli from devices that enable various degrees of 

capturing of natural motion: gyroscopic sensors, eye trackers, web cameras, and clusters 

of Kinect depth sensors as shown in Figure 7.1 (lower left). Output is visualised on a 

mixture of devices from ubiquitous hand held smart devices, to 3D stereoscopic ready 

for large immersive screens (see Figure 7.1 (lower right)).  The proposed computational 

model exploits natural motion and leverages it in a variety of ways, including mapping 

to virtual cameras, or directly to control virtual characters in real-time. Motion is also 

captured, analysed and enhanced systematically in the process. Motion modules thus 

play a central role within this work, as show in the centre of Figure 7.1 along with the 

associated submodules. Note the legend in Figure 7.1 provides an association of the 

modules to each relevant chapter in the thesis 
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Figure 7.1: The Final Computational Model for 3D Animation 

 

 



	8	PUBLICATIONS	

 

174	

7.1 Contributions	by	Chapter	

Chapter 3 focused on systematic preliminary investigations into utilising the 3D 

pipeline to create innovative applications that promoted user engagement with virtual 

environments through natural and unobtrusive means. The paradigm shift away from 

keyboard and mouse towards more intuitive ways of interacting was provided by the 

development of two applications: a Window to Virtual Worlds for iOS handheld smart 

devices utilising motion mapped from the user via the iOS gyroscopic sensor to a virtual 

camera; Hands Free Navigation of Virtual Environments which mapped user point of 

regard on screen through gaze tracking to a similar virtual camera. Both applications 

enabled 3D perspective updates in response to natural motion. Furthermore, in both 

cases, user studies confirmed that users were able to engage with virtual content with 

little to no instruction.  It is also worth noting that the social avateering study introduced 

in Chapter 5, also contributed towards the shift away from hand held control devices. 

Groups of two to three users were able to engage in social virtual space embodied as 

digital characters, controllable in real-time by their own natural body movements. This 

was achieved through markerless skeletal tracking mapped directly to the digital 

character, as proposed in further detail in Chapter 5 contributions. 

This chapter thus introduced a new window of opportunity to further explore new 

paradigms for interaction with virtual worlds and characters. A key gain in the 

approach to interaction through natural motion, is the level of engagement that it 

elicits, which was exploited for further findings in this thesis. 

In Chapter 4, the computational model introduced an innovative animation 

framework to support real and virtual engagement within immersive environments. The 

novel approach simulates motion combining game technology with facets of animation 

from Embodied Conversational Agents. User embodied avatars, and autonomous agents 

are thus able to plausibly react to natural engagement in the real-world, through 

animation modules which provide rich modalities for responses to messages received 

from the reasoning system. 3D assets fed into the framework include sophisticated 

virtual environments aimed at supporting navigation by their design, and contributing 

towards a sense of co-presence in the virtual worlds during virtual field trips. The 

animation framework additionally employs an intuitive design to facilitate reasoning 

from non-animation specialists. More specifically, non-animation specialists are able to 

interact with the animation system through user friendly XML based commands derived 
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from BML. The animation framework has been validated through implementation and 

use in the cutting-edge collaborative virtual environment platform [108]. 

An additional key outcome, is the observation that users’ engagement with the 

virtual characters was particularly high when interaction modalities enabled the 

character to plausibly respond to real-world signals (such as attention or 

inattention from the user). This outcome was leveraged to elicit user engagement 

with full real-time control (puppeting), of virtual characters, to contribute towards 

bridging the gap between motion capture and keyframe animation.    

 

Chapter 5 added to the computational model through proposed contributions 

towards bridging the gap between realistic motion capture and authoring more stylised 

3D cartoon animations. The systematic approach taken was to study the shortcomings of 

transferring natural motion to exaggerated cartoon styled animation using a low-cost 

motion capture system. Participants were asked to explicitly mimic cartoon action and 

self-rate themselves for perceived accuracy. Experts then analysed the motion retargeted 

to a digital character to identify specific shortcomings in the captured motion. The 

cartoon-mimicked motion curves were then specifically analysed against keyframe 

enhanced motion curves. The goal here is to identify specific differences in the curve 

patterns to leverage for establishing automatic algorithms for enhancing motion capture 

data. The proposed solution is based on parametric motion curve optimization that 

achieves rapid-semi-automatic production of 3D animation, enabling the creativity of 

human artistic expression. 

Gains are potentially economic in nature due to time and hence money saved, 

although it is proposed they can also provide freedom for the animator to apply 

their skills in other animation challenges and rewarding avenues. A further gain in 

this chapter, is the methodology leading towards the solution, enabling the 

potential for further understanding of the gap between motion capture and 

cartoon styling.  
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Chapter 6 The final important contribution for this work is the enabling of 

intelligent reasoning for validating temporal sequencing of animation assets using a 

structured knowledge model. The aim is to facilitate the animation process within the 

context of the previously mentioned computational model. This proposed contribution 

has its roots in resolving the problems encountered in a real-world interdisciplinary 

research project aimed at providing innovative a cutting-edge social collaborative 

virtual environment platform introduced in Chapter 4. The animation dataset and 

sequencing outcomes of Chapter 4, are therefore proposed as an expert domain 

ontology: Temporal Orchestration of Animation Sequences (TOAnimate, or TOA). 

TOA provides a logical correspondence between the related animation entities. The 

knowledge model utilises the deductive reasoning for the construction of automated 

sequence.  An important novel contribution for this work includes the serialisation of 

objects using the rdf:Seq class of RDF ‘Sequence’ containers for the ordering of 

animation clips within a sequence. 

The TOA ontology, enables non-animation experts to plan for animation 

sequences, and have them swiftly validated within the ontological framework.  The 

key gain proposed, the amount of time saved in the animation preproduction 

stages, with particular focus on planning for autonomous agents.  

 

The novel approach used throughout this thesis was a comprehensive leverage of 

natural motion in different contexts, to transcending the divide between real-time 

animation and offline production through capitalising on how each could benefit each 

other. The benefits of this approach were evident in the systematic research that 

produced a computational module that encompasses uses motion in a variety of ways to 

mediate enriched animation production. Synergies were found between the methods of 

animation creation, as were differences that were identified and enhanced. This 

innovative approach lead to the contributions listed above.  

The computational model, thus embodies the concept that investigation of the 

synergies and differences between natural motion and keyframe animation, can 

result in the benefits of both being fused together to target more efficient, yet 

believable, and even creative animation authoring.  
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7.2 Future	Work	

This thesis, proposed a novel holistic approach to the computational modelling of the 

animation process. The term ‘holistic’ is used in the sense that a line was not drawn 

between focusing on real-time animation and virtual worlds, or offline creation of 

animation for more traditional media outlets, such as film and TV production. Instead, 

the methodology introduces a unified approach to creating synergies between a 

confluence of elements from motion capture, analysis, synthesis and enhancements, 

engagement with human characters, plus applied knowledge of fundamental 

animation principles, to culminate in an improved computational model for 

effective animation. Given the extensive areas researched in this thesis, the options for 

future work are manifold. Primary avenues for future potential are proposed below: 

Enhancing	Parametric	Motion	Optimisation			

A potential starting point for future work, is to enhance the effectiveness of the 

parametric optimisation solution proposed in Chapter 5, by addressing its limitations. 

This is not currently, a ‘once size fits all’ solution in the sense that a universal multiplier 

cannot be applied to all joints and DoF in the body at once, and thus the animator is 

required to make artistic choices in its application, which a can be time consuming. 

Thus to fully capitalise on its benefits, it would be worthwhile to consider developing a 

framework to map joints, and DoF for each joint, to ranges of values for the parameter 

λ. At a simplistic level this could be achieved by developing a GUI based front system, 

to enable the animator to quickly select relevant DoF, and enter different values for the 

multiplying factor λ. A further extension could consider algorithms to automatically 

modify and map the values. For example, entering a main multiplying factor such as 20 

for the hip translation in a jump, and then algorithmically establishing that the spine 

joints forward and back rotation should have a multiplying factor of only half that, and 

the shoulder joints only 5%. This would require extensive analysis of the actions, the 

joint ranges, (and constraints), and potential styles of animation. It is conceivable that 

the TOA knowledge framework could be extended for this purpose as discussed in the 

following subsection. 

Parametric optimisation also has limitations in the nature of the motion it can enhance, 

plus requires some degree of manual constraint application to avoid adverse animation 

artefacts, such as unwanted biomechanically invalid rotations, or interpenetration with 

the ground, for example (as proposed in Chapter 5). Further opportunities therefore also 
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lie in resolving these issues and in developing additional curve optimisation algorithms 

to be applied for different types of motion. Despite the complex nature of replicating or 

enhancing human motion (real or stylised), we propose that there still remains much 

potential for making a real impact in this field: not only scientifically, but also 

economically as proposed at the beginning of this Chapter. 

Extending	TOA		

The TOA ontology has been developed with future extensions in mind. For example, 

adding rules to verify transitions in emotional states, and/or sequencing gestures is a 

possibility, and along with it, the custom reasoner. A critical extension for adaptability, 

is to include classes and knowledge structures for the character’s skeletal, and even joint 

information. This would enable different sets of animation data, planned for characters 

with varying skeletal structures to be validated (or indeed rejected). To provide a 

simplistic example, if an animation clip is intended for use on a 69 joint character, it 

cannot readily be executed on one with a different skeletal structure using 104 joints, 

(i.e. is generally incompatible without retargeting). Thus adding the knowledge base for 

the skeletal structure, and associated sematic annotations for the animation clips, would 

thus facilitate the planning process by validating animation clips for structural integrity 

of each animation with regards to the character, or rejecting when incompatible.  

A highly ambitious option would be to further explore the potentialities of the TOA 

ontology to include a knowledge framework for facilitating the mapping and 

distributing of the multiplying parameter  λ in the parametric optimisation solution, 

when applied to different actions (and ultimately to also accommodate different styles). 

We propose that this would involve extensive research on pushing the boundaries of 

ontological knowledge frameworks, along with extensive research into the fine details 

of joint movements during differing actions.   

Presence	and	Engagement	 	

This thesis began by proposing that humans engage with other humans even when they 

are virtual, however re-creation of virtual humans is rife with challenges. Thus, it is 

fitting that perhaps one of the most interested avenues for future potential is further 

exploration of presence and engagement given the current wave of emerging 

technologies. New interaction paradigms are now being introduced at a rapid pace, with 

the plethora and popularity of VR experiences and related devices, and low-cost sensors 

that enable real-time skeletal tracking, reconstruction of 3D objects, scenes, and even 



	8	PUBLICATIONS	

 

179	

humans, and more. This thesis proposed contributions towards this paradigm shift 

through enabling real-time interaction with virtual worlds through natural motions (or 

point of regard) in Chapter 3. Chapter 5 also introduced innovative methodology for 

markerless motion capture mapped to virtual characters for real-time control by users.  

As proposed earlier, users are now more sophisticated compared to users originally 

participating in previously cited 3D relating to presence, and ramifications for building 

virtual humans in Chapter 2. Unlike past decades, where it was unlikely that many users 

had previous exposure to immersive content, now the emergence of enabling 

technology has flooded the market such that many users have now been engulfed in 

high-quality 3D content through a diverse range of 3D media. It therefore also seems 

reasonable to explore, as was also proposed in Chapter 2, the concept that users 

potentially now have increased expectations of 3D virtual characters, and environments 

as a result.  Revisiting, and updating, and extending studies on presence, and 

engagement with virtual humans is thus potential future research pathway.  

Existing literature leverages VR embodiments for rehabilitation, and for social 

psychology, including investigating perspective of being embodied as different personas 

(e.g. in an alternative gender, race, or age bracket). [58, 154, 155]). Given the prevalent 

popularity of taking pictures of one’s self (‘selfie’), that is present in today’s culture, a 

proposed potential pathway forward is to develop a virtual mirrored embodiment within 

a virtual environment, such as that introduced in Chapter 3. From a scientific view, 

there would be technical challenges in replicating 3D mirror image of  user able to be 

controlled in real-time on a smart device. However, additional pathways to investigate 

centre around interdisciplinary fields, such as social science, to investigate the ‘selfie’ 

phenomena in virtual spaces.  

It is also worth noting that the DAC framework introduced in Chapter 5, enables up to 3 

users to be embodied as virtual characters and avateer them in real-time. The social 

collaboration observations indicated that there were interesting patterns of social 

engagement and interaction when multiple embodied users shared the same space. The 

further studies in Chapter 5, also indicated that avateering users, were unaware of some 

less than perfect animation action, (for example the eyes were static), whilst being 

momentarily disappointed that some features were not available (e.g. turning around). A 

potential route forward is the exploration of these elements, including how the 

interaction modalities influence engagement when individually embodied as an avatar, 

and also when participating in multiuser real-time avateering experiences.  
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APPENDIX	A:	SKELETAL	MESH	HIERARCHY	

This appendix includes images12 that detail the animation hierarchy for the AAAF 

characters introduced in Chapter 4. The set of images below, illustrate the head joint 

structure, along with naming conventions for the joints that deform the mesh.  
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The image below, illustrates the skeletal structure for the body of the agents and avatars 

within the animation framework presented in Chapter 4. Labelled naming conventions 

for each joint are also provided. 
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APPENDIX	B:	AAAF	CONFIGURATIONS	

This section presents examples of configuration settings within the Avatar and 

Autonomous Agent Animation Framework presented in Chapter 4. An excerpt from an 

XML configuration file comprising settings required to process MPEG-4 Face and 

Body Animations (FBAs) is provided immediately below. The configuration file 

provides the means to map a skeleton to MPEG-4 FBA settings to enable the execution 

of parametric FAP and BAP animations. In this way, the skeletal architecture, joint 

orientations, and naming conventions are decoupled from the implementation details, 

leaving the designers to specify joint names, and orientations without restrictions. 

<!-- All fba settings are enclosed inside the fba_settings root 

element -->	

<fba_settings> 

  <!-- A basis block defines the reference system used when 

interpreting translation parameters --> 

  <basis> 

    <!-- model space vectors representing up forward and left 

vectors --> 

    <!-- vectors are made of 3 floating point values separated with 

space --> 

    <up axis="0 1 0"/> 

    <forward axis="0 0 1"/> 

    <left axis="1 0 0"/> 

  </basis> 

  <!-- The units block define the mapping between parameters units 

and system internal units --> 

<units> 

    <!-- all translation units are expressed in model space --> 

    <irisD0 value="0.67"/>       <!-- iris diameter --> 

    <es0 value="3.34"/>          <!-- eyes separation --> 

    <ens0 value="1.96"/>         <!-- eyes-nose space --> 

    <mns0 value="1.85"/>         <!-- mouth-nose space --> 

    <mw0 value="1.8"/>           <!-- mouth width --> 

    <au value="1"/>              <!-- angular unit: radians 

(default: 1) 
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 --> 

    <millimeters value="0.01"/>  <!-- translation unit equivalent to 

1 millimeter --> 

  </units> 

<!-- Follows a list of bindings (0..n). 

  A binding element defines correspondence between a parameter, 

either fap or bap, with a particular joint inside the skeletal 

structure. The attributes are: 

  param [string]: containing the name of the parameter as described 

in the documentation 

  joint [string]: contains the name of the joint whose the parameter 

is bound to 

  rot_axis (one of (+x, -x, +y, -y, +z, -z)): optional, used only by 

parameters that express a rotation 

defines the axis and verse about which the rotation is taken 

  --> 

<!-- This is an example of rotation parameter --> 

 <binding param="sacroiliac_tilt"     

joint="jnt_c_torso_origin" 

rot_axis="+z"/> 

<binding param="sacroiliac_torsion" joint="jnt_c_torso_origin" 

rot_axis="+y"/> 

<!-- End of file --> 

</fba_settings> 
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The following is an example configuration for BML enabled in the animation tree as 

proposed in Chapter 4. An image overview is provided, to illustrate the hierarchical 

structure and the nodes that comprise a concrete example of an AnimTree (short for 

animation tree) used in the AAAF. Observe that light blue ellipses represent animation 

clips. The associated configuration code is provided overleaf. 

 

AnimTree

bml.head  

custom
_clip 

bml.upper
_body

bml.
locomotionsitting

turn_right

idle_01

walk_fast

turn_left

walk_slow

walk_
medium

bml.gaze
_head

bml.gaze
_left_eye

bml.gaze
_right_eye

bml.full
_body

custom
_clip 

bml.full
_poture

custom
_clip 

stand

idle_02

idle_03

idle_sit_01

idle_sit_02

idle_sit_03
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AnimTree Code part 1 of 2 

<anim_tree>	
  <play_clip name="bml.head" branch_list="jnt_c_torso_neck"> 

    <play_clip name="bml.upper_body" branch_list="jnt_c_torso_spine_02"> 

      <play_clip name="bml.full_body"> 

        <list name="bml.posture"> 

          <list name="bml.locomotion"> 

            <random name="stand"> 

              <clip clip_name="idle_01" loop="true" chance="0.5" 

min_loop_count="2" max_loop_count="3"/> 

              <clip clip_name="idle_02" loop="true" chance="0.3" 

min_loop_count="2" max_loop_count="5"/> 

              <clip clip_name="idle_03" loop="true" 

min_loop_count="1" max_loop_count="1"/> 

            </random> 

            <clip clip_name="walk_slow" loop="true"/> 

            <clip clip_name="walk_medium" loop="true"/> 

            <clip clip_name="walk_fast" loop="true"/> 

            <clip clip_name="turn_left" loop="true"/> 

            <clip clip_name="turn_right" loop="true"/> 

          </list> 

          <random name="sitting"> 

            <clip clip_name="idle_sit_01" loop="true" 

min_loop_count="2" max_loop_count="3"/> 

            <clip clip_name="idle_sit_02" loop="true" 

min_loop_count="2" max_loop_count="3"/> 

            <clip clip_name="idle_sit_03" loop="true" 

min_loop_count="2" max_loop_count="3"/> 

          </random> 

        </list> 

      </play_clip> 
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AnimTree Code part 2 of 2 

 

    </play_clip> 

  </play_clip> 

  <control_list joint="jnt_c_torso_head"> 

    <look_at name="bml.gaze.head"> 

      <axis_look_at axis="y"/> 

      <rot_limit axis="x" min_angle="-45" max_angle="45"/> 

      <rot_limit axis="z" min_angle="-45" max_angle="45"/> 

      <rot_limit axis="y" min_angle="-5" max_angle="5"/> 

      <strength value="0.5"/> 

    </look_at> 

  </control_list> 

  <control_list joint="jnt_l_head_eye"> 

    <look_at name="bml.gaze.left_eye"> 

      <axis_look_at axis="z" invert="true" /> 

      <rot_limit axis="x" min_angle="-10" max_angle="20"/> 

      <rot_limit axis="y" min_angle="-30" max_angle="30"/> 

      <strength value="1.0"/> 

    </look_at> 

  </control_list> 

  <control_list joint="jnt_r_head_eye"> 

    <look_at name="bml.gaze.right_eye"> 

      <axis_look_at axis="z"/> 

      <rot_limit axis="x" min_angle="-10" max_angle="20"/> 

      <rot_limit axis="y" min_angle="-30" max_angle="30"/> 

      <strength value="1.0"/> 

    </look_at> 

  </control_list> 

</anim_tree> 
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APPENDIX	C:	ANIMATION	COMMANDS	

This section provides an extract from the Avatar and Autonomous Agent Framework 

(AAAF) animation BML commands introduced in Chapter 4. The examples provide a 

list of commands required to execute animations within the AAAF, plus tips on usage. 

The full set of animation commands comprised the guidelines provided to Use Case 

developers, and Reasoning programmers in the context of the interdisciplinary teams 

involved in the virtual environment platform2.  

Animation Commands 

All animations should be requested through encapsulation within <bml></bml> tags. 

The targeted avatar or agent must be specified through a character id., or through listing 

the name. Note that in most cases the clip can be executed on the whole body, upper 

body only, or head only. The default is to execute on the whole body unless otherwise 

specified, as indicated in the examples below. In the example below a single wave 

animation is executed on the upper body.  

<bml character="teacher"> 

   <gesture lexeme="wave_once" mode="upper_body"/>   

</bml> 

Also note that some actions have the option to loop/ be held in the middle of the key 

action. As an example, the hand raise can hold the hand in the air until an action or 

event releases the hand. The first set of examples illustrate how to loop the hand raise 

on the upper part of the body, followed by a request to stop the loop (lowering the hand 

again). The subsequent example, illustrates execution of a hand raise that executes on 

the whole body from start to end without holding in the middle. 

<!--to start raising hand --> 

<bml character="teacher"> 

   <gesture lexeme="raise_hand" mode="upper_body" loop="true"/>   

</bml> 

<!--to stop start raising hand --> 

<bml character="teacher"> 

   <gesture lexeme=" " />   

</bml> 
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Observe, that the <bml></bml> tags have been omitted from the following examples to 

conserve space. The commands should however, be encompassed within these tags, 

with a valid character specified.  

Change the current posture state using  <postureShift> with a <stance> element. This 

affects the bml.posture node as configured in the animation tree. Examples: 

<postureShift> 

 <stance type="standing"/> 

</postureShift> 

<postureShift> 

 <stance type="sitting"/> 

</postureShift> 

To execute a locomotive action use <locomotion> to execute one of the locomotion 

manners defined in <locomotion_bindings> settings. This influences the configured 

bml.locomotion node of the animation tree. Examples: 

<locomotion manner="walk_fast"/> 

<locomotion manner="stand"/> 

To execute a <gesture> use the <lexeme> attribute, and can be executed on the whole 

body, or upper body. They also can loop, and can include leading and trailing 

animations. Example:  

<gesture lexeme="clap" mode="upper_body" loop="true"/> 

<gesture lexeme=""/>  

Use <aaaf:lookAt> to enable or disable the Look At controller on head and eyes. The 

bml.gaze.head, bml.gaze.left_eye and bml.gaze.right_eye joint controls as configured in  

the animation tree, can be influenced by this command. Note that the gaze target must 

be specified as a 3D vector, otherwise the controller will be deactivated if the target is 

omitted. TargetSpace is an optional string that denotes the space (world, or character) 

that the target position is expressed in. The default setting is world space. BlendTime is 

an optional number parameter that specifies the time in seconds used to smooth 

transitioning between active and inactive states. The default in 0.1. Examples: 
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<aaaf:lookAt target="90 0 25" targetSpace="world" 

blendTime="0.2"/> 

<aaaf:lookAt target="-45 90 15" targetSpace="character"/> 

<aaaf:lookAt target=""/>  

FAP and BAP animations are executed through <aaaf:fab> and <aaaf:bap> custom 

elements. They contain a FAP or  BAP animation instructions in text format, including 

the header. The header includes the following information: 

version(ignored) clip_name frames_per_seconds num_frames 

Optionally, blend ins (blendIn) and outs (blendOut) can be specified in seconds for 

smooth transitions. The default value is 0.1. seconds. Example: 

<aaaf:fap> 2.1 joy_fap 30 75  0 0 0 1 0 0 0 1 1 0 0 0 0 0 0 1 1 0 1 

1 1 1 1 1 1 1 0 0 0 0 1 1 1 1 1 1 1 1 1 1 1 1 0 0 0 0 0 0 0 0 1 1 1 

1 1 1 1 1 1 1 0 0 0 0 0 0 0 0 0  1213 -149 -111 -111 -4 -86 0 0 48 

48 0 0 0 0 0 0 0 0 0 0 0 0 -39 -39 193 193 164 144 48 48 4 4 101 101 

227 227  0 0 0 1 0 0 0 1 1 0 0 0 0 0 0 1 1 0 1 1 1 1 1 1 1 1 0 0 0 0 

1 1 1 1 1 1 1 1 1 1 1 1 0 0 0 0 0 0 0 0 1 1 1 1 1 1 1 1 1 1 0 0 0 0 

0 0 0 0 0  1214 -144 -107 -107 -4 -83 0 0 46 46 0 0 0 0 0 0 0 0 0 0 

0 0 -38 -38 186 186 158 139 46 46 4 4 97 97 219 219 ... </aaaf:fap>  

Further examples of available animation clips, and their usage are listed below. As a 

reminder, the <bml> elements are omitted from repeat examples to economise on space.  

POSTURES	

Postures are normally executed on the whole body 

Example usage 

<bml character="teacher"> 

   <posture ="standing"/>   

</bml> 

Additional postures 

<posture ="sitting"/>   

  Posture shift usage 

<bml character="teacher"> 

   <postureShift> 

      <stance type="sitting"/> 

   </postureShift> 

</bml> 

Additional postureShift 
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<stance type="standing"/> 

LOCOMOTION	

Postures are normally executed on the whole body 

Example usage: 

<bml character="teacher"> 

   <locomotion manner ="stand"/>   

</bml> 

Additional locomotive animations 

<locomotion manner ="walk_slow"/>   

<locomotion manner ="walk_medium"/> 

<locomotion manner ="walk_fast"/> 

<locomotion manner ="turn_left" /> 

<locomotion manner ="turn_right"/> 

<locomotion manner ="walk_back_slow"/>   

<locomotion manner ="walk_back_medium"/> 

<locomotion manner ="walk_back_fast"/> 

GESTURES	

Can	be	used	on	upper	body,	or	whole	body.	If	unspecified,	the	animation	is	executed	on	the	whole	

body	 

Example	usage	

<bml character="teacher"> 

   <gesture  lexeme="wave_once" mode="upper_body"/>   

</bml> 

<bml character="teacher"> 

   <gesture lexeme="wave_once" mode="whole_body"/>   

</bml> 

<bml character="teacher"> 

   <gesture lexeme="wave_once"/>   

</bml> 

Additional clips available 

<gesture lexeme="greetings" mode="upper_body"/>   

<gesture lexeme="greetings" mode="whole_body"/>   

<gesture lexeme ="wave_hello" /> 

<gesture lexeme ="follow_me" /> 

<gesture lexeme ="point_up" /> 
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<gesture lexeme ="point_down"/> 

<gesture lexeme ="point_left"/> 

<gesture lexeme ="point_right"/> 

<gesture lexeme ="handgesture_both"/> 

<gesture lexeme ="handgesture_left" /> 

<gesture lexeme ="handgesture_right" /> 

<gesture lexeme ="head_turn_left" /> 

<gesture lexeme ="head_turn_right" /> 

<gesture lexeme ="head_look_up" /> 

<gesture lexeme ="head_look_down" /> 

<gesture lexeme ="head_nod" /> 

<gesture lexeme ="head_shake" /> 

 

GESTURES that can be held i.e. loop="true" or without loop="true" they will play 

through once 

<!--to start clapping --> 

<bml character="teacher"> 

   <gesture lexeme="clap" mode="upper_body" loop="true"/>   

</bml> 

<!--to stop clapping--> 

<bml character="teacher"> 

   <gesture lexeme=""/>   

</bml> 

<!--to execute as one clip (without looping in the middle) --> 

<bml character="teacher"> 

   <gesture lexeme="clap" mode="whole_body"/>   

</bml> 

  

Additional clips available 

<gesture lexeme="raise_hand" mode="upper_body" loop=”true”/>   

<gesture lexeme="point" mode="upper_body" loop=”true”/>   

 

<!-- make the character look at a point in space relative to itself 

--> 

<bml character="teacher"> 

   <aaaf:lookAt target="100 100 200" targetSpace="character"/> 

</bml> 
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EMOTIONS (intended for use on whole body). It is not recommended that animations 

are blended on top.  

<gesture lexeme ="angry" /> 

<gesture lexeme ="attentive" /> 

<gesture lexeme ="bored" /> 

<gesture lexeme ="disappointed"/> 

<gesture lexeme ="fear"/> 

<gesture lexeme ="friendly"/> 

<gesture lexeme ="happy"/> 

<gesture lexeme ="interest"/> 

<gesture lexeme ="sad"/> 

<gesture lexeme ="surprise"/> 

KINECT GESTURES to be played as single actions (i.e. do not hold). These are 

gestures specifically designed to enable Kinect recognition if a user performs the 

actions. 

<gesture lexeme ="kinect_wave" /> 

<gesture lexeme ="throw"/> 

<gesture lexeme ="punch"/> 

<gesture lexeme ="push_away"/> 

<gesture lexeme="wave"/> 

<gesture lexeme ="kinect_clap/> 

 

 


